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The concept of database is generalized t o  include v i r tua l  
databases: databases which do not contain any data but a re  
mapped onto other databases. Virtual  databases have been i n  
existence mainly a s  user-views. However v i r tua l  databases 
may a l so  be of a llsuper-viewll kind, t o  provide e f fec t ive  
in tegra t ion of several  independent databases. This paper 
describes a method t o  construct  v i r tua l  databases, which 
y ie lds  automatic mapping of queries.  Virtual  databases a re  
generated by applying a sequence of schema transformations 
t o  other databases. The given databases serve a s  an i n i t i a l  
approximation for  the  desired superview and each individual 
transformation res t ructures  the  current approximation in to  
the  next approximation. In addi t ion ,  each transformation 
def ines  a mapping of queries against  the  new superview in to  
the  appropriate s e t s  of queries against  the  previous 
superview. The end r e s u l t  is an automatic mapping of queries 
agains t  the f i n a l  superview in to  s e t s  of queries against  the  
i n i t i a l  databases. A prototype database management system 
t h a t  allows users t o  construct  v i r t u a l  databases and 
in ter rogate  them has been developed. 

1. INTRODUCTION 

In general ,  databases a re  designed to  accomodate spec i f i c  
appl ica t ions ,  both current  and anticipated.  I f  t h i s  design methodology 
is  followed, each of these appl ica t ions  is  then f u l l y  s a t i s f i e d ,  i n  
terms of the  data it requires ,  by the  databases. Further adaptation of 
the  database towards each application is  provided by user views. 
~ v e n t u a l l y ;  however, appl ica t ions  may evolve which a re  no longer 
s a t i s f i a b l e  by t h i s  database, t h e i r  data extending over two or more 
independent databases. Such applications cannot be provided with a 
s ing le  in tegra ted  view of t h e i r  data.  

The r e spons ib i l i t y  for  such undesirable s i t u a t i o n s  cannot always be 
placed with the  designers of t h e  database. Rather, we argue t h a t  such 
s i t u a t i o n s  are  due t o  l imi t a t ions  of the  current  approach t o  
databases. According t o  t h i s  approach, a database is  a col lec t ion of 
data s t ructured i n  accordance with some schema. Once t h i s  schema has 
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been determined and t h e  d a t a  o rgan ized ,  t h e  d a t a b a s e  is ncommittedn. 
This  da tabase  w i l l  accomodate (with a p p r o p r i a t e  user  views) a l l  
a n t i c i p a t e d  a p p l i c a t i o n s .  Many u n a n t i c i p a t e d  a p p l i c a t i o n s  may be 
accomodated a s  wel l .  However, such a p p l i c a t i o n s  must be s a t i s f i a b l e  by 
t h e  d a t a  inc luded  i n  t h i s  database.  

I n  t h i s  paper we advocate  a  d i f f e r e n t  approach,  which g e n e r a l i z e s  t h i s  
concept  of da tabases .  We in t roduce  t h e  concept  of  a  v i r t u a l  da tabase  
a s  a  da tabase  t h a t  has  a  schema, but  no d a t a  t h a t  conforms t o  t h i s  
schema. I n s t e a d ,  a  mapping is a v a i l a b l e  from t h i s  schema i n t o  schemas 
o f  o t h e r  da tabases .  In  o t h e r  words, while  t r a d i t i o n a l  ( p h y s i c a l )  
da tabases  a r e  schema-data p a i r s ,  v i r t u a l  da tabase  a r e  schema-mapping 
p a i r s .  

For an a p p l i c a t i o n  which cannot .  be s a t i s f i e d  by a  s i n g l e  da tabase ,  
(and f o r  which t h e  c o n s t r u c t i o n  of a  new phys ica l  da tabase  is n o t  
j u s t i f i e d )  a  v i r t u a l  da tabase  should be defined.' It w i l l  i n t e g r a t e  t h e  
schemas of  t h e  r e l e v a n t  da tabases  ( o r  p o r t i o n s  t h e r e o f )  i n t o  a  s i n g l e  
global . schema ( a  superview),  t h a t  w i l l  accommodate t h e  new 
a p p l i c a t i o n .  

Obviously, user  views a r e  one type  of  v i r t u a l  da tabases :  r a t h e r  than 
i n t e g r a t e  a  number o f  d a t a b a s e s ,  they  t rans form a s i n g l e  one. I n  o t h e r  
words, t h e  problem of da tabase  i n t e g r a t i o n  i n c l u d e s  user  views, and 
t h e  same t o o l s  and techniques  developed f o r  schema i n t e g r a t i o n  could 
be used t o  g e n e r a t e  user  views. 

S p e c i f i c a l l y ,  t h r e e  s e p a r a t e  t o o l s  a r e  involved:  t h e  t r a d i t i o n a l  
da tabase  s p e c i f i c a t i o n  language is augmented by a  schema i n t e g r a t i o n  
language,  t h e  processor  t h a t  compiles d a t a  d e f i n i t i o n  s t a t e m e n t s  and 
g e n e r a t e s  phys ica l  da tabases  is joined by a  twin processor  t o  compile 
schema i n t e g r a t i o n  s t a t e m e n t s  and genera te  v i r t u a l  da tabases  and, 
f i n a l l y ,  t h e  da tabase  management system is modified t o  handle 
t r a n s a c t i o n s  a g a i n s t  a l l  da tabases  i n  a  uniform way. 

The schema i n t e g r a t i o n  language we employ i s  a c t u a l l y  a  s e t  of  schema 
r e s t r u c t u r i n g  t rans format ions .  With a  sequence of such 
t r a n s f o r m a t i o n s ,  e x i s t i n g  schemas may be i n t e g r a t e d  t o  c r e a t e  a  new 
superview. A s  each t rans format ion  r e s t r u c t u r e s  t h e  c u r r e n t  superview 
i n t o  a  new superview, it d e f i n e s  a  mapping from t h i s  new superview 
i n t o  t h e  prev ious  one. By composing t h e s e  mappings, when t h e  
r e s t r u c t u r i n g  sequence ends,  a  mapping of t h e  f i n a l  superview i n t o  t h e  
under ly ing  da tabases  is a v a i l a b l e .  This  mapping is s t o r e d  t o g e t h e r  
wi th  t h e  superview. The da tabase  management system handles  q u e r i e s  
a g a i n s t  phys ica l  da tabases  i n  t h e  usua l  way. To handle q u e r i e s  a g a i n s t  
v i r t u a l  da tabases .  t h e  da tabase  management system employs t h e  mapping 
t o  decompose each query i n t o  a  s e t  of q u e r i e s  a g a i n s t  t h e  component 
da tabases .  These q u e r i e s  w i l l  then be resubmit ted a g a i n s t  t h e s e  
component da tabases .  The answers w i l l  then be recomposed t o  form an 
answer t o  t h e  o r i g i n a l  query. Consequently, t h e  e f f e c t  w i l l  be a s  i f  a  
phys ica l  g loba l  da tabase  is a c t u a l l y  a v a i l a b l e .  Note t h a t  v i r t u a l  
da tabases  can be i n t e g r a t e d  t o  form new v i r t u a l  da tabases .  Therefore ,  
query decomposition is a r e c u r s i v e  process .  
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The c o n s t r u c t i o n  of t h e  superview may i n t r o d u c e  i n t e g r i t y  c o n s t r a i n t s .  
For example, i f  two personnel  d a t a b a s e s  with AGE informat ion  a r e  
i n t e g r a t e d ,  t h e  AGE v a l u e s  must a g r e e  f o r  each PERSON which appears  i n  
bo th  da tabases .  Such c o n s t r a i n t s  a r e  checked i n  t h e  t ime of  query 
process ing ;  i f  they e x i s t  and a r e  v i o l a t e d ,  they  on ly  cause  f a i l u r e  
when an a t tempt  is  made t o  i n t e r p r e t  a  r e l e v a n t  query. 

We know of two p r o p o s a l s  t h a t  r e l a t e  t o  t h i s  kind of  da tabase  
i n t e g r a t i o n .  HcLeod and Heimbigner 141 have suggested a  " federa ted  
d a t a b a s e  a r c h i t e c t u r e 1 ' .  They no te  t h e  l i m i t a t i o n  o f  c u r r e n t  approaches 
t o  d a t a b a s e  d i s t r i b u t i o n  and sugges t  an a l t e r n a t i v e  i n  which d a t a b a s e s  
t h a t  a r e  p h y s i c a l l y  d i s t r i b u t e d  a r e  l o o s e l y  i n t e g r a t e d  i n  a  
f e d e r a t i o n :  each component da tabase  i n d i c a t e s  t h e  p o r t i o n  of  its 
s t r u c t u r e  it is w i l l i n g  t o  s h a r e  with o t h e r  d a t a b a s e s ,  i t s  expor t  
schema, and s p e c i f i e s  t h e  in format ion  it wishes t o  r e c e i v e  from o t h e r  
d a t a b a s e s ,  i t s  i m p o r t '  schema. A f e d e r a l  schema ooord ina tes  t h e  
d i f f e r e n t  c o n t r i b u t i o n s  and r e q u e s t s ,  and prov ides  t h e  common b a s i s  
f o r  communication among t h e  i n d i v i d u a l  da tabases .  Another p roposa l ,  
c a l l e d  HULTIBASE [I01 o u t l i n e s  an a r c h i t e c t u r e  f o r  a  sof tware  system 
t o  i n t e g r a t e  heterogeneous da tabases .  In  t h i s  r e s p e c t ,  t h e  l a t t e r  
proposal  adopts  an approach which is c l o s e r  t o  t h e  approach advocated 
here :  ach ieve  i n t e g r a t i o n  by imposing a  s i n g l e  g l o b a l  view on 
d i f f e r e n t  component da tabases .  To our  knowledge. no a t tempt  has  y e t  
been made t o  i n v e s t i g a t e  i n  a  formal way t h e  var ious  problems which 
i n t e g r a t i o n  p r e s e n t s .  

To e x p l o r e  t h e s e  i s s u e s  a  formal d a t a  model is c l e a r l y  necessary.  The 
model we adopt  is t h e  a b s t r a c t  d a t a  model [51. T h i s  model combines a  
f u n c t i o n a l  approach t o  d a t a  model l ing (suggested by S i b l e y  and 
Kershberg [81 and implemented by Shipman I71 and Buneman and Frankel  
[I]) with  aggrega t ion  and g e n e r a l i z a t i o n  h i e r a r c h i e s  ( s i m i l a r  t o  t h o s e  
descr ibed  by Smith and Smith [91 and incorpora ted  i n t o  t h e  Semantic 
Data Model by Hammer and McLeod E31). Without much d i f f i c u l t y ,  t h e  
a b s t r a c t  d a t a  model can be used t o  r e p r e s e n t  schemas of o t h e r  d a t a  
models [61, f o r  example t h e  r e l a t i o n a l  and t h e  network d a t a  models. 
Therefore ,  by us ing  mechanical schema t r a n s l a t o r s ,  t echniques  
developed f o r  t h i s  model can be app l ied  t o  da tabases  cons t ruc ted  
acoord ing  t o  d i f f e r e n t  d a t a  models. 

The d a t a  model and t h e  r e s t r u c t u r i n g  t r a n s f o r m a t i o n s  were repor ted  i n  
[51. Since  they  a r e  a t  t h e  b a s i s  o f  our  methods, a  summary is  given i n  
t h e  nex t  two s e c t i o n s .  We t h e n  proceed t o  d e f i n e  a  s imple query 
language f o r  t h i s  d a t a  model. For each r e s t r u c t u r i n g  t rans format ion  
and f o r  each query t y p e  we determine t h e  query t r a n s l a t i o n  involved.  
Given a sequence o f  r e s t r u c t u r i n g  t r a n s f o r m a t i o n s ,  a mapping.of t h e  
f i n a l  superview i n t o  t h e  i n i t i a l  schemas is  der ived .  This  mapping and 
t h e  s i n g l e - s t e p  t r a n s l a t i o n s  ob ta ined  e a r l i e r  provide u s  with a  
r e c u r s i v e  query t r a n s l a t i o n  algori thm. We conclude wi th  a  b r i e f  
d i s c u s s i o n  of t h e  r e s u l t s .  
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2. THE DATA MODEL 

A t  t he  bas i s  of the  data model used here i s  a  functional  approach. 
This approach employs notions of data domains and a t t r i b u t e  functions:  
domains a r e  s e t s  of data objects ,  functions assign objects  of one 
domain t o  ob jec t s  of another domain a s  t h e i r  a t t r i b u t e s .  

Assume a co l l ec t ion  D of named c l a s ses  such t h a t  

1. each c l a s s  S  has a  domain dom(S) of objects ,  

2. two r e l a t i o n s f i a n d  g e n a r e  defined on D ,  

3. fo r  every two c l a s ses  S,T, such t h a t  T e S ,  the re  i s  a  function 
f s ~  : dom(S) -> dorn(T), 

4. f o r  every two c l a s ses  S,T, such t h a t  T gen S, the re  is an 
in j ec t ion   is^ : dom(S) -> dom(T). 

The co l l ec t ion  D of c l a s ses  (with t h e i r  associated domains) 
incorporates two types of re la t ionships .  The att re la t ionship ,  by 
whioh one c l a s s  becomes an a t t r i b u t e  of another c l a s s .  i s  supported by 
functions.  The gen r e l a t ionsh ip  by which one c l a s s  becomes a  
genera l iza t ion of another c l a s s  is supported by one-to-one functions.  

For example, consider the  c l a s ses  FACULTY, STUDENT, PERSON, SSI, NAME, 
OFFICE, SCHOOL, S-NAME, with t h e  re la t ionships :  

SS# att FACULTY, OFFICE att FACULTY, 
SSI att STUDENT, SCHOOLett STUDENT, 
SS# att PERSON, S-NAME ett SCHOOL, 
NAME =FACULTY, OFFICE a&SCHOOL, 
NAME fi STUDENT, PERSON a t t  FACULTY, 
NAME ett PERSON, PERSON a STUDENT. 

Note t h a t  each FACULTY must have exact ly  one NAME and be exact ly  one 
PERSON, but while several  d i f f e r e n t  members, of FACULTY may have t h e  
same NAME, they each must be a  d i f f e r e n t  'PERSON. 

Classes ' t h a t  do not have any a t t r i b u t e s  a r e  ca l led  p r imi t ive  c lasses .  
Their members a r e  primitive objects .  In the  example, SS#, NAME, OFFICE 
and S-NAME a r e  primitive c lasses .  FACULTY, STUDENT, PERSON and SCHOOL 
a r e  non-primitive. 

Besides domains, c l a s ses  a l s o  have types. Types a r e  derived from t h e  
r e l a t i o n  &&. 

~ e f i n i t l o n  1: The type of a  given o l a s s  S  i n  D is 
type(S) = {T I T G S I .  

Clearly,  primitive c l a s ses  have empty types. The non-empty types in  
t h e  above example are: 
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type(FACULTY) = (SS#,NAME,OFFICE), 
type (STUDENT) = (SS#,NAME,SCHOOL) , 
 PERSON). = (.SS$,NAME) , 
type(SCH0OL) : (3-NAME,OFFICE). 

For many appl ica t ions  it is necessary t h a t  every object  i n  a domain is 
uniquely iden t i f i ab le  by a combination of its primitive a t t r i b u t e s .  
This is especia l ly  important fo r  the  purpose of merging two d i f f e r e n t  
databases, so t h a t  when t h e i r  two populations are  consolidated, 
i den t i ca l  objec ts  can be recognized a s  such. We must therefore  
iden t i fy  a key r e l a t ionsh ip  between c lasses .  

Definit ion 2: Assume IT1,. . . ,Tn)E type(S).  (Ti , .  . . ,Tn) key S i f  
f  : dom(S) -> dom(T1) x . . . x dom(Tn) 
f ( x )  = (fsTl (XI,. ,~ sT , (x ) )  

i s  an in jec t ion.  

Thus, t he  c l a s ses  (Ti ,  ..., Tn) cons t i tu t e  a key t o  c l a s s  S, i f  a  
combination ( x i ,  ..., xn) of objects  from these c l a s ses  determines a t  
most one object  of S. Assuming every person has a d i f f e ren t  Social  
Security number, t he  key re la t ionships  in  the  above example are:  

SSU key FACULTY, 
SS# key STUDENT, 
SS# key PERSON, 
S-NAME key SCHOOL. . 

Keys a re  not necessar i ly  primitive or simple (const i tu t ing a s ing le  
c l a s s ) ,  a s  the  above example might suggest. A c l a s s  ENROLLMENT may be 
introduced,which is keyed on the  combination of a non-primitive c l a s s  
COURSE and the  non-primitive c l a s s  STUDENT. By composing keys each 
non-primitive object  can be iden t i f i ed  by a combination of primitive 
objects .  The key re l a t ion  w i l l  sometimes be denoted by underlining t h e  
pa r t i c ipa t ing  c lasses  in  each type. For example, SS# key FACULTY is 
denoted by (s, NAME ,OFFICE). 

To become a proper database, a few more requirements a r e  imposed on 
the  s t ruc tu re  defined so  f a r .  They a re  s t a t ed  i n  the  following 
de f in i t ion .  

Definit ion 3: A co l l ec t ion  D of c l a s ses  with r e l a t ions ,  domains, 
functions and in j ec t ions  ( a s  i n  1-4 above) is a database i f :  

1. the  in t e r sec t ion  of att and genis empty and the  union has 
i r r e f l e x i v e  t r a n s i t i v e  closure,  

2. s att T, T gen R =) S fi R ,  ~ R S  = ~ R T . ~ T S ,  
S E T .  T gen R => S g e n R ,  i ~ s  = ~ R T . ~ T S ,  
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The f i r s t  condition guarantees tha t  one c l a s s  is not both an a t t r i b u t e  
and a generalization of another c l a s s  and t h a t  there  is no chain of 
re la ted c lasses  (by e i the r  fi or tha t  begins and ends in t h e  
same c lass .  Inheritance of a t t r i b u t e s  over generalizations and 
t r a n s i t i v i t y  of generalizations a re  assured by the  second condition. 
The l a s t  condition s t a t e s  tha t  no two objects  in  a domain have the  
same values for  a l l  t h e i r  a t t r i b u t e s ;  members of each domain a re  
dist inguishable by a t  l e a s t  one a t t r ibu te .  The underlying 
j u s t i f i c a t i o n  is t h a t  t h i s  enforces a mare accurate semantic 
speci f ica t ion:  i f  it is necessary t o  d is t inguish  between such objects ,  
an appropriate a t t r i b u t e  should be present. A consequence of t h e  l a s t  
condition is t h a t  each c l a s s  i n  the  database can always be assigned 
one key, the  t r i v i a l  key comprising the  e n t i r e  type.-Also, i f  S E T ,  
then inheritance guarantees t h a t  every a t t r i b u t e  of S is a l so  an 
a t t r i b u t e  of T. In pa r t i cu la r ,  a key of S is composed of a t t r i b u t e s  of 
T. Because the  composition of in ject ions  is  an in jec t ion ,  the  key of S 
i s  a l so  a key of T. These consequences are  summarized in  the  following 
statement: 

- Every c l a s s  is guaranteed a key, 

- Classes re la ted by generalization have the  same key. 

In  many cases it is convenient t o  represent a database schema by a 
graph. Each database c l a s s  is represented by a node. I f  T f i S ,  the re  
i s  a directed a rc  from node S t o  node T: @+@ I f  T en S 
the re  is  a directed arrow from node S t o  node T: ~-1$-(ar; 
edge is e i the r  an a rc  or  an arrow). However, i f  T gen R and S att T, 
then S att R is suppressed i n  t he  graphic representation.  Similarly.  
i f  S gen T and T gen R, then S gen R i s  suppressed (these a re  the  
inheritance and t r a n s i t i v i t y  discussed above. For conciseness they 
w i l l  a l s o  be suppressed i n  a l l  fu ture  speci f ica t ions  of databases). 
Graphs t h a t  represent databases do not have cycles or  pa ra l l e l  edges. 
The graphic representation of the  above example is: 

FACULTY 

PERSON 

ckrh cP SJ AME 
OFFICE SSt ' N-AME 

We s h a l l  r e fe r  t o  t h i s  model a s  the  abs t rac t  data model (ADM). The 
abs t rac t  data model is re la ted t o  both the  r e l a t iona l  and t h e  network 
data  models. By allowing only a t t r i b u t e  re la t ionships  with s ing le  
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l eve l  h ierarchies  ( i . e .  c l a s ses  a r e  e i t h e r  primitive or  aggregates of 
pr imi t ive  c l a s s e s )  the  abs t r ac t  da ta  model is reduced t o  the  well 
known r e l a t i o n a l  model. In other words, abs t r ac t  schemas introduce 
h ie ra rch ies  in to  " f l a t w  r e l a t i o n a l  schemas. Any abs t r ac t  schema t h a t  
incorporates only a t t r i b u t e  r e l a t ionsh ips  can be converted to  a 
network schema, by inver t ing  the  d i r ec t ion  of tbe  a t t r i b u t e  functions 
(replacing them with one-to-many re l a t ionsh ips ) .  Consequently, t he  
abs t r ac t  data model can express network s t ruc tu res ,  with the  
addi t ional  benef i t  of providing a formal framework. 

3. ME RESTRUCTURING LANGUAGE 

The re s t ruc tu r ing  language is a small s e t  of res t ructur ing 
transformations t h a t  merge, or  modify database schemas. With each 
operator there  i s  an associated s e t  of cons t r a in t s  t h a t  m u s t  be 
s a t i s f i e d  by the  ob jec t s  t h a t  populate the  schemas. We begin by 
introducing three  operators (meet, join and fold) t o  manipulate the  
genera l iza t ion hierarchy.  

3.1 Heet 

The meet operator produces a common genera l iza t ion of two c l a s ses ,  i f  
such? genera l iza t ion may be found. The existence of such a 
genera l iza t ion is determined by the  proper t ies  of t h e i r  keys. A s  an 
example, consider the  c l a s ses  FACULTY = (SS#.NAHE,OFFICE) and STUDENT 
= (SS#,NAHE,SCHOOL) . Since FACULTY and STUDENT have a common key 
(ssI), they have a common generalization: the  c l a s s  PERSON = 
(=,NAME). Formally, assume t h a t  S and T a r e  non-primitive c l a s ses  
not r e l a t ed  by gen. Assume there  e x i s t s  K E type(S) r )  type(T) t h a t  
maintains K key S and K key T. Denote the  common a t t r i b u t e s  by 
R1, ..., Rn and the  a t t r i b u t e s  t h a t  d is t inguish  S and T by PI ,  ..., P1 and 
Q l , .  ..,Qm, respectively.  The t r ans fo rmat ion&S&T,  is performed 
by adding a new c la s s .  t he  meet of S and T, denoted by SAT,  and the  
r e l a t ionsh ips  S A T  gen S, S A T  gen T and R i  a t t  SAT ( i = l , . .  . , n ) .  The 
type of SAT is therefore  given by type(~A~).type(~) r )  type(T1. The 
new c l a s s  is populated with the  union of the  domains of S and T: 
dom(S/\T) = dom(S) U dom(T). The functions from dom(S) and dom(T) i n t o  
dom(S/\T) a r e  defined a s  i d e n t i t i e s .  The functions from dorn(SAT1 i n t o  
t h e  domains of R j  , . . . , Rn a r e  defined to  preserve inheri tance.  The 
l a t t e r  functions require  a consistency const ra in t :  objec ts  i n  dom(S) 
or  dom(T) t h a t  have the  same key, must agree over t h e i r  other shared 
a t t r i b u t e s .  Formally, denote by f l , . . . , fn  and gl... . ,gn the  a t t r i b u t e  
funct ions  from S and T, respectively i n t o  R1, ..., R n .  Let K = 
IR1, .... Rkl. Define functions f  and g a s  follows: 

Then 'd y E f(dom(S))r)g(dorn(T)): 
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f i ( f - l (y ) )  = gi(g-l(y)) ,  i=k+l , . . - , n -  

3.2 Join 

meet generates a c l a s s  whose type is the  in tersect ion of both types - 
and whose domain is the  union of both domains. Another c l a s s  t h a t  may 
be created under the  same circumstances is the  dual c l a s s  whose type 
is t h ~  union of both types and whose domain is the  in t e r sec t ion  of 
both domains. Consider again the  c l a s ses  FACULTY = (SS#,NAME,OFFICE) 
and STUDENT t (E,NAME,SCHOOL). The join of STUDENT-* FACULTY is 
the  c l a s s  ASSISTANT = (SSI,NAME,SCHOOL,OFFICE); ASSISTANT is 
generalized by both FACULTY and STUDENT and i ts domain includes a l l  
those which a re  both FACULTY and STUDENT. Formally, assume S and T 
maintain the  same condit ions a s  before. The transformation join S 
T is performed by adding a new c l a s s ,  t he  join of S and T ,  denoted by 
S V T, and the  re la t ionships  S gen S V T,  T gen S V T, R i  att S V T 
( i = l , .  . . ,n) ,  Pj a t t  S V T  ( i = l , . . .  , l )  and Qi att SVT ( i = l , . .  . ,m). The 
type of S V T  is therefore  given by type(SVT) = type(S) LJ type(T). The 
domain of S V T i s  dom(S V T) = dom(S) n dom(T). The in j ec t ions  from 
dom(S V T) i n t o  dom(S) and dom(T) a re  defined as  i d e n t i t i e s .  The 
functions from dom(SVT) i n t o  the  domains of R 1 ,  ..., R n ,  PI. ..., Pl and 
Q l , .  . .,am a re  defined t o  preserve inheri tance.  Again the  same 
consistency const ra in t  is required. 

3.3 Fold 

meet and j o i n a d d  a generalization.  fold removes a subtype. With fold - 
a subtype c l a s s  STUDENT may be folded i n t o  the  more general c l a s s  
PERSON, with the  d is t inguishing STUDENT a t t r i b u t e s  carr ied  over t o  
PERSON (adding specia l  <not-applicable> values for non-STUDENTS). 
Formally, assume S and T a r e  two non-primitive c lasses  such t h a t  
T ES.  The transformation fold S i n t o  T is performed by removing the  
c l a s s  S and replacing it with T i n  a l l  re la t ionships .  Functions and 
in j ec t ions  t h a t  had dom(S) a s  t h e i r  domain a r e  modified t o  have dom(T) 
a s  t h e i r  new domain, using the  previous in jec t ion from dom(S) i n t o  
dom(T) (and <not-applicable> value fo r  objects  i n  dom(T) but not i n  
t h e  image of t h i s  in j ec t ion ) .  Using the  same in jec t ion ,  functions t h a t  
had dom(S) a s  t h e i r  range a re  modified t o  have dom(T) a s  t h e i r  new 
range. 

meet is the  pr incipal  operator.  With meet t h e  s imi la r i ty  between two 
semantiaally re la ted  c lasses ,  which a r e  not iden t i ca l ,  may be 
expressed. I f  t he  type of one c l a s s  contains the  type of the  other 
c l a s s ,  meet produces a s i t u a t i o n  su i t ab le  fo r  folding. After fold is  
appl ied ,  one c l a s s  becomes a genera l iza t ion of the  other.  meet, join 
and f o l d a r e  operators t h a t  manipulate the  generalization hierarchy of 
the  databases. The next two primitives (aggregate and telescope) 
manipulate the  a t t r i b u t e  hierarchy. 

3.4 Aggregate 

The a t t r i b u t e  hierarchy may be extended by aggregating a subset of t h e  
a t t r i b u t e s  of a given c l a s s  i n t o  a separate c l a s s ,  which then becomes 
an a t t r i b u t e  of the  o r ig ina l  c l a s s .  Formally, assume S is a non- 
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primitive c l a s s ,  type(S)=(Tl , .  . . ,Tm,Tm,l,. . . ,Tn).  The transformation 
aggregate (TI , .  . . ,Tm) of S is performed by adding a new c l a s s  T and 
t h e  re la t ionships  T att S. Also every re la t ionship  Ti att S is  
replaced with T i  &t- T. The domain of T i s  populated with new objects  
t h a t  a r e  tuples  of ob jec t s  from the  aggregated domains, t h a t  a r e  
rea l ized by objects  of S: dom(T) = ( ( ~ s T ~ ( x ) , . .   ST ST ( x ) )  I x E 
dom(S)). The function t h a t  supports t h e  re la t ionship  qbetween S and T 
i s  defined by f s ~ ( x )  = ( f s ~ ~ ( x ) ,  ..., f s ~ , ( x ) ) .  The functions from 
dom(T) i n t o  dom(Ti) ( i = l ,  ..., m) a r e  simple projections.  

3.5 Telescope 

While aggregate extends the  a t t r i b u t e  hierarohy, telescope performs 
t h e  inverse:  it removes a c l a s s  by assigning its a t t r i b u t e s  d i r e c t l y  
t o  its ancestor.  Formally,.assume T is a non-primitive c l a s s  type(T) = 
( 1 . .  . T which is an a t t r i b u t e  of only one c l a s s  S. The 
transformation telescope T i n t o  S is performed by removing the  c l a s s  T 
and the  re la t ionship  T a&=nd replacing the  re la t ionships  Ti att T 
with Ti att S. The functions t h a t  support t he  new a t t r i b u t e  
re la t ionships  a re  simple compositions: f s ~ ~ ( x )  = f ~ ~ ~ ( f s ~ ( x ) )  
( i = l ,  ..., n) .  

W i t h  aggregate and te lescope,  a c l a s s  may be relocated on the  schema. 
aggregate may a lso  be used t o  bring a schema in to  a normal form, in  
which the  non-key a t t r i b u t e s  of each c l a s s  a r e  f u l l y  dependent on the  
key. A s i t u a t i o n  common t o  loosely integrated schemas i s  t h a t  one 
c l a s s  includes an a t t r i b u t e  which is a l so  the  key a t t r i b u t e  of another 
c l a s s .  A s  an example, consider c lasses  ACCOUNT = ( F , N A M E  ,BALANCE) 
and TRANSACTION = (TRANS#,ACCB,AMOUNT). 

ACCB is an a t t r i b u t e  of TRANSACTION and a key of ACCOUNT. Since each 
TRANSACTION has its own ACOUNT, ra ther  than an ACCB, by modifying 
TRANSACTION t o  (TRANSU,ACOUNT,AMOUNT) a more accurate semantic 
descr ip t ion is obtained. This transformation, ca l led  r e t r a c t i o n ,  may 
be obtained through a sequence of primitive transformations. (Note 
t h a t  i f  ACC# were a key of both ACCOUNT and TRANSACTION, a meet of 
these  two c l a s ses  would have bee.n more appropriate,  a s  there  is 
evidence t h a t  they a r e  semantically l*comparableM). 

A l l  t he  previous operators merely transformed ex i s t ing  s t ruc tu res  t o  
l~equivalentn  s t ruc tu res .  The l a s t  two operators (add and de le t e )  a re  
d i f f e r e n t  i n  t h a t  they allow current s t ruc tu res  t o  be extended or  
reduced. 

3.6 Add 

I n  general ,  t he  addit ion of a new c l a s s  and the  speci f ica t ion of i t s  
a t t r i b u t e  re la t ionships  t o  exis t ing  c lasses  i s  ac tual ly  an 
augmentation of the  current  database by another database and therefore  
may not be considered a res t ructur ing operation. In many cases.  
however, a given c l a s s  has an a t t r i b u t e  which i s  implied, but not 
speci f ied .  For example, a c l a s s  CAR i n  a database of a Ford car  dealer 
may not include the  a t t r i b u t e  MAKE. Adding t h i s  a t t r i b u t e  ( w i t h  t he  
same value ItFORDIt fo r  a l l  ca r s )  does not qualify a s  augmentation by 
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another  d a t a b a s e ,  bu t  w i l l  prove important  when da tabases  cjf d i f f e r e n t  
c a r  d e a l e r s  have t o  be merged. Formally, assume S is a non-primitive 
c l a s s .  Let  P be a  new p r i m i t i v e  c l a s s  with a  s i n g l e  o b j e c t  domain: 
d o m ( ~ ) = ( x ) .  The t rans format ion  Px t o  S is  performed by adding t h e  
c l a s s  P and t h e  r e l a t i o n s h i p  P fi S y w i t h  a  c o n s t a n t  f u n c t i o n  from 
dom(S) i n t o  dom(P). 

To remove p o r t i o n s  of  t h e  da tabase  which a r e  not  r e l e v a n t  t o  t h e  
a p p l i c a t i o n  t h e  p r i m i t i v e  d e l e t e  may be used. Assume S is  a non- 
p r i m i t i v e  c l a s s  and T e S. The t rans format ion  d e l e t e  T from S is  
performed by removing t h e  r e l a t i o n s h i p  T att S. I f  T is no longer  an 
a t t r i b u t e  o f  any o t h e r  c l a s s ,  it t o o  is removed t o g e t h e r  with a l l  i ts 
out-going r e l a t i o n s h i p s .  Each o f  its a t t r i b u t e s  is  i n  t u r n  examined t o  
s e e  i f  i t  is still an a t t r i b u t e  of  any o t h e r  c l a s s ,  and s o  on. 

4. THE QUERY LANGUAGE 

For query language we p r e f e r  a  small  s e t  of  b a s i c  r e t r i e v a l  o p e r a t o r s .  
T h i s  s e t  may then  be used a s  t h e  t a r g e t  of  t r a n s l a t i o n  of h igher  l e v e l  
query languages. Because they o f f e r  v e r s a t i l i t y  and p o r t a b i l i t y ,  low 
l e v e l  o p e r a t o r s  a r e  u s e f u l  i n  o t h e r  a r e a s  where t r a n s l a t i o n  is 
involved:  low l e v e l  o p e r a t o r s  have t o  be implemented only once f o r  
every  environment, every high l e v e l  language is  then t r a n s l a t e d  i n t o  
t h e s e  o p e r a t o r s .  In our c a s e  t h i s  approach a l s o  f a c i l i t a t e s  t h e  
development of  a  query mapping technique.  

The s e t  of  r e t r i e v a l  o p e r a t o r s  f o r  ADM c o n s i s t s  of only two opera tors .  
Given t h e  name of  any c l a s s ,  a  Domain query simply r e t u r n s  t h e  o b j e c t s  
i n  t h e  domain of t h i s  c l a s s .  Assume a b a s i c  s i t u a t i o n  with two c l a s s e s  
S and T, where T att S (T may be  e i t h e r  an immediate a t t r i b u t e  of  S o r  
t h e r e  could be a  t h i r d  c l a s s  R such t h a t  T att R and R gen S ) .  Given 
an o b j e c t  s €  dom(S). a  Function query r e t u r n s  t h e  o b j e c t  t €  dom(T), 
which is  assigned t o  t h e  o b j e c t  s f o r  t h e  a t t r i b u t e  T. 

D e f i n i t i o n  4: Le t  S and T be two- c l a s s e s  -and T att S. The Abs t rac t  
Data Model r e t r i e v a l  o p e r a t o r s  a r e :  

Domain: (S)  = dom(S) 
Function: T(S=s)  = I t  I t = f g ~ ( s ) ) .  

T and S a r e  c a l l e d  t h e  t a r g e t  and source  a t t r i b u t e .  r e s p e c t i v e l y .  of  
Funct ion query. Normally. Function q u e r i e s  r e t u r n  s i n g l e t o n .  s e t s .  
There may be. however. four  i r r e g u l a r  cases :  

1. I f  T is not  an a t t r i b u t e  of  S. t h e  query is  r e j e c t e d  a t  t h e  
schema l e v e l .  In t h i s  c a s e  t h e  s p e c i a l  s e t  <not -appl iaab le>  is  
r e t u r n e d .  . 

2. I f  T is  an a t t r i b u t e  o f  S. but  t h e  o b j e c t  suppl ied  is not  a  
member of  t h e  domain of S ,  t h e  query is r e j e c t e d  a t  t h e  d a t a  
l e v e l .  I n  t h i s  c a s e  t h e  s p e c i a l  s e t  <not-found> is re turned .  




