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1.1 (a) An experimentally-obtained conformation that is representative of the
native state of the ubiquitin molecule is drawn from the ensemble obtained
for this protein through Nuclear Magnetic Resonance (NMR) and deposited
under id 1D3Z in the Protein Data Bank (PDB) [15]. Rendering is per-
formed with the Visual Molecular Dynamics (VMD) software [81]. The New-
Cartoon rendering is employed to highlight the secondary structure units
(α-helices are in dark gray, β-sheets are in light gray, and coils and turns are
in white.) (b) The conformations in the NMR ensemble are superimposed
over one another. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 (a) In many proteins with a unique native state, the underlying energy
landscape has one well-defined basin. A conformational ensemble obtained
through experiment, for instance, NMR, can be considered to be a subset
of the entire equilibrium ensemble of conformations populating the native
basin. This is illustrated here for the ubiquitin NMR ensemble. The de-
picted energy landscape is an illustration and is adapted from [51]. (b).
An illustration of an energy landscape with multiple competing basins is
shown here, adapted from [51]. In such cases, one structure is not repre-
sentative of the diversity of states relevant for function. Three different
structures are shown here, depicting the calmodulin protein in three dif-
ferent functional states (calcium-bound – PDB id 1cll, apo – PDB id 1cfd,
and peptide-bound/collapsed – PDB id 2f3y). A detailed characterization of
proteins, such as calmodulin, necessitates computing all the different struc-
tures relevant for function and the conformational ensembles they represent.
In addition, a detailed treatment may require modeling the transition tra-
jectories allowing the protein to switch between its different states. Three
such trajectories are shown here for illustration. . . . . . . . . . . . . . . . 4

1.3 (a) An NMR conformation that is representative of the native state of the
ubiquitin molecule (PDB id 1D3Z) is rendered here with VMD [81]. The
backbone chain is drawn as a tube in opaque, with secondary structure
units drawn in different colors (α-helices in dark gray, β-sheets in light gray,
and coils and turns in white), and side-chain atoms drawn in transparent.
(b) A fragment of the conformation in (a) from amino-acid position 47
to 52 in the chain (circled in black in (a)) is drawn in greater structural
detail. Bakbone atoms are drawn in dark gray and annotated. Side chains
are drawn in white and circled (glycine has no side chain). Boundaries
between amino acids are drawn along the peptide bonds connecting them.
(c) The longest amino acid, arginine, is drawn in similar style, with atoms
and dihedral angles annotated. (d) Internal coordinates are shown on four
backbone heavy atoms of arginine. (e) The dihedral angle on some bond i
is defined as the angle between the plane defined by consecutive bonds i−1
and i in the chain and the plane defined by bonds i and i+ 1 in the chain. 7
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Metropolis criterion. Repeated applications results in a Metropolis Monte
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ment replacement technique. . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.5 Fifty representative paths are shown on the energy landscape of the diala-
nine peptide for the transition of the peptide from state C5 to state Cαx7

and vice versa. These states are two of a total of 6 basins corresponding
to 6 known stable states of the peptide (PII , αR, αL, Cαx7 , αP , and C5),
annotated on the shown energy landscape. Paths are obtained with T-RRT
in the transition mode, whereas the energy surface is obtained with T-RRT
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1.6 (a) A schematic of FeLTr is shown here, with two coordinates for ease of
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metric projection grid. Edges are short Metropolis MC trajectories employ-
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of 3. (b) Dots in dark gray plot potential energy vs. lRMSD from the
known native structure (PDB id hp36) for sampled conformations [167].
Dots in lighter gray show conformations obtained when switching off both
discretization layers. Energy minima correspond to the four representative
structures shown, superimposed in opaque gray over the native structure
in transparent gray. The native structure is recovered in one of the min-
ima. (c) Key conformations shown on a representative path sampled from
the closed (PDB id 2f3y) to the calcium-binding (PDB id 1cll) state of
calmodulin. Paths are obtained by modifying the FeLTr framework to bias
along a progress coordinate, lRMSD, rather than along potential energy.
The shown path goes through an intermediate conformation that captures
the apo state of calmodulin (PDB id 1cfd). (a)-(c) Figures are contributed
by Brian Olson, Kevin Molloy, and Amarda Shehu based on work presented
in [167, 117]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

1.7 (a) The PDST algorithm is illustrated, with the goal and start structures
selected to correspond to open and closed conformations of the GroEL
monomer. A path in the tree that connects start to goal is highlighted
in black. (b) A representative path is shown for the GroEL monomer tran-
sitioning from the open to the closed conformation. The effect of this tran-
sition on the entire GroEL ring of 7 monomers is shown below. Figures are
contributed by Nurit Haspel based on work presented in [73]. . . . . . . . 24

1.8 (a) A chart is used to obtain new valid configurations by projecting points
from the tangent space. (b) When a new chart is defined, the chart domains
are coordinated to keep track of the already explored areas. (c) A low-cost
path between conformations (in black) overlaid on the atlas of the confor-
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1.9 (a) BH obtains a trajectory of consecutively-sampled local minima. Accep-
tance of a current minimum is subjected to the Metropolis criterion. Lowest
reached lRMSD to the native structure correlates strongly with lRMSDs
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Stéphane Ethier
Princeton University
Princeton, New Jersey

Christoph Freundl
Friedrich–Alexander–Universität
Erlangen, Germany

Karl Fürlinger
University of Tennessee
Knoxville, Tennessee

Al Geist
Oak Ridge National Laboratory
Oak Ridge, Tennessee

Michael Gerndt
Technische Universität München
Munich, Germany

Tom Goodale
Louisiana State University
Baton Rouge, Louisiana

Tobias Gradl
Friedrich–Alexander–Universität
Erlangen, Germany

William D. Gropp
Argonne National Laboratory
Argonne, Illinois

Robert Harkness
University of California, San Diego
San Diego, California

Albert Hartono
Ohio State University
Columbus, Ohio

Thomas C. Henderson
University of Utah
Salt Lake City, Utah

Bruce A. Hendrickson
Sandia National Laboratories
Albuquerque, New Mexico

Alfons G. Hoekstra
University of Amsterdam
Amsterdam, The Netherlands

Philip W. Jones
Los Alamos National Laboratory
Los Alamos, New Mexico

Laxmikant Kalé
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Probabilistic Search and Optimization for
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Department of Computer Science, George Mason University
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1.1 Introduction

Protein modeling research is becoming increasingly important to complement research
in the wet laboratory in improving our understanding of proteins and determinants of their
biological function in the healthy and diseased cell. Furthering our knowledge of proteins is
central to molecular biology, as virtually all biological mechanisms in the living cell involve

1
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protein molecules. Proteins are central components of cellular organization and function.
Moreover, many diseases involve misbehaving proteins. Neurodegenerative diseases, such
as Alzheimer’s, prion’s, and Huntington’s, are increasingly starting to be viewed as pro-
teinopathies involving misfolded proteins unable to perform their normal biological activ-
ity [176, 122]. An even broader subset of human diseases, including cancer, are known as
protein conformational or misfolding diseases and have at their source a peptide or a protein
failing to adopt its native functional conformational state [189].

In comparison to other biological macromolecules, such as DNA and, to some extent,
RNA, where there is a strong direct relationship between chemical sequence and biologi-
cal function, proteins are complex molecules, where understanding function or misfunction
seems to necessitate structural characterization of the native state. Since biological function
in a protein molecule is the result of binding with small molecules or docking onto other
macromolecules, including proteins, it is not surprising that structure plays a central role
in protein function. A growing number of studies into human neurodegenerative disorders
have affirmed the key role of structure or loss of structure in abnormalities [176]. This strong
relationship justifies a mechanistic treatment of protein molecules, under which the native
three-dimensional (3d) structure or shape of a protein determines to a great extent protein
function [18]. Ever since experiments by Anfinsen demonstrated that a denatured protein
spontaneously self-assembles into its native biologically-active structure [7], this mechanis-
tic treatment has become the basis of a growing body of research into modeling structures
and structural deformations relevant for biological function in protein molecules [52, 17].
Figure 1.1(a) shows a representative structure of the biologically-active or native state of
a protein extracted through experimental techniques. The structure shown corresponds to
a particular spatial arrangement, or conformation, of the building blocks, also known as
amino acids, that connect in a series-like fashion to form the protein chain.

Exposition of the protein native state through a static structural model, as that shown for
ubiquitin in Figure 1.1(a), does not provide a full picture of the native state, and erroneously
implies that proteins are rigid molecules. In fact, experiment, theory, and computation are
increasingly showing that proteins exploit small-scale fluctuations or large-scale concerted
motions of their amino-acid chains to populate different spatial arrangements, known as
conformations, through which to tune or modulate biological function [63, 155, 143, 193, 36,
88, 124, 80, 17]. Indeed, what is often referred to as an experimentally-observed structure for
the biologically-active or native state of a protein is only an average representative model
satisfying macroscopic wet-laboratory measurements over a potentially large ensemble of
conformations dynamically populated by the protein at equilibrium.

Feynman spoke of the jiggling and wiggling of atoms well before experimental studies
showed that proteins are constantly fluctuating [61]. In proteins, fluctuations range from
small- to large-scale. Some motions take place on time scales of a picosecond or less and
involve displacements in atomic positions of about an angstrom [60, 90, 115]. A growing body
of research is showing that even these fast small-scale fluctuations are indeed exploited by
enzymes to carry out complex chemical processes with great efficacy. Indeed, the view that
even angstrom displacements are channeled into productive events is increasingly gaining
in popularity and leading to advances in enzymology [193].

Conformational changes of larger length scales are often employed by proteins behaving
as molecular machines [4, 204, 109, 13]. Some structural changes are observed by NMR and
FRET upon binding or docking. The induced fit hypothesis has been offered to explain
how the initial interaction between a protein and its binding partner induces a conforma-
tional change in the protein. The conformational selection model, put forth by Boehr and
Wright [18], is giving credence to the view that the unbound protein exists as an ensemble of
conformations in a dynamic equilibrium, and that being in proximity of the binding partner
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(a) Representative native structure of ubiquitin (b) Native ensemble from NMR

FIGURE 1.1: (a) An experimentally-obtained conformation that is representative of the
native state of the ubiquitin molecule is drawn from the ensemble obtained for this protein
through Nuclear Magnetic Resonance (NMR) and deposited under id 1D3Z in the Protein
Data Bank (PDB) [15]. Rendering is performed with the Visual Molecular Dynamics (VMD)
software [81]. The NewCartoon rendering is employed to highlight the secondary structure
units (α-helices are in dark gray, β-sheets are in light gray, and coils and turns are in white.)
(b) The conformations in the NMR ensemble are superimposed over one another.

causes an equilibrium shift in favor of some conformation associated with a higher-energy
weakly-populated state prior to binding.

The emerging picture of proteins as inherently dynamic systems switching between dif-
ferent structural states necessitates a comprehensive and detailed treatment. This is now
possible due to the free-energy landscape view [63, 130, 51, 131], which is a statistical
treatment that allows organizing the multitude of protein conformations by free energies
into free-energy states. According to this view, the protein energy landscape is funnel-like,
with the native state located at the basin of the landscape. Though steep, the landscape is
not smooth but rather rugged due to structural frustrations [130]. This modern statistical
mechanics treatment is responsible for much of the advances in our understanding of pro-
teins and the process of protein folding. For instance, this statistical view, now supported
in experiment, has elucidated that a protein does not fold by following one unique series
of conformations. Instead, the process is stochastic, and many conformations are available
and populated by different replicas of a protein molecule in any given time as these replicas
tumble down the energy landscape [131]. The conformational freedom is reduced as proteins
approach the lowest free-energy state at equilibrium. While in many proteins this state is
unique, and the energy landscape has thus a well-defined deepest basin, in others the land-
scape can have multiple competing basins corresponding to different functionally-relevant
states [124].

Modeling functionally-relevant structures and structure deformations are important
problems driving protein modeling research. The de novo structure prediction problem is
perhaps the most popular one, where the goal is to compute a structure that is representa-
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(a) Single-basin landscape (b) Multi-basin landscape

FIGURE 1.2: (a) In many proteins with a unique native state, the underlying energy land-
scape has one well-defined basin. A conformational ensemble obtained through experiment,
for instance, NMR, can be considered to be a subset of the entire equilibrium ensemble of
conformations populating the native basin. This is illustrated here for the ubiquitin NMR
ensemble. The depicted energy landscape is an illustration and is adapted from [51]. (b). An
illustration of an energy landscape with multiple competing basins is shown here, adapted
from [51]. In such cases, one structure is not representative of the diversity of states relevant
for function. Three different structures are shown here, depicting the calmodulin protein
in three different functional states (calcium-bound – PDB id 1cll, apo – PDB id 1cfd, and
peptide-bound/collapsed – PDB id 2f3y). A detailed characterization of proteins, such as
calmodulin, necessitates computing all the different structures relevant for function and
the conformational ensembles they represent. In addition, a detailed treatment may require
modeling the transition trajectories allowing the protein to switch between its different
states. Three such trajectories are shown here for illustration.

tive of the protein native state given the amino-acid sequence of a protein with no known
sequence homologs. This problem is founded upon Anfinsen’s findings that the amino-acid
sequence determines to a great extent the native state of a protein [7]. The structural char-
acterization sought in de novo structure prediction has to be extended to reveal not just one
structure but the entire equilibrium conformational ensemble of a dynamic protein, even if
this ensemble is structurally homogeneous. This is illustrated in Figure 1.2(a). This quest
can be generalized to elucidating not just one ensemble corresponding to one basin but dif-
ferent ensembles of potentially competing basins in order to provide a comprehensive picture
of possibly different structural states relevant for function. On such proteins, with multiple
stable structural states, a detailed treatment of protein dynamics necessitates additionally
modeling the conformational trajectories that allow transitioning between states, as illus-
trated in Figure 1.2(b). Taken together, these problems aim to obtain a detailed structural
characterization of proteins. For instance, whereas an ensemble (rather than a static struc-
ture) corresponding to a unique native state reveals small-scale equilibrium fluctuations,
an ensemble view of the different structural states in a protein with multiple basins and
the transition trajectories among the basins elucidates the large-scale motions connecting
the different states. In addition to improving our understanding of proteins and advancing
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protein biophysics, such a detailed treatment opens up new venues for discovering unknown
molecular partners of a protein, currently obtained only by high-throughout proteomics
techniques, and even discovering or designing novel effective drug compounds [193, 18, 17].

Obtaining a detailed structural characterization of proteins in experiment has proven
challenging. While NMR spectroscopy elucidates picosecond-millisecond timescale dynam-
ics through relaxation phenomena, a detailed characterization of the equilibrium confor-
mational ensemble remains illusive[92]. No experimental technique can currently provide a
detailed structural characterization of all states possibly relevant for function, as the pro-
tein’s dwell time in any particular state may be too long an experimental technique. Even
resolving just a structural representative of the native state can be laborious and time-
demanding, which is the reason why we have native structures for a very small percentage
of the protein sequences decoded from organismal genomes [104].

Capturing transitions is also no easy task in the wet laboratory. For most proteins
with diverse well-populated structural states, either no structural information exists on the
intermediate conformations in a transition trajectory, or this information is rather limited. O
Probing the transition at the sub-nanometer scale, as required to elucidate structures along
the transition, is in principle possible with spectroscopic techniques, such as FRET or NMR.
However, doing so in practice is difficult, as the actual time spent during a transition event
can be short compared to dwell time in a stable or meta-stable state. While experimental
techniques may obtain key well-populated intermediate structures along some transition [4],
they are unable to provide great detail and do so in a general setting. For these reasons,
computation can play a key role in providing a detailed characterization of structures and
structure deformations relevant for function in proteins.

Obtaining such a characterization necessitates mapping the relevant regions of the pro-
tein energy landscape underlying the conformational space. In computation, only a discrete
representation of the energy landscape can be obtained, and this review aims to high-
light key probabilistic and search frameworks capable of obtaining such representations
effectively and efficiently. While frameworks based on the classic Molecular Dynamics and
Monte Carlo approaches are briefly reviewed here, the focus of this review is mainly on
two complementary sampling-based treatments of proteins originating from the fields of
algorithmic robotics and evolutionary computation.

The rest of this review is organized as follows. We first provide a brief premier into
protein geometry and energy for the purpose of modeling in sections 1.2 and 1.3, respec-
tively. The overview of probabilistic search and optimization techniques is organized in three
sections, summarizing first techniques based on Molecular Dynamics and Monte Carlo in
section 1.4.1, then discussing in greater detail techniques inspired and adapted from motion
planning in robotics in section 1.4.2, followed by techniques based on evolutionary search
frameworks 1.4.3. The review concludes with a summary of challenges and future directions
for protein modeling research.

1.2 Geometry and Protein Conformational Space

The building blocks of a protein are known as amino acids. Each amino acid contains
an alpha carbon (Cα) atom connected to a hydrogen atom, an amino group, a carboxylic
group, and a group of atoms known as a side chain. All amino acids share the N , Cα, C, and
O heavy atoms also known as backbone atoms. A thread can be run through these atoms
to obtain the backbone chain, traced in grey in Figure 1.3(a) on an NMR conformation of
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ubiquitin. The atoms drawn in transparent for each amino acid are the side chains. Side-
chain atoms and the connectivity among them confer to amino acids their unique physico-
chemical properties and result in 20 naturally-occurring amino acids. The connectivity in
the backbone chain is due to the peptide bond, which connects the amino nitrogen of one
amino acid with the carboxylic carbon of another to form a dipeptide. Repeated applications
of the peptide bond link amino acids in a protein in a chain. Figure 1.3(b) zooms in on a few
amino acids of the ubiquitin chain to show their geometry in greater detail. Amino acids,
labeled in three-letter codes, are numbered from the N- to the C-terminus, which refer to
the amino and carboxyl groups not involved in peptide bonds.

As mentioned above, the spatial arrangement of atoms in a protein chain is referred to
as a conformation. There are different representations of a protein chain, which result in
different degrees of detail in computed conformations and different computational demands.
The cartesian representation is the straightforward one, where a conformation C comprised
of N atoms is represented internally as a vector 〈A1x, A1y, A1z,. . . , ANx, ANy, ANz〉, where
Aix, Aiy, Aiz are cartesian coordinates of atom Ai. The atom coordinates maintained to
represent C are often referred to as parameters or degrees of freedom (dofs). The cartesian
representation is necessary for energy calculations, as most available functions that estimate
the energy of a conformation do so by summing up favorable and unfavorable interatomic
interactions over cartesian coordinates of the atoms in a chain.

The cartesian coordinate representation is both computationally demanding and redun-
dant. First, given N atoms in a protein chain, this representation results in a 3N-dimensional
conformational space. Considering that N > 100 even in small proteins, the dimensionality
of the space is infeasible for search algorithms. While this representation is still the preferred
one by search algorithms that make heavy use of energetic calculations, such as those based
on Molecular Dynamics, many studies limit the dimensionality of the space by explicitly
modeling only certain atoms. Several representations now exist that range from all-atom
ones, where all atoms are explicitly modeled, to coarse-grained ones, where only one or a few
representative atoms are modeled per amino acid in a chain [35]. In tandem to this strategy
of reducing the dimensionality of the search space, other ones separate the representation
that is necessary for energetic calculations from the one that employed internally to carry
out chain deformations and obtain conformations in an efficient manner. The latter include
representations based on internal coordinates or dihedral angles. We review these below.

1.2.1 Chain Representations for Conformational Sampling

1.2.1.1 Internal Coordinate Representation

Cartesian representations, while necessary for energetic calculations, are redundant and
unnecessary for iterating through different conformations of a protein chain. An internal
representation of a protein chain is more effective, as it reduces the number of dofs and so
the dimensionality of the conformational space by maintaining only bond lengths, bond an-
gles (the angle between two consecutive bonds), and dihedral angles (the angle that can be
defined on the second bond of a series of three consecutive bonds). The internal representa-
tion is illustrated in Figure 1.3(d). Dihedral angles are illustrated on the longest amino acid
known, arginine, in Figure 1.3(c) and defined in Figure 1.3(e). The internal representation
allows recovering cartesian coordinates of the atoms that are explicitly modeled through
forward kinematics. Once a new conformation is obtained by a method sampling differ-
ent values for the internal coordinates, transformation matrices defined over the internal
coordinates are propagated down the chain to update atom positions and obtain the new
cartesian coordinates for the computed conformation [43, 205].
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(a) Backbone and side chains

(b) Local geometry and kinematics

(c) Amino acid with dihedral angles

(d) Internal coordinates

(e) Dihedral angle

FIGURE 1.3: (a) An NMR conformation that is representative of the native state of the
ubiquitin molecule (PDB id 1D3Z) is rendered here with VMD [81]. The backbone chain
is drawn as a tube in opaque, with secondary structure units drawn in different colors (α-
helices in dark gray, β-sheets in light gray, and coils and turns in white), and side-chain
atoms drawn in transparent. (b) A fragment of the conformation in (a) from amino-acid
position 47 to 52 in the chain (circled in black in (a)) is drawn in greater structural detail.
Bakbone atoms are drawn in dark gray and annotated. Side chains are drawn in white and
circled (glycine has no side chain). Boundaries between amino acids are drawn along the
peptide bonds connecting them. (c) The longest amino acid, arginine, is drawn in similar
style, with atoms and dihedral angles annotated. (d) Internal coordinates are shown on four
backbone heavy atoms of arginine. (e) The dihedral angle on some bond i is defined as the
angle between the plane defined by consecutive bonds i−1 and i in the chain and the plane
defined by bonds i and i+ 1 in the chain.
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1.2.1.2 Dihedral Angle Representation

The predominant internal representation employed to interface with a backbone-based
representation for energy calculations is based on internal coordinates but further simplifies
the conformational space. The simplification is based on statistical analysis of protein struc-
tures deposited in structure databases, which reveals that bond lengths and bond angles are
constrained to characteristic values at equilibrium [58]. This observation, a consequence of
energetic constraints on native conformations, is exploited to idealize the protein geometry
employed in modeling and remove bond lengths and bond angles from the list of dofs. The
resulting representation contains only dihedral angles as dofs. This is computationally ap-
pealing, as the number of dihedral angles is on average 3N/7 for a chain of N atoms [2]. The
representation ignores improbable but not impossible deviations of bond lengths and bond
angles from equilibrium characteristic values. These deviations are strongly disfavored due
to energetic constraints in native conformations, and so idealizing geometry is warranted
when modeling a representative structure or an ensemble of native conformations. In other
settings, idealizing geometry can still be appealing, as bond length and bond angle fluctua-
tions are typically very fast fluctuations. The bulk of the time spent in computation is often
devoted to obtaining the large-scale fluctuations first. Once representative conformations
are obtained, these deviations can be introduced only on a subset of select conformations.

Idealizing protein geometry has allowed identifying mechanistic analogies between
protein chains and robot kinematic chains with revolute joints. As a joint rotation
changes the positions of following links, so does rotation about a bond change the
positions of following atoms in a chain [43]. These analogies have been exploited by
robotics researchers to apply algorithms that plan robot motions to characterize pro-
teins [112, 171, 9, 6, 8, 175, 40, 103, 93, 66, 28, 94]. Adaptations of such methods to deal with
the high-dimensional protein conformational space have been critical. Unlike typical articu-
lated mechanisms, protein chains have a high number of dofs (e.g., a short backbone chain
of 15 amino acids has 30 dofs). The adaptations have resulted in powerful robotics-inspired
methods, some of which are summarized here in this review.

1.2.2 Resolution of Chain Deformations

Protein chains are more than kinematic chains. The backbone dihedral angles in con-
formations that the protein chain assumes to carry out a biological function, also known as
native conformations, do not populate the entire [−π, π) but are limited to specific regions
in amino-acid dependent (Ramachandran) φ, ψ maps [144]. These regions are associated
with local secondary structures in native conformations, such as α-helices, β-sheets, and
coils. Additionally, a limited set of rotamer configurations are observed for side chains in
native conformations [55]. Protein modeling methods that sample values for the dihedral
angles in the internal representation from the entire [−π, π) space waste a lot of computa-
tional time sampling unpopulated regions of the conformational space. Limiting sampling to
Ramachandran angles may be less trivial but allows focusing sampling to relevant regions.

1.2.2.1 Molecular Fragment Replacement

While focusing sampling of values for backbone dihedral angles to Ramachandran maps
reduces the size of the conformational space, it does not lower its dimensionality. A recent
technique, known as molecular fragment replacement, bundles backbone dihedral angles
of consecutive amino acids together and samples configurations for these angles simulta-
neously. The molecular fragment replacement technique is central to de novo structure
prediction [21, 151, 22, 50, 167, 127, 128, 170, 72, 169], and has even been used recently to
model both conformational ensembles of functionally-diverse states and motions connecting
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such states in small- to medium-size proteins [166, 117]. The basic idea is that a subset of
non-redundant known native structures of proteins are obtained from the PDB, and con-
figurations (backbone dihedral angles) that can be defined for k consecutive amino acids
(fragments) are excised from these structures and stored in a library. The fragment config-
uration library is employed to obtain different conformations of a protein chain. A position
in the chain can be specified, and the backbone angles of all following k amino acids can be
set to those in a configuration sampled from the library for that sequence of amino acids
or a highly homologous one. We refer the reader to Ref. [151] for a detailed description of
how fragment configuration libraries are constructed.

One of the main benefits of employing the molecular fragment replacement technique
is that it essentially discretizes the conformational space. The technique allows efficiently
obtaining protein conformations with credible secondary structures that have favorable
short-range interactions, and so allows focusing efforts of a computational technique on
finding conformations with favorable long-range interactions. Fragment length is the subject
of much ongoing research [72]. As the following summary of methods for modeling structures
and structure deformations details, employment of the molecular fragment replacement
technique is limited to computational frameworks that build on Monte Carlo rather than
Molecular Dynamics. Replacing the configuration of a selected fragment in the protein chain
with another one sampled from the fragment configuration library constitutes a natural
move in a Monte Carlo framework. Consecutive moves give rise to a series of conformations,
resulting in a trajectory. The move can be accepted or not according to the Metropolis
criterion in order to ensure that the trajectory converges to a low-energy minimum in the
potential energy surface while being able to cross over certain energy barriers (the effective
temperature in the Metropolis criterion determines the barrier height that can be crossed
by a trajectory.) Figure 1.4 provides a schematic to illustrates the process.

FIGURE 1.4: Fragment configurations are proposed to replace the current one at a selected
fragment in a conformation. The move is accepted according to the Metropolis criterion.
Repeated applications results in a Metropolis Monte Carlo trajectory, where conformations
are obtained with the molecular fragment replacement technique.

1.3 Energy and Protein Energy Surface

Choosing a representation for a protein chain in a problem of interest is an important
decision in a computational method, as the representation affects both feasibility and accu-
racy. The all-atom representation has highest structural detail but at heavy computational
cost. Coarse-grained representations that sacrifice some structural detail provide a viable
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alternative. A coarse-grained representation changes both the conformational space and the
effective energy surface underlying the conformational space, introducing deformations and
inaccuracies. The latter, however, are not limited to coarse-grained representations. While
all-atom represetations are considered more accurate, all current energy functions are semi-
empirical and are imperfect probes of the true unknown protein energy surface [35].

1.3.1 Chain Representations for Energy Calculations

1.3.1.1 Lattice-based Representations

Some of the first coarse-grained representations were lattice-based ones that explicitly
modeled a representative (often Cα) atom of each amino acid in a protein chain and re-
stricted modeled atoms to lie on a lattice [180]. Lattice modeling pushed the computational
capability of early protein modeling [203]. In addition to fast integer-math evaluations of
conformational energies on a lattice, lattice representations made it feasible for exhaustive
searches to explicitly enumerate conformations [75, 95, 82]. The representation also exposed
that finding the lowest-energy conformation on a 3D cubic lattice is NP-hard [188]. How-
ever, lattice representations sacrifice much structural detail, reproducing the backbone with
accuracy no greater than half the lattice spacing [147] and even biasing towards specific
secondary structures [134]. Research on improving accuracy and getting the full computa-
tional benefits of searching in a discretized conformational space remains active, however.
Lattice representations are still being employed to tackle very large protein systems where
greater structural detail remains beyond current computational resources [53].

1.3.1.2 Off-lattice Coarse-grained Representations

Coarse-grained representations that capture realistic structures for small- to medium-
size proteins are predominantly off-lattice [35]. Rather than discretize the conformational
space, these representations simplify and lower the dimensionality of this space by directly
controlling the number of atoms that are explicitly modeled in the course of the simula-
tion. Energy functions are designed to interface with these representations and associate
potential energies with computed conformations [133, 114, 76, 37, 69]. In the protein fold-
ing community, various coarse-grained representations exist that build on the original Go
representations modeling only Cα atoms. Go-like representations include enough informa-
tion about the known native structure in order to bias and speed folding in simulation.
They are known as native-centric due to accounting mainly for interactions in the native
state and self-exclusion of the protein chain. Native contacts are awarded, but non-native
ones are not penalized. These representations have advanced our understanding of protein
folding, and a thorough review of them is presented in Ref. [35]. However, it has been shown
that non-native interactions in the unfolded state can be significant, and that the unfolded
state is not devoid of structure [158]. For this reason, many representations go beyond the
native-centric view to address how the sequence of amino acids encodes not only the native
structure but also the folding trajectories [20, 152, 76].

Backbone-based representations that go beyond the native-centric view are currently
popular in de novo structure prediction [151, 21, 141, 74, 142, 160, 167, 126, 127, 128,
153, 117]. In these representations, side chains are largely sacrificed, as side-chain packing
techniques are relied upon to add all-atom detail when necessary in the structure prediction
protocol [201, 98]. While all current representations model the heavy backbone atoms,
they mainly differ in which atom is maintained to represent the position of a side chain
in space. Typically, either the Cβ or a pseudo-atom centered at the side-chain’s centroid
are maintained [133, 37, 151]. These backbone-based representations have also been used
to model equilibrium ensembles and small- and large-scale motions for small- to medium-
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size proteins [161, 162, 164, 166, 117]. In some cases, multiscaling is used, where coarse-
grained and all-atom representations are used in tandem to balance between computational
efficiency and structural detail [100, 110, 33, 165, 166, 22].

1.3.1.3 Energy Functions for Estimation of Potential Energies

It is worth noting that measuring the potential energy of a conformation is non-trivial.
All current energy functions, even state-of-the-art ones, are approximations that allow prob-
ing not the true protein energy surface but an effective energy surface. For instance, all-atom
energy functions that essentially sum interatomic interactions into a potential energy value
sacrifice electronic dofs. The functional formula of most physics-based energy functions is
limited to pairwise interactions. While energy functions that calculate multi-body interac-
tions do exist and often outperform pairwise-based functions in reproducing experimental
kinetic data [57], the computational cost of doing so remains high.

Coarse-grained energy functions that accompany the coarse-grained representations
summarized above sacrifice many dofs and introduce further approximations. Coarse-
grained energy functions designed for folding to a given native structure are more than
just computationally feasible alternatives to all-atom energy functions. In fact, such func-
tions (see [35] for a detailed review on them) provide a smoother energy surface compared
to all-atom energy ones. They reduce structural frustration, which refers to the known phe-
nomenon in proteins that changes in a conformation may lower the value of an energy term
but raise that of another, resulting in energy barriers between two conformations corre-
sponding to local minima in the potential energy surface. Coarse-grained energy functions
designed for folding additionally incorporate some configurational entropy by integrating
out some dofs. Such functions have been employed to elucidate the folding mechanism of
given proteins and shown effective in providing important insight into the minimal set of
dofs that are most relevant to folding [35].

In contrast, coarse-grained energy functions that do not incorporate knowledge of the
native structure but are used as computationally-expedient alternatives to all-atom en-
ergy ones for structural characterization of unknown states, are shown to contain many
inaccuracies or insitivities [85, 62, 200, 174]. A lot of work, particularly on the de-novo
structure prediction problem (and its simpler variant, loop modeling) has shown that even
currently considered state-of-the-art and popular energy functions, such as Rosetta, of-
ten result in flat potential energy surfaces with deep minima corresponding to non-native
states [19, 169, 46, 118, 153]. In other words, such energy functions may guide a search
method towards low-energy conformations, but they do not have the discriminatory power
to separate the native state from other ones. This is one of the main reasons why ex-
tensions to characterization of multiple states, which necessitate broader sampling and
estimation of free energies, remain challenging and either use additional information other
than energy to guide the search (for example, experimental data on features of the na-
tive state), and/or combine multiple representations and energy functions in a multiscaling
approach [166, 16, 165, 149, 106, 194, 135, 70].

1.3.2 Free Energy Landscape

Current energy functions sum over favorable and unfavorable atomic interactions (and
possibly with surrounding solvent) to associate a potential energy value with a conformation.
Organizing all possible conformations of a protein chain by their potential energies yields a
multi-dimensional energy surface that is funnel-like (when the energy function preserves this
characteristic of the true protein energy surface) [63, 130, 51, 131]. The vertical axis of this



12 Probabilistic Search and Optimization for Protein Energy Landscapes

surface is over potential energies (or “internal free energies”) of conformations. The lateral
axes represent the many underlying dimensions discriminating between conformations.

Horizontal cross-sections of the energy surface give rise to the definition of energetic
states, which are ensembles of conformations with the same potential energy (or within some
dE value). The width of the surface is also referred to as entropy, which is a measure of the
degree to which a protein chain can assume different conformations while maintaing the same
potential energy. An entropy value can be associated with each energetic state to measure
the degree of redundancy in the conformational ensemble corresponding to the state. Stable
states compromise between low potential energy and high entropy, a quantity captured by
the notion of free energy in F = 〈E〉 - TS (F is free energy, 〈E〉 is average potential energy over
conformational ensemble corresponding to the state, T is temperature, and S is entropy of
state). Due to evolutionary bias, the native state in naturally-occurring proteins has lowest
free energy [7]. The free energy landscape formulation is a way to statistically describe the
potential energy surface of a protein through the use of statistical mechanics, which allows
organizing the multitude of conformational states in terms of a minimal number of collective
parameters [35]. The energy landscape view has unified folding theory and experiments to
show that folding occurs over collective parameters also known as reaction coordinates. We
refer the reader to Ref. [131] for a detailed review on protein energy landscapes.

Proper identification of stable and semi-stable states requires estimation and comparison
of free energies. This would necessitate free-energy sampling in order to obtain conforma-
tional ensembles and associate with them free energy values. Comparison of such values
would then highlight which ensembles correspond to stable states and thus have higher
population probabilities. Most methods forego free-energy sampling and rather prefer to
be guided by potential energy. The main reason is that free-energy sampling necessitates
a dense sampling of the conformational space for reliable estimation of entropies, which is
computationally demanding. Therefore, many methods forego entropy considerations and
instead aim to capture the steepness of the energy surface rather than its width. While this
approach allows to address some problems, such as de-novo structure prediction, other ones
that aim to provide a detailed characterization of possibly multiple functional states and
transitions between them cannot forego estimation and comparison of free energies.

1.4 Probabilistic Search and Optimization

The above exposition of the complexity of the protein conformational space and its
underlying potential energy surface advocates powerful algorithms to obtain a detailed
structural characterization of possibly multiple functionally-relevant states in proteins and
transitions between these states. Given the high-dimensionality of the protein conforma-
tional space, only probabilistic approaches are capable of searching this space in a feasible
manner while retaining some structural detail beyond what lattice representations can offer.
Since the protein conformational space is continuous (the backbone undergoes continuous
deformations while side chains hop among a limited number of configurations), most ap-
proaches are sampling-based. The following review focuses on such probabilistic search and
optimization approaches that attain a discrete representation of the protein conformational
space and its underlying potential energy surface one conformation at a time.

The main problems of interest in this review, the characterization of functionally-relevant
structures and structure deformations, necessitate that probabilistic approaches obtain a
broad view of the potential energy surface (a complete one is not possible when dealing
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with a continuous search space) in terms of conformational ensembles. Rigorous analysis
over these ensembles, representing sampled regions of the potential energy surface, would
then be needed to group sampled conformations into states and estimate free energies of
the elucidated states. The end result of this process, sampling followed by analysis, would
effectively provide a map of the free energy landscape and so elucidate stable states based
on comparison of estimated free energies. While this is a holistic approach, obtaining an
accurate and detailed free energy map places great demands on computational resources.
Rigorous estimation of free energies requires dense sampling of the conformational space. For
this reason, this review focuses on methods that make smart use of limited computational
resources and exhibit enhanced sampling capability.

It is important to note that even this holistic approach is not guaranteed to provide an
accurate treatment. The approach relies on a thermodynamic rather than a kinetic treat-
ment of proteins [10]. A thermodynamic treatment promises to reveal which states are
available to a system from an energetic point of view, based on free energies. A kinetic
treatment additionally promises to reveal which states are actually accessible within physi-
ological timescales. While approaches based on Molecular Dynamics follow the kinetics of a
system, most methods with high sampling capability employ a thermodynamic rather than
a kinetic treatment in the interest of computational efficiency.

While this review briefly summarizes methods based on Molecular Dynamics, its main
focus is on sampling-based methods with high sampling capability that aim to obtain a
broad discrete representation of the relevant conformational space and underlying potential
energy surface. The first group of such methods come from the robotics community, which
specializes in sampling-based methods for high-dimensional robot configuration spaces. In
methods originating or inspired from work in this community, the obtained discrete repre-
sentations of the energy surface are often added connectivity information in order to provide
geometry-driven treatments of folding and other transition trajectories in addition to elu-
cidating stable structural states of a protein. The second group of sampling-based methods
fall under the umbrella of probabilistic optimization and come from the evolutionary com-
putation community. The focus here is on elucidating structural states through efficient
optimization strategies for non-linear multimodal energy surfaces inspired from the theory
of evolution. We note that, given the current maturity in both communities, it is not pos-
sible to provide an exhaustive review of such methods. However, we review here the main
ingredients of the different treatments originating in these two different communities and
then provide greater detail and representative results on selected recent methods.

1.4.1 Molecular Dynamics and Metropolis Monte Carlo

Methods based on Molecular Dynamics (MD) naturally incorporate the kinetics of a
molecular system. An MD trajectory initiated at some protein conformation (unfolded, for
instance, in applications that attempt to obtain folding trajectories, or folded in applications
that attempt to elucidate unfolding under non-native conditions) systematically searches the
conformational space one conformation at a time by numerically solving Newton’s equations
of motion. The underlying equations of motions of the protein system are integrated in order
to obtain a conformation Ct+δt at time t+δt from a current conformation Ct at time t in the
trajectory. A conformation is modeled as a body of N particles, where N denotes the number
of atoms that are explicitly modeled, and all particles move in time, essentially following
the slope of the potential energy surface. While velocity is initialized at some random value,
accelerations are computed from the gradient of the potential energy surface, and updates
of velocities and accelerations for each particle result in a new conformation Ct+δt. The
solution accuracy dictates a small timestep δt in the order of 1-2 femtoseconds between two
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consecutive conformations in the trajectory, so that the gradient can be updated frequently
in order to closely follow the curvature of the potential energy surface.

By following the equations of motions of a system, MD results in computationally-
demanding simulations [192]. The small timestep limits the amount of progress that can be
made in the conformational space in a short amount of time. It is hard for MD trajectories
to reach the length and time scales needed to follow transitions between unfolded and folded
states, or vice-versa, or between other stable states. Moreover, gradient calculations are more
easily conducted in cartesian space, which results in a vast search space. Modifications to
conduct MD search over the space of dihedral angles have been proposed [177, 148, 26].
In essence, an MD trajectory realizes local search, and it is bound to converge to a local
minimum in the energy surface.

It is now well-accepted that MD has limited sampling capability, and that Monte Carlo
(MC) exhibits higher sampling capability. Briefly, in an MC setting, conformations in the
trajectory are not obtained by following the energy surface but are the result of moves
or deformations. These moves can be perturbations of cartesian coordinates or dihedral
angles. The moves do not have to be physically-realistic as long as they are coupled with
the Metropolis criterion e−∆E/T . ∆E is difference in energy between the conformation
resulting from the move, and T (effective temperature) is in essence a scaling parameter
that determines whether an increase in energy after a move can be accepted or not. The
result is an MC trajectory that still converges to a local minimum but has the ability to
cross over energetic barriers whose height is controlled through the T parameter. The MC
framework has higher sampling capability than the MD one, as larger jumps can be made
in conformational space through the use of moves. However, because these moves do not
have to encode realistic motions in protein chains, kinetics information is lost.

There are many ways to enhance sampling capability in the basic MD or MC framework.
For instance, when folding with MD, premature convergence to local minima can be avoided
by removing local minima. The native-centric Go-like representations smooth the energy
surface and allow an MD simulation to rapidly converge to the native basin [35]. Other
modifications that do not use Go-like representations modify the energy function by adding
to it a bias towards a particular target structure, a penalty term for conformations that
do not agree with experimental macroscopic data describing the target state, or a penalty
term to states from which the simulation needs to escape in order to reach other regions in
conformational space [1, 132, 79, 16, 27, 106, 71, 204]. Other ways to boost the applicabiity
of MD is through specific hardware architectures (such as, IBM BLUE Gene and Anton)
or high-performance computing [87, 136, 159, 168].

Other strategies to enhance sampling capability in MD and/or MC towards longer
length and time scales include umbrella sampling, simulated annealing, replica exchange,
local flattening of the energy surface, activation relaxation, conformational flooding, and
more [185, 111, 56, 206, 156, 123, 166]. Efficiency concerns, particulary in MC frameworks,
are also addressed through coarse graining and techniques based on normal mode analysis
and elastic network modeling [204, 93, 157, 207, 89, 182, 94]. In studies applied to character-
ization of transition trajectories, some methods focus on deforming a trivial conformational
path (obtained, for instance, through morphing) to improve its energy profile. Examples
include the nudged elastic band, morphing, zero-temperature string, and finite-temperature
string methods [34, 198, 113, 197, 146, 199].

1.4.2 Robot Motion Planning-based Search Frameworks

Many methods to obtain discrete representations of energy landscapes and possibly
additional connectivity of captured states in the extracted representation are adaptations
of sampling-based algorithms originally developed in the robotics community to address
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the robot motion planning problem. The robot motion planning problem is to find the
motions that take a robot from a start configuration to a goal configuration while avoiding
collisions with obstacles [32]. Direct similarities can be drawn between this problem and
that of finding conformational pathways between states of interest in protein chains.

What makes algorithms developed to address the robot motion planning problem of gen-
eral interest for protein modeling is their two-fold goal of obtaining a discrete representation
of the robot configuration space free of obstacles (in terms of sampled free configurations)
and mapping out connectivity in the free configuration space through graph-based search
structures. Indeed, mechanistic analogies between robot kinematic chains and protein chains
have long been recognized by robotics researchers and exploited to to characterize structures
and structure deformations of protein chains [112, 171, 9, 6, 8, 175, 40, 93, 28, 94]. Largely,
the internal representation of a protein chain has been limited to backbone dihedral angles.
The majority of methods have focused on modeling folding and other important transi-
tions [6, 93, 175, 28, 94, 73, 117, 5], binding of small ligands to proteins [171], and modeling of
conformational ensembles of constrained loop segments in protein chains [190, 161, 162, 41].
Some methods have been applied to address decoy sampling for the de novo structure pre-
diction problem [167, 126, 129, 118] and even map the entire energy landscape and pathways
connecting stable states in short peptides [86, 139].

The introduction of the Probabilistic RoadMap (PRM) framework [91] shifted the focus
from complete motion-planning algorithms to (probabilistically complete) sampling-based
ones. The PRM method enabled the efficient exploration of constrained high-dimensional
search spaces. In PRM, a computed connectivity graph (the roadmap) encodes feasible
paths in configuration space. A pre-specified number of configurations are first sampled at
random. Cartesian coordinates (placements of the configurations in the workspace) are
obtained through forward kinematics, and those configurations that result in collisions
with obstacles are removed. Remaining configurations constitute vertices of the roadmap. k
nearest-neighbors then are computed for each configuration in the roadmap. A local planner
generates intermediate configurations between two neighboring ones to determine whether
a local path is in collision or not. Collision-free paths are retained as edges in the roadmap.

While PRM encodes a large global search structure in its roadmap and can answer
multiple queries regarding paths between different start and goal configurations, tree-based
methods in robotics focus on obtaining one path from a given start to a given goal config-
uration. The idea is to grow a tree in the free configuration space, where edges are feasible
local paths produced by local planners. The tree is rooted at the start configuration. De-
pending on whether the tree is pulled towards configurations sampled at random over the
configuration space or pushed from leaves towards new regions of the configuration space,
the method is known as Rapidly Random Exploring Tree (RRT) [102], or Expansive Spaces
Tree (EST) [78], accordingly. In both, the tree grows in iterations.

In RRT, at each iteration, the tree is expanded or pulled towards a randomly-sampled
configuration qrand. The qnear nearest vertex in the tree to qrand is then determined. The
actual configuration added to the tree, qnew, is the feasible configuration in the local path
connecting qnear and qrand. In most studies, the local path is the result of a local planner
linearly interpolating over underlying dofs to generate intermediate configurations. In some
studies, all intermediate feasible configurations are added to the tree. Growth of the tree
stops when the goal configuration can be connected through a local path to any of the
configurations in the tree, or when a maximum number of iterations is reached. RRT nat-
urally exhibits enhanced sampling capability, as its exploration is biased towards vertices
with higher Voronoi regions (a region of the search space that is closer to the vertex than
to other vertices in the tree). Effectively, the tree is pulled towards unexplored areas.

In EST, at each iteration the tree is pushed from some selected configuration in the
tree. A vertex is selected with probability inversely proportional to the density of a small
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neighborhood around it in order to bias the tree growth from unexplored or insufficiently-
explored regions of the configuration space. Due to largely higher ease of implementation,
more adaptations of PRM and RRT methods are proposed for proteins. However, as the
following exposition of EST-based methods shows, the ability to push from a configuration
in the configuration space towards another one allows using “good” moves for proteins
rather than interpolating over dofs to add local paths to the tree. Other methods that build
over the RRT framework include SBL [154], PDST [101], DSLX [137], SyCLop [138], and
others. Enhancements largely consist of employing subdivisions and projections of the robot
configurational space or workspace to balance exploration between coverage and progress
toward the goal configuration [154, 137, 202, 101, 99, 150, 138, 191].

In the following, we focus on specific adaptations of the PRM, RRT, EST, and PDST
algorithms for characterization of structures and structure deformations in protein.

1.4.2.1 Probabilistic Roadmap Method

Adaptations of PRM to encode the connectivity of the protein conformational space
have to provide effective implementations for sampling of configurations and connections
between them. For proteins, there is an underlying energy surface encoding energetic con-
straints much more complex than collision-avoidance. Therefore, the acceptance criterion
so a conformation is deemed feasible needs to either rely on an energy threshold or be
probabilistic. Nearest-neighbor calculations need specification of a distance metric between
conformations. As for other systems of many dofs, it is difficult to obtain descriptive met-
rics. Most applications of PRMs for proteins employ least Root-Mean-Squared-Deviation
(lRMSD), which is a modification of Euclidean distance after differences due to rigid-body
motions have been removed through optimal superimposition of the protein conformations
under comparison. Finally, it is not clear what the implementation of the local path should
be. If two conformations q1 and q2 are nearby in conformational space (i.e., their lRMSD
is small), the local path should encode diffusion of the protein. Since dynamics is difficult
to simulate to obtain an actual local trajectory (and it is not entirely obvious how to use
protein dynamics to steer the protein from q1 to q2), simple linear interpolation over the
dofs (dihedral angles) is used to generate intermediate conformations. A path is deemed “in
collision” if any conformation in it is deemed infeasible.

One of the earliest adaptations of the PRM framework was to model the binding of a
flexible small ligand to a rigid protein receptor [171]. In the resulting algorithm, a local
world frame, L, is centered at the ligand and moved rigidly in space relative to a a fixed
world frame, R, centered at the rigid receptor. This encodes 6 dimensions for the ensuing
SE(3) space of rigid-body motions of the ligand relative to the receptor. A small number
p of additional dofs models the internal flexibility of the ligand. Ligand configurations are
sampled uniformly at random over the resulting 6 + p-dimensional space but L is bound to
remain within some predefined distance of the center of R. Two energy thresholds, Emin and
Emax are employed to determine whether to retain a sampled configuration q as a vertex of
the roadmap (the energy function sums over van der Waals and electrostatic interactions).
If a configuration’s potential energy E(q) ≥ Emax, the configuration is discarded. If E(q) <
Emin, the configuration is retained, and Emin is updated to E(q). Else, a ligand configuration
is retained with probability (Emax − E(q))/(Emax − Emin). The regular updates to Emin

bias sampling of configuration to low-energy regions of the configuration space.
lRMSD is used to identify k nearest neighbors q

′
of a retained vertex at q, and a local

planner linearly interpolates over all p + 6 dof values of two neighboring configurations to
generate a series of qi consecutive configurations between q and q

′
. Resolution in the path

is set so that the distance between corresponding atoms in two successive configurations
in the local path is no higher than 1Å. Two edges are added to the roadmap (q → q

′



Probabilistic Search and Optimization for Protein Energy Landscapes 17

and q
′ → q) only if all successive configurations qi generated by the local planner have

energies below Emax. A weight is then associated with each of the two added edges to
estimate the probability of transition in each direction. For instance, the weight associ-
ated with the transition q → q

′
is measured as: w(q → q

′
) = −

∑s−1
i=0 log[P (qi → qi+1)],

where P (qi → qi+1) = (e(Ei+1−Ei)/(KBT )) (e(Ei+1−Ei)/(KBT ) + e(Ei−1−Ei)/(KBT )). Here,
qi−1, qi, qi+1 are three consecutive configurations in the local path with corresponding ener-
gies Ei−1, Ei, Ei+1, KB is the Boltzmann constant, and T is the effective temperature. The
resulting roadmap represents a distribution of energetically-credible paths of the ligand, as
the ligand moves in space and binds with the receptor. One expects that paths terminat-
ing in lowest energies are those that terminate with bound ligand configurations. In fact,
detailed analysis in [171] shows that the method is not only able to predict binding sites
of ligands (by clustering lowest-energy configurations and analyzing their distribution over
the surface of the receptor), but it is also able to predict the correct bound configuration.
This is found to combine both lowest interaction energies and high association and disas-
sociation rate (estimated by summing over transition weights in paths), indicative of high
energy barriers trapping ligands in effective binding sites.

The work in [171] provides a template, which work in [6] extends it in the Probabilistic
Conformational Roadmap (PCR) algorithm to elucidate the order of secondary structure
formation in protein folding. In PCR, the employed chain representation uses only backbone
dihedral angles. Since the conformational space of a protein is of much higher dimensionality
than the configuration space of a ligand, uniform random sampling for the chain confor-
mations is ineffective. For this reason, in [6], conformations are sampled in wave fronts,
gradually moving further away from a given native/folded conformation (obtained from the
PDB). This is achieved by perturbing backbone dihedral angles of each conformation in the
current wave by use of a Gaussian distribution. Sampling continues until a certain number
of conformations is achieved for each number of native contacts, from 100% to 0%, in order
to provide coverage of folded and unfolded conformations. While the acceptance criterion
for a vertex is as in [171], the energy function contains terms favoring hydrogen bonds,
disulfide bonds, and hydrophic interactions. All N best paths that end at the folded confor-
mation and start at conformations with 0 native contacts (these are considered unfolded)
are extracted. Analysis over them shows that the order of secondary structure formation
agrees with data obtained from experiment, validating the general usage of PCR to provide
a coarse-grained treatment of folding and unfolding pathways for protein chains up to 110
amino acids [183]. Similar adaptations have been extended to model other transitions by
focusing the search over a subset of dofs shown to be relevant by rigidity analysis [184]. A
detailed analysis of roadmap methods for protein folding is presented in [116].

In the stochastic roadmap simulation (SRS) [8], the roadmap is viewed as a Markov
model, where vertices are not necessarily single conformations but can encode structural
states (which themselves, are conformational ensembles, per our discussion of the free en-
ergy landscape). Edge weights are viewed as probabilities of transitions between states and
estimated through the Metropolis criterion. Self-edges are added to ensure that summation
over transition probabilities outward of a state sum to 1. Work in [8] shows that a random
walk over the roadmap is equivalent to a Metropolis Monte Carlo walk. Folding rates, pfold

values, can be obtained without needing to perform many random walks but by in-order
propagation of transition probabilities. pfold values (and other kinetic measurements, such
as φ values) obtained by applications of SRS to protein systems are shown to reproduce
experimental data [8, 28]. SRS provides the foundation for the Markov-based folding simu-
lations that are currently considered state of the art for their combination of computational
expediency and accuracy. SRS itself can be viewed as a point-based Markov model (PMM),
where states are single conformations. Ref. [67] provides a detailed treatment of methods
that extend Markov-based models of protein folding by building over MD trajectories.
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1.4.2.2 Rapidly-exploring Random Tree Method

Early adaptations of RRT for proteins have focused on modeling constrained loop mo-
tions [40] and protein-ligand interactions [41]. In particular, the RLG-RRT method in [40]
obtains a discrete representation of the feasible closure space of a loop through an ensemble
of closed loop conformations. Conformations are added to the tree if they satisfy geometric
constraints and are collision-free. The tree is run for a fixed amount of time, and a goal
region is defined around the given goal conformation in order to extract many paths from
one execution. Extracted paths are then further analyzed, and conformations in them are
subjected to short energetic minimizations in order to improve the path energy profile.

Additional modifications to the basic RLG-RRT algorithm are proposed in [59] to model
open and close motions in K channels. Conformations are added to the tree if they satisfy an
energetic constraint in addition to the geometric constraints. Clustering is also conducted
over many paths obtained from several executions of the method in order to provide statistics
on ensembles of intermediate conformations in the paths connecting the start and goal
states. Path alignment is employed to obtain the most energetically-favored path among all
computed by combining fragments of other paths. An extension is proposed in [145] to limit
the exploration to regions of the conformational space consistent with prior experimental
and expert data. Branch termination criteria are used to stop the tree from being pulled
towards regions that do not improve agreement with prior data.

In [39], the ML-RRT algorithm is proposed to improve the computational time demands
of the basic RRT-RLG algorithm on modeling ligand-induced conformational changes in
proteins. Ideas from disassembly planning are employed, essentially dividing dofs into an
active and a passive group and decoupling sampling of motions for each of the groups.
Motions of the active part are sampled as in RLG-RRT. When motion of an active part
is hindered by a passive part, the conformation of the passive part is slightly perturbed
in order to obtain more free space for the active part. Possible ensuing collisions between
passive parts are adressed by perturbing these parts in a domino-like scheme. The ML-RRT
algorithm has been shown to efficiently model motions of small ligands, side chains, and
even motions of the backbone [39].

Recently, the transition-RRT (T-RRT) method has been proposed to explore energy
landscapes and obtain comprehensive maps of them for small peptides [86]. The main mod-
ification concerns the introduction of a state transition test based on the Metropolis cri-
terion. New conformations are added as vertices to the tree if they pass the Metropolis
criterion. The goal is to steer the tree towards exploration of low-energy regions in order
to map energy minima in the potential energy surface. An interesting powerful extension is
proposed that integrates a reactive temperature scheme in the T-RRT method. We recall
that the Metropolis criterion employs an effective temperature, the value of which controls
the height of energy barriers that can be crossed by two consecutive conformations. In T-
RRT, the temperature is increased when the number of attempts to pull the tree towards
low-energy regions reaches a user-specified threshold. As soon as a successful edge is added
to the tree, the temperature is lowered by a pre-specified factor. The effect of this effec-
tive temperature scheme is that the search is balanced between unexplored regions and
low-energy regions of the space. Application of T-RRT in [86] shows that the method can
map the entire known energy landscape of the dialanine peptide when run in an exploration
mode. Another setting, where the T-RRT is used to obtain paths that connect discovered
minima, also shows that recovered transitions between known stable states of dialanine are
in strong agreement with transitions known from experiment and affirmed in other simula-
tion studies. An illustration of the energy landscape mapped by T-RRT in exploration mode
for the dialanine peptide and paths extracted by T-RRT in transition mode to connect two
stable states is provided in Figure 1.5.
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C5 → Cαx7 Cαx7 → C5

FIGURE 1.5: Fifty representative paths are shown on the energy landscape of the dialanine
peptide for the transition of the peptide from state C5 to state Cαx7 and vice versa. These
states are two of a total of 6 basins corresponding to 6 known stable states of the peptide
(PII , αR, αL, Cαx7 , αP , and C5), annotated on the shown energy landscape. Paths are
obtained with T-RRT in the transition mode, whereas the energy surface is obtained with
T-RRT in the exploration mode. The energy surface is projected over two known reaction
coordinates of the dialanine peptide, the φ and ψ backbone dihedral angles. Figures are
contributed by Juan Cortes based on work presented in [86].

One limitation of readily applying T-RRT to obtain the same characterization for pro-
teins rather than short peptide systems is the dimensionality of the conformational space.
In [86], this space has few dimensions due to the limited number of dihedral angles in
the dialanine peptide. Such detail, while desired, needs to be sacrified in order to obtain
large-scale transitions in protein systems. First, the representation needs to be coarser than
dihedral angles, and/or moves suggested to deform conformations using the representation
need to be of a larger scale, as well. In [94], Normal Mode Analysis (NMA) is used to
obtain larger-scale moves (low-frequency modes revealed by the NMA on a conformation)
through which to guide the sampling of conformations in the RRT framework. The NMA-
RRT algorithm proposed in [94] essentially conducts the RRT search over a low-dimensional
coordinate space of the low-frequency modes. Since the modes provided by the NMA are
only accurate locally around a conformation, the NMA is repeated regularly during the
RRT search. Recent extension of this work in [5] employ a further reduced representation
of a protein chain based on tripeptides, employ NMA on conformations of such reduced
representations, and incorporates the reactive temperature scheme to capture large-scale
motions connecting significantly different structural states in large protein systems.

1.4.2.3 Expansive Spaces Tree Method

The algorithms proposed in [167, 117] to compute the native structure of an amino-
acid sequence and model large-scale motions in proteins, respectively, can be considered
extesions of the EST framework. Rather than pull a tree in conformational space, the
FeLTr (Fragment monte carLo Tree-based Exploration) algorithm proposed in [167] pushes
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the tree out in conformational space. This setting allows FeLTr to rapidly obtain low-energy
conformations through the molecular fragment replacement technique, which is applied to
a parent conformation to obtain a child conformation. The tree grows in iterations, rooted
at an extended conformation of the given protein amino-acid sequence. At each iteration, a
vertex is selected for expansion and then expanded to produce a child conformation through
the molecular fragment replacement technique. The child is accepted and added to the tree
according to the Metropolis criterion.

The selection procedure is key to bias the growth of the tree. In applications of FeLTr
to sampling decoy conformations for de novo structure prediction, the goal is to obtain
conformations that are both geometrically-diverse and low-energy. In order to satisfy both
criteria, FeLTr makes use of two discretization layers. The first maps conformations in the
tree on a 1d grid whose cells are energy levels of width 2 kcal/mol. The second layer maps
conformations over a geometric projection, a 3d grid, where conformations are associated
with 3 shape-based global coordinates [126]. The selection procedure uses both discretization
layers. First, it selects an energy level according to a probability distribution function. The
latter is defined over weights associated with energy levels according to some weighting
function. Different weighting functions are analyzed for how strong a global energetic bias
needs to be in order to obtain decoy conformations near the native structure [118]. Once an
energy level is selected, cells of the geometric projection grid that belong to conformations
in the selected energy level are analyzed. A second weighting function over cells of the grid
biases against selecting a cell that has been selected many times before and/or already
has many conformations in it. Once a cell is selected, any conformation in it is selected
for expansion uniformly at random, since conformations in a cell are energetically- and
geometrically-indistuinguishable. The process is illustrated in Figure 1.6(a).

The employment of the explicit bias towards both coverage and progress towards low
energies in FeLTr has been shown to result in higher sampling capability over the setting
when only one of the layers is used or none are used at all. In the latter setting, the tree
degenerates to one long Metropolis MC trajectory. FeLTr has been shown to produce a
diverse ensemble of decoy conformations and to be competitive with other MC-based meth-
ods for decoy sampling in de novo structure prediction. Extensions of the basic framework
have explored both the effect of different weighting functions over the discretization layers
and the employment of different projection coordinates [118, 129]. Different coarse-grained
energy functions that are considered state-of-the-art in de novo structure prediction, in-
cluding the Rosetta energy function, are employed in the framework and directly compared
for how they steer the search towards native topologies [118]. A representative result from
application of FeLTr to obtain decoy ensembles for de novo structure prediction is shown
in Figure 1.6(b), where the ensemble sampled by FeLTr is shown to be more diverse and to
contain lower-energy conformations than that sampled by Metropolis MC.

An adaptation of the basic FeLTr framework has been recently proposed to model large-
scale motions connecting structural states in small- to medium-scale proteins [117]. The
tree is rooted at a given start structure, and the bias towards low energies is replaced by
bias towards the given goal conformation along some progress coordinate. lRMSD is chosen
in a first application of the framework to capture molecular motions spanning more than
10Å in conformational space. Different global bias schemes over the progress coordinates
are analyzed for how they allow getting closer to the goal conformation while retaining
path diversity. The second discretization layer over the geometric projection of the con-
formational space is additionally incorporated to promote path diversity, and a reactive
temperature scheme is also integrated in order to provide the method with broader explo-
ration capability. Applications of the method on different structure pairs of the calmodulin
and adenylate kinase proteins show that the method is able to find conformational paths
that reach the goal conformation. Detailed analysis shows that soft global biasing schemes
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provide the right compromise between tree depth and diversity of paths. Detailed analysis
on selected transitions in calmodulin show that the sampled transition ensemble of con-
formations over sampled paths contains a region of high pseudo-free energy, in agreement
with experimental data. Analysis on adenylate kinase shows that all known intermediate
structures of this protein (around 30 when considerin only A chains) are captured with
great accuracy by the method and are present in the conformational paths that connect
the closed and open structures of adenylate kinase and vice-versa. A representative result
is shown in Figure 1.6(c).

1.4.2.4 Path-Directed Subdivision Tree Method

The “Path-Directed Subdivision Tree” (PDST) method, originally proposed in [101] for
the robot motion planning problem, has been adapted in [73] to model large-scale motions
connecting two distinct structural states in large proteins. As in other tree-based planners,
PDST grows a tree iteratively. The method employs a subdivision decomposition based on
a low-dimensional projection to guarantee coverage of the robot configuration space and
a deterministic priority scheme to select regions for expansion. In the adaptation in [73],
the tree consists of conformational pathways, with a pathway of length 0, consisting of
only the start conformation, as root. Each iteration selects a previously-generated pathway
for propagation or expansion. The selection makes use of a low-dimensional projection of
the conformational space, similar to that used in the FeLTr method, based on few shape-
dependent coordinates that can be associated with a conformation. After a sample is selected
for propagation, the cell containing it is split into two. The number of samples in each cell
is recorded and updated in order to estimate density of sampling and use a deterministic
scoring scheme to give selection preference to samples residing in large empty cells. This
effectively biases the growth of the tree towards unexplored regions. Sample scores are
updated to guarantee that every sample will be eventually selected for propagation while
avoiding oversampling, which guarantees probabilistic completeness [101]. A schematic of
the method is provided in Figure 1.7(a). In [73], a bias scheme is used on 10% of the
iterations to steer the tree towards the goal conformation.

Once a sample is selected for propagation, the propagation is carried out from a con-
formation selected uniformly at random over conformations in the selected pathway. The
propagation consists of small random perturbation to the backbone dihedral angles of an
amino acid selected at random over those modeled. Since the study in [73] focuses on large
proteins of 200 amino acids and above, it is necessary to define a coarse representation and
select of a small set of dofs for sampling rather than use all backbone dihedral angles of
the entire chain. This is achieved by assuming that secondary structure elements do not
unfold in the transition between two given structures, and that changes mainly lie on the
loop segments connecting the secondary structures. This assumption is valid when modeling
domain motions in proteins, which is the focus of the work in [73]. Given this assumption,
the only dofs considered are backbone dihedral angles on loops.

The bias scheme on a small percentage of the iterations steers the tree towards the goal
conformation through the employment of a progress coordinate. The progress coordinate
associated with each conformation is a distance measure defined in terms of relative posi-
tions between two secondary structures. Distance between two secondary structure units is
measured as the distance between their centers of mass. A feature vector is then associated
with each each conformation, containing distances between secondary structure units. The
distance of a sampled conformation from the given goal conformation is then the Euclidean
distance over the corresponding feature vectors of the conformations. Third, an energetic
criterion is included in PDST, using a detailed coarse-grained energy function that combines
energy terms from the energy function used in [166] and the AMBER ff03 forcefield. If a
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(a) (b)

(c)

FIGURE 1.6: (a) A schematic of FeLTr is shown here, with two coordinates for ease of
visualization as opposed to the three employed in [167] for the geometric projection. An
energy level is selected first, followed by a cell over the geometric projection grid. Edges are
short Metropolis MC trajectories employing the molecular fragment replacement technique
with a fragment length of 3. (b) Dots in dark gray plot potential energy vs. lRMSD from the
known native structure (PDB id hp36) for sampled conformations [167]. Dots in lighter gray
show conformations obtained when switching off both discretization layers. Energy minima
correspond to the four representative structures shown, superimposed in opaque gray over
the native structure in transparent gray. The native structure is recovered in one of the
minima. (c) Key conformations shown on a representative path sampled from the closed
(PDB id 2f3y) to the calcium-binding (PDB id 1cll) state of calmodulin. Paths are obtained
by modifying the FeLTr framework to bias along a progress coordinate, lRMSD, rather than
along potential energy. The shown path goes through an intermediate conformation that
captures the apo state of calmodulin (PDB id 1cfd). (a)-(c) Figures are contributed by
Brian Olson, Kevin Molloy, and Amarda Shehu based on work presented in [167, 117].
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sampled conformation is found to have energy more than 100 kcal/mol of the given start
conformation, the conformation is subjected to 20 steps of steepest descent and retained
only if its energy decreases to within the set threshold.

The resulting method is applied to model large-scale domain motions in proteins, in-
cluding those in the two-ring GroEL system. The method is executed 100 times in order to
obtain many paths connecting the given start and goal conformations. We note that as in
the RRT- and EST-based adapations summarized above, many paths can be obtained from
one execution, as well, due to the employment of a tolerance region around the given goal
conformations. Applications show the method is able to obtain many paths that reach the
goal conformation for most systems. A representative result of the method is shown on the
GroEL system in Figure 1.7(b).

1.4.2.5 Atlas Construction Method

The method proposed in [139] is based on a differential geometry treatment to map
energy landscapes and conformational transitions of geometrically-constrained but flexible
segments of a protein chain, such as loops. The method is inspired by higher-dimensional
continuation techniques, which allow generating the atlas of the compact subset reachable
from a given point in configuration space [140]. The treatment of loop flexibility in [139]
represents a departure from traditional sampling-based approaches. In the latter, inverse
kinematics techniques are adapted from robotics, but mapping the feasible closure space of
the loop (conformations satisfying geometric and energetic constraints) is typically decou-
pled into two stages. The closure space is sampled first. The ensemble of sampled closed
loop conformations is then reduced by retaining only those that meet a pre-established en-
ergetic criterion after possible energetic minimization. This approach is able to model loop
motions and reproduce experimental data, but it is inefficient, as the rejection rate can be
very high. A detailed review of methods for loop modeling can be found in [163].

The method in [139] relies on capturing the implicit variety (the set of closed configura-
tions implicitly defined by constraints) by describing it as an atlas containing a collection
of charts; each chart provides a local parametrization of the variety. The key distinction of
this method from sampling-based ones, which progressively reduce an open conformational
ensemble until an often incomplete description of the loop-closure variety is obtained, is
that the method explores the loop-closure variety directly, gaining in computational effi-
ciency. In addition, the flexibility of multiple loop segments can be modeled simultaneously,
in contrast with typical loop modeling methods. The method in [139] still relies on the use
of Jacobians to generate linear spaces tangent to the loop-closure variety, but the presence
of bifurcations is taken into account.

The method systematically adds charts to an atlas representing the full closure space.
Since a chart is a local parametrization, its applicability area is limited. Therefore, a full
description of the closure space requires defining an atlas, which is a collection of properly-
coordinated charts. A chart Ci locally parametrizes the k-dimensional manifold around a
given valid (closed) conformation xi with a bijective map that can be implemented using
the k-dimensional tangent space Ti at xi. An orthonormal basis can be obtained based
on the Jacobian at xi. The bijective map is used to move locally in the tangent space,
and the orthonormal basis is used to project back onto the chart and obtain another valid
(closed) conformation xj . This is illustrated in Figure 1.8(a). A new neighboring chart Cj
is then defined on xj , unless xj is too far away from xi or the curvature between Ci and
Cj is too large. In the latter case, the process to obtain a new chart Cj begins anew from
parameters closer to xi. This process adapts the distribution of charts to the local curvature
of the manifold, as illustrated in Figure 1.8(b). The end result is that an atlas of all charts
reachable from some initial closed conformation is obtained in this manner.
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(a)

(b)

FIGURE 1.7: (a) The PDST algorithm is illustrated, with the goal and start structures
selected to correspond to open and closed conformations of the GroEL monomer. A path
in the tree that connects start to goal is highlighted in black. (b) A representative path is
shown for the GroEL monomer transitioning from the open to the closed conformation. The
effect of this transition on the entire GroEL ring of 7 monomers is shown below. Figures
are contributed by Nurit Haspel based on work presented in [73].
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Applications in [139] to small chemical compounds with cyclic topologies and protein
loops combine the atlas-construction method with T-RRT. The atlas is used to directly
sample new valid loop conformations for T-RRT, whereas T-RRT determines directions of
expansion for the atlas. A representative result highlighted in Figure 1.8(c) shows the entire
atlas of a loop of 4 amino acids. The atlas is color-coded by potential energies, and T-RRT
is used to obtain transition paths between two selected conformations of the loop. One such
path is shown over the atlas in Figure 1.8(c), illustrating that the method proposed in [139]
represents a promising direction to directly map energy landscapes underlying constrained
conformational subspaces in small molecules or short protein segments.

1.4.3 Evolutionary Search and Optimization Frameworks

Many evolutionary search algorithms (EA) proposed in the evolutionary computation
(EC) community deal with global optimization of complex objective functions. The realiza-
tion that the potential energy surface of a protein is non-linear and multi-modal, and that
de novo structure prediction can be cast as a global optimization problem has motivated
many researchers in the EC community to seek adaptations of EAs for de novo structure
prediction [187]. In many of these adaptations, lattice representations and toy models are
used, as the focus is largely on analysis of exploration rather than quality of predictions [77].
Moreover, the focus in this community has been mainly to seek the global minimum energy
conformation or GMEC (a term coined by Scheraga and colleagues [105]), largely ignoring
the inaccuracies in energy functions. It is the recognition of these inaccuracies, regularly
demonstrated even for what are considered state-of-the-art coare-grained energy functions,
that has prompted the de novo structure prediction community to shift the focus from seek-
ing the GMEC to obtaining a broad view of the coarse-grained energy surface. The discrete
representation of this broad view is a decoy ensemble, which needs to contain low-energy but
diverse conformations. The goal is not to miss any important regions of the solution space,
so that heavy-duty energetic minimization techniques employing all-atom representational
detail and all-atom energy functions can steer near-native decoys down to the basin and
recover the native state. It is worth noting that even all-atom energy functions can have
their basin more than 4Å off the true native state [195].

While most of the work in the EC community remains focused on finding the GMEC,
many key ideas and strategies used in EAs are powerful and worth exploring in greater
detail to enhance sampling of the protein conformational space. Though not fully employed
in the GMEC-focused analysis, EAs obtain a discrete representation of the potential energy
surface of a protein chain. In EAs, the basic idea is to evolve a population of conformations
over a number of generations. The initial population can consist of random conformations
or conformations selected to provide a broad view of the energy surface, though likely
at high-energy regions. The population is allowed to evolve such that conformations with
low potential energy values (high fitness) are repeatedly selected and refined. This is the
crux of the evolutionary search framework. There are many selection strategies (truncation,
fitness-proportional, and more), many refinement strategies (where parent conformations are
selected to reproduce children asexually, through mutation, and or sexually, through cross-
over), and there are also many strategies to provide some memory and preserve “good”
solutions through the employment of an archive or hall of fame. The additional incorpora-
tion of a local search component to optimize a child and effectively map it to a nearby local
minimum is another component that adds local search to the global search in the evolution-
ary search framework. The incorporation of local search in an EA is often said to result in
a memetic EA (MEA). The combination of all these stragies and more (Ref. [49] provides
a detailed review) give rise to different EAs, and what is commonly referred to as genetic
algorithms (GAs) are but one realization of the unifying evolutionary search framework.
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(c)

FIGURE 1.8: (a) A chart is used to obtain new valid configurations by projecting points
from the tangent space. (b) When a new chart is defined, the chart domains are coordinated
to keep track of the already explored areas. (c) A low-cost path between conformations (in
black) overlaid on the atlas of the conformational space of the loop formed by residues
74 to 77 of the FTSJ protein of Escherichia Coli (PDB code 1EJ0). The atlas is colored
according to potential energy, with higher energies represented in darker colors. Figures are
contributed by Leonard Jaillet and Josep Maria Porta based on work presented in [139].
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The hope (not a guarantee) is that at the end the population converges to a set of “good
solutions” that contain among them the native structure.

It is easy to see the promise of EAs for more than finding the GMEC. Considering the
“evolving” or final solutions as (decoy) conformations allows realizing that EAs can be very
effective at decoy sampling. They are known, for instance, to have less of a chance of getting
stuck at local minima compared to MC search [187]. Recent adaptations of EAs are catching
on to the new goal of decoy sampling and even employing latest domain-specific knowledge
on protein systems, such as coarse graining and molecular fragment replacement, to show
that methods based on EAs can be competitive with current ones based on the traditional
MC search [127, 128, 153, 195, 142].

Due to the significant amount of work conducted in the EC community on powerful
and effective algorithmic strategies for obtaining solutions of complex objective functions,
adaptation of EAs hold great promise for further advancing our ability to model structures
of proteins. While their straightforward application is for the problem of de novo structure
prediction, EAs can be employed to obtain a broad view of possibly different basins in
proteins. If this is combined with connectivity information, as in robotics-inspired methods,
these methods can lead to a detailed treatment of structure and structure deformations in
proteins. In the following, we review key search strategies shown effective and then highlight
in detail recent methods that use off-lattice representations.

1.4.3.1 Hybridized Global-Local Search

The addition of local search has been shown particularly effective for EAs which em-
ploy crossover to combine features from multiple previously-sampled conformations. In a
rugged energy surface, child conformations obtained through crossover are highly likely
to have high energies. Studies show that the use of short local searches to “fix” these
otherwise invalid conformations greatly improves the ability of an MEA to sample low-
energy conformations [42]. The use of local search, however, goes beyond simple fixing of
invalid solutions. Extensive research demonstrates that employing short local optimizations
to the offspring from crossover allows a memetic EA to reach significantly lower-energy
conformations in a shorter amount of time on HP-lattice models than a tradition EA with
crossover [107, 14, 83, 30, 186, 178] (in HP-lattice, Cα atoms in the lattice representation
are either of the hydrophobic or the hydrophilic type).

Early work in MEAs for de novo structure prediction centered around dynamically modi-
fying the local search operator. The idea is that a single static local search is not necessarily
the best for different protein sizes and topologies or different stages in the search. Work
in [97] proposes a method that combines a GA with a Metropolis MC-based local search.
Temperature in the Metropolis criterion is varied in a reactive scheme so that the method
balances between exploration and exploitation. When the population of conformations is
deemed diverse, temperature is lowered so the method can narrow in on local minima
(focusing on exploitation over exploration). As the population converges, temperature is
increased to allow the search to diverge (focusing on exploration over exploitation). The
method is reported to find optimal arrangements of amino acids on an HP lattice model
much faster than a simple EA. The approach has also been extended to include several dif-
ferent variations of local search, including variables such as length of local search and type
of mutation [96]. These variables are added to a conformation and allowed to evolve along
with conformations. This extension is shown to improve both in performance and fitness of
predicted conformations as compared to the original work [96, 172, 173].

While most of the work on MEAs for de novo structure prediction is restricted to lattice
representations, several studies demonstrate the effectiveness of incorporatn local search on
more-detailed off-lattice representations. The method proposed in [38], where crossover is
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combined with a hill-climbing local search, is shown both more efficient and more effective
at finding near-native conformations over a standard EA without local search. A recent
study in [3], which extends the EA-based Harmony algorithm to use a hybrid local search
shows similar improvements in results over the original Harmony algorithm. However, short
proteins, up to 61 amino acids are considered, and the method is shown unable to find
conformatins below 6Å lRMSD to known native structures on longer chains [3]. Additional
studies demonstrate improvements when combining global and local search strategies, but all
these studies are restricted to very short proteins and only report improvement in energetic
values rather than lRMSD to the native structure [181, 68]. Our highlight of two recent
methods below shows how the quality of results is improved when incorporating state-of-
the-art coarse-grained representations and energy functions and the molecular fragment
replacement technique, both in a standard EA and a more powerful MEA.

1.4.3.2 Population Diversification

The issue of diversity among solutions is also under investigation in the EC community.
In recent years, the local search operator has been investigated to inject greater diversity
than by mutation alone. Work in [11] extends that in [97] to use genotypic diversity as a
measure for selection and replacement in the population. Selection of parents for crossover
is done so as to maximize the genotypic difference (based on Manhattan distance) between
parents. Experiments on an HP-lattice model show that significantly lower energy values
are obtained in this manner [11].

Other studies address diversity by periodically removing energetically- and structurally-
similar conformations from the population and replacing them with new randomly-sampled
conformations [30, 31, 29]. This diversification mechanism is shown to result in lower energies
in an MEA. Amino-acid contact maps are used instead of Hamming distance to measure
structural similarity in [29]. An alternative approach to increasing diversity is to avoid
redundant conformations alltogether. This approach, commonly referred to as tabu search,
employs a list of recently visited conformations by the local search to avoid revisitation at
the local level [54]. A later study employs a subset of the conformations already sampled by
the MEA to avoid revisitation at the global level [179]. Comparison of the two approaches
to avoid revisitation shows that the use of tabu search at the global level is more effective
than at the local level on HP-lattice models [179].

1.4.3.3 Multi-Objective Evolutionary Search

An interesting and powerful tool in recent EAs on de novo structure prediction is the
decoupling of energy terms to determine which conformations are worth retaining in a
population. The idea is known as multi-objective optimization (MOO) and comes from the
Pareto analysis in economic theory on simultaneous optimization of conflicting objectives.
This analysis is particularly relevant for potential energy functions, where the terms are
competing with one another. For instance, bonded and non-bonded interactions compete
with each-other during folding of a protein chain.

The basic idea is to employ MOO rather than the entire potential energy value in
the survival mechanism and relies on the concept of dominance. Let us suppose that the
terms in an energy function are grouped in the NB (non-bonded) and B (bonded) category.
When the value of every category in a conformation Ci is strictly less than the value of the
corresponding category in a conformation Cj , Ci is said to dominate Cj . This is also known
as strong dominance. If the comparison allows equivalent energies, then this is known as soft
dominance. If strong dominance is employed, the number of conformations that dominate a
conformation Ci is known as the Pareto count. The Pareto front consists of conformations
in a set with Pareto count of 0; in other words, all non-dominated conformations. The
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Pareto front rather than schemes that compare total potential energy values can be used
to determine which conformations survive in a population.

Some EAs that employ MOO in combination with HP-lattice representations [64, 65], but
the majority do so on all-atom energy functions, such as CHARMM and AMBER [48, 47].
Essentially, the energy function is split into at leat two terms, with one term being the
van der Waals one summing non-bonded interactions, and the other consisting of remaining
terms (these can be split even further). Splitting CHARMM into bonded and non-bonded
terms in the context of a fast messy Genetic Algorithm (fmGA) modified to incorporate
MOO is shown to result in lower-energy conformations for short protein chains [48, 47].

Work in[44] expands that in [48, 47] and tests it against several non-trivial protein chains,
comparing results to other methods. Secondary structure perdition and side-chain rotamer
libraries are additionally used to bias sampling towards physically-relevant conformations.
The underlying algorithm in [44] is the I-PAES algorithm, simple 1+1 EA (population size of
1 with 1 child considered for replacement of parent) which maintains the Pareto front in an
archive. At each generation, the child and parent compete for survival. If neither dominates
the other, then the one which dominates more of the archive is picked. Later work extends
the multi-objective I-PAES algorithm on several longer protein chains [45]. In this work,
conformations below 5Å lRMSD to the known native structure are found for sequences up
to 70 amino acids in length, and results are shown to outperform several other MOO EAs
and standard EAs on shorter chains, as well. Work in [24, 25, 23] organize CHARMM energy
terms into three categories rather than two and show that doing so results in more of the
conformations residing closer to the native structure. Testing is limited, however, to a short
peptide and a medium-length protein.

It is worth noting that the MOO analysis is also relevant not only in decoy sampling
but also in selection strategies that determine which subset of coarse-grained conformations
will be retained to be further optimized in all-atom detail. Current selection techniques in
the de novo structure prediction community rely on structural clustering based on pair-
wise lRMSDs between conformations. The MOO analysis provides an alternative route.
Some recent work has shown that the Pareto front or various thresholds of Pareto counts
are effective at reducing the ensemble of decoy conformations while retaining near-native
conformations [128]. The selection of the Pareto knees is also shown effective [12, 45]. In
particular in [45], a knee-based selection technique is shown to retain conformations within
0.3Å of the actual best conformation in terms of lRMSD to the native structure over entire
original ensemble. In contrast, work in [120] shows that including knees makes little differ-
ence. Testing is conducted on short peptides up to 20 amino-acids long, which are probably
not as complex to benefit from the MOO analysis.

1.4.3.4 Basin Hopping and Population-based EAs

A recent EA method that incorporates the molecular fragment replacement technique
and the backbone representation for a protein chain is proposed for decoy sampling in de
novo structure prediction in [127]. The method adapts and extends the applicability of
the Basin Hopping (BH) framework, a 1+1 EA, to small- and medium-size proteins. As
illustrated in the schematic in Figure 1.9(a), the BH framework consists of iterated applica-
tions of perturbation followed by local search. The framework was re-introduced to obtain
the Lennard-Jones minima of small atomic clusters [196] after being originally introduced
to the computational structural biology community as the “MC with Minimization” algo-
rithm [105, 121]. In the EC community, the framework is known as Iterated Local Search
and is popular for solving discrete optimization problems [108]. A key adaptation of ILS
for molecular modeling introduces a Metropolis-like criterion to bias the sampling of local
minima towards lower energy ones over time.
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FIGURE 1.9: (a) BH obtains a trajectory of consecutively-sampled local minima. Accep-
tance of a current minimum is subjected to the Metropolis criterion. Lowest reached lRMSD
to the native structure correlates strongly with lRMSDs between consecutively-sampled lo-
cal minima in [127]. (c) The Pareto front retains more near-native conformations than an
energy cutoff [128]. (d) EA converges to few local minima, whereas MEA obtains a broader
decoy ensemble [153]. (e) Rosetta energy surface exhibits stronger funneling than AMW
for α/β proteins [153]. Figures are contributed by Brian Olson, Sameh Saleh, and Amarda
Shehu based on work presented in [127, 128, 153].
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BH algorithms essentially differ in how they implement perturbation and minimization (a
detailed review of them for molecular modeling can be found in [125]). In work prior to that
in [127], the perturbation predominantly modifies atomic coordinates, and minimization is
either a gradient descent or a Metropolis MC at low temperature [1, 119, 84, 195]. Both
implementations are inefficient, and application for decoy sampling in [142] shows that the
implementations results in decreased efficiency and efficacy of capturing the native state on
sequences longer than 75 amino acids.

Work in [127] extends the applicability of the BH framework for decoy sampling to
proteins more than 120 amino acids long, mainly due to the employment of the molecular
fragment replacement technique in the perturbation component. The method is show to
sample local minima within 5−6Å at most of the native structure on diverse protein systems
and to be competitive with other MC-based state-of-the-art decoy sampling methods in de
novo structure prediction. Moreover, work in [127] shows strong correlation between good
proximity to the native structure and small lRMSDs between consecutive local minima
obtained by the exploration. This representative result is shown in Figure 1.9(b). Later
work [128] introduces techniques to control this distance and improve proximity and shows
that simple greedy search in the local optimization is just as effective and more efficient that
employing MC. This work also demonstrates that MOO posterior analysis on the obtained
decoy ensemble allows retaining near-native conformations (a representative result is shown
in Figure 1.9(c)) and promises to be an important direction for selection techniques in de
novo structure prediction.

While the method in [127] essentially extracts a trajectory of local minima, the method
in [153] adapts a population-based MEA for decoy sampling, using backbone dihedral an-
gles as dofs and the molecular fragment replacement technique both in mutating a parent
to obtain a child and in local search mapping a child conformation to a local minimum.
Comparison of the MEA with an exploitative EA shows that the MEA obtains a more
diverse ensemble of decoy conformations that capture more near-native conformations. A
representative result is shown in Fig. 1.9(d). Testing with two different state-of-the-art
energy functions, AMW and Rosetta, shows that each one is better suited on particular na-
tive topologies, but both are similarly inaccurate in associating the known native structure
with the global minimum. The Rosetta energy function is shown to occasionally allow the
MEA to obtain strongly-funneled energy surfaces on proteins with α/β folds, as shown in
a representative results in Fig. 1.9(d).

1.5 Outstanding Challenges and Directions of Research

Sampling-based methods currently represent the only computationally-feasible alterna-
tive to providing a comprehensive and detailed treatment of structure and structural defor-
mations relevant for biological function in proteins. As this review showcases, much progress
is being made, particularly on protein systems where the dimensionality of the search space
can be controlled or reduced through additional information. Robotics-inspired methods
seem particularly promising in yielding not only maps of energy surfaces but also connec-
tivity information. Provided that the sampled conformations can be effectively grouped into
energetic states, these methods can provide a broad view of stable and semi-stable states
in proteins. The additional connectivity information allows extracting conformational paths
between states. In contrast, evolutionary-inspired methods do not readily yield connectivity
information but are promising directions for more powerful sampling of low-energy regions.



32 Probabilistic Search and Optimization for Protein Energy Landscapes

One can certainly visualize unifying frameworks that enhance conformations extracted from
the evolving population with connectivity information.

It is worth noting that the modeled folding or transition paths by robotics-inspired
methods are not true transition trajectories, largely because the local connections between
two neighboring configurations in these methods do not consider the underlying dynamics of
the protein under investigation. It is specifically through exclusion of dynamics that these
methods are able to search high-dimensional spaces and provide extensive global views
of these spaces in terms of conformations and conformational states. One can certainly
add dynamics information, but doing so is non-trivial and can lead to the known steering
problem. For instance, in the PRM and RRT frameworks, it is not clear how a protein can be
steered from one conformation to a neighboring one by observing the underlying dynamics.
One may have to launch many short dynamics simulations and retain those that allow the
protein to diffuse between the two neighboring conformations. The Markov-based models of
folding provide a step in this direction by injecting dynamics into the probabilistic roadmap.
Though computational demands unavoidably increase, these methods obtain additional
information on kinetics and timescales with transitions.

An important consideration in any analysis of states or paths for reliable comparison
with experimental data, such as, for instance, detection of an intermediate or free-energy
analysis, is density of sampling of the relevant conformational subspace. For instance, in
robotics-inspired methods, generated paths need to be representative of paths connecting
a given start to a given goal conformation. The presence of correlations between them can
potentially skew statistics on transition ensembles. For instance, a region can be reported
to have high free energy mainly because it is undersampled, which artificially lowers its
entropy. Further investigation is needed to reduce path correlations in these methods.

The potential of EAs for mapping energy landscapes is beginning to be realized. The
plethora of EA strategies for probabilistic optimization promises great progress for enhanc-
ing sampling capabilities. Further work is needed to incorporate and study state-of-the-art
representations, energy functions, and chain deformations. Progress in this direction has
already begun, showing, for instance, that even basic EAs or MEAs have comparative per-
formance with decoy sampling methods that are regarded to be state of the art. These basic
EAs and MEAs have exposed, for instance, that current coarse-grained energy functions,
including Rosetta, are weakly funneled and contain many deep non-native energy minima.
Work in this direction promises to provide designers of energy functions with diverse decoys
on which to fine-tune these functions for better discrimination of the native structure.

It is important to note that, while this review has not focused on docking, many
evolutionary-inspired methods are adopted and shown successful for protein docking. It
remains to be seen whether similar approaches will replace the curent MC-based frame-
works in decoy sampling for de novo structure prediction. Finally, while applications of EAs
have focused on capturing some unique native structure, evolutionary search frameworks
promise to be relevant for mapping energy landscapes of proteins with multiple competing
basins. Coupled with the MOO analysis, this framework can potentially improve our ability
to extract relevant information from large molecular spaces.

As this review shows, this is an exciting time for investigators with non-traditional
or atypical backgrounds to venture into computational molecular biology. Key ideas from
different sub-fields of computer science are finding applicability and promising to advance
the state of protein modeling research through powerful computational frameworks that
bring together diverse expertise from various disciplines. The rich set of oustanding scientific
questions for proteins, the high potential of our answers to these problems for improving
human health, and the oustanding complexity of these dynamic macromolecules promise to
motivate new approaches to protein modeling for many years to come.
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