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Abstract— Mixed-criticality real-time systems, where tasksmay
be associated with different criticality and assurace levels, have
attracted much attention in the recent past. In ths paper, we
consider partitioning-based multiprocessor schedutig of mixed-
criticality real-time task sets. Guaranteeing feadiility in this
setting is shown to be NP-Hard. With a focus on fied-priority
preemptive scheduling on each processor, we identifthe two
main aspects of the problem, namely theask allocation and
priority assignmentimensions For the task allocation dimension,
we propose and compare bin-packing-inspired heurigts, based
on offline task ordering according to utilization and criticality.
For the priority assignment dimension, we compare he well-
known Rate Monotonic priority assignment policy with Audsley’s
priority assignment algorithm. Through simulations, we also
assess and discuss the relative importance of theseo primary
dimensions on the overall mixed-criticality feasility problem for
multiprocessor platforms.
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hence, a task can migrate from one processor tina@nat run-
time. In contrast, in partitioning-based approaclkesh task is
statically allocated to a single processor. Whiltobgl
approaches can offer better processor utilizattsrsbme task
sets, they can also incur greater run-time overtzeatdcache
affinity problems due to potential migrations. kidéion, it has
been shown that some task sets are not scheduwlathiea
global approach despite having low overall utili@at[10]. An
important advantage of partitioning-based approsadbethat
the well-established uniprocessor scheduling theadsy
applicable to the scheduling of the subset of tatk&ated to
individual processors [18].

More recently, there has been a growing inténeanalyzing
real-time systems that execute tasks of differeiticalities.
Recent work on these so-calletixed-criticality systems has
included the development of system models thati@pltake
task criticality into account [4][5][12][20][21]. Much work in
this area stems from the observation that sevengbitant
classes of real-time applications include different
functionalities at varying levels of importance,quéing
differentassurancdevels. In particular, these settings mandate

Hard real-time systems — systems where guaranteeibat the deadlines of higher-criticality tasks hemnteed with

temporal predictabilityeven under worst-case scenan®of
the utmost importance, have received significaténéibn in
research efforts over the past several decades.résult, there
exists a well-established theory for both unipreocesand
multiprocessor hard real-time systems. In particulae hard
real-time scheduling operiodic tasks, common in real-time
applications, has been the subject of intensiveares [7][17].

For periodic real-time applications executed onirale

a higher degree of assurance than those of lovitezatity
tasks.

In traditional (i.e., not mixed-criticality) hardeal-time
models, a single worst-case execution time (WC&Stimate
is associated with each task and is used whenndigieg if a
task set is schedulable. As noted in [21], thiemfteads to
system under-utilization — the designers have toosé the
most conservative WCET estimate &rerytask, regardless of

processorpriority-driven scheduling has been recognized as areriticality levels. In practice, even for a giveask, a different

effective framework to guarantee the timing cornistssof tasks
[17]. In fixed-priority scheduling, each task is@med a fixed
priority that is determined statically. Among fixgdority
algorithms, Rate Monotonic Scheduling (RMSkhere the
priority of a task is inversely proportional to iperiod, is
known to be optimal for task sets where the retatieadlines
are equal to the periods [16]. Among dynamic-fior
policies, theEarliest-Deadline-First (EDFpolicy is known to
be optimal [16].

For multiprocessor real-time systems, existing apphes
typically fall in the partitioning or global-scheduling classes
[17]. In global scheduling, there is effectivelgiagle queue of
ready jobs that are allocated across multiple Ears, and
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WCET estimate may be available for each criticalgyel:
Larger estimates for higher criticality levels ch@ obtained
through exhaustive analysis, even though the pitityabf

observing these larger WCETs at run-time may béedoiv.
Conversely, smaller WCET estimates can be obtdmreldwer
criticality levels through less-rigorous methods, éxample by
considering the average value observed in reaésystaces.

As a result, a main feature of the mixed-critigatitodels
explored in [21][14][15][4] and adopted in this gapis the
specification of a WCET function for each task,.,i.the
specification for each task of a WCET correspondmgach
criticality level in the system. It is intended theach WCET
estimate have a level of assurance that is apptepfor its



corresponding criticality level. Fundamental il @ipplication
of this model is the following principle [5][21]n assessing the
delay that can be experienced by a given tagke feasibility
analysis must consider, for higher-priority taskbe WCET
values corresponding to the same level of critfgalji.e.,
assurance) as that af

This principle has important implications for botmal-time
systems theory and practice. First, by allowingube of looser
(less pessimisticy WCET estimates when determinting
timeliness of low-criticality tasks during feasibil analysis,
system utilization can be significantly improved ]2 Second,
a comprehensive theory of mixed-criticality systamalysis
eventually may enable formakertification by civilian
authorities [4].

The primary focus of this work is the exploration d
these two dimensions, i.e.task allocation and priority-
assignment strategiedor periodic fixed-priority mixed-
criticality task sets. Specifically, we identify the main
algorithmic solutions for each dimension and coraptrem
experimentally. Moreover, we undertake an evatuatf the
relative importance of each of these dimensions
experimentally. For example, we believe it is insting to ask
whether the use of a criticality-aware task allmsateuristic
eliminates or reduces the need for running Audsleyiority
assignment algorithm on each processor, or if the af
Audsley's algorithm reduces the need for a criticalware
allocation heuristic.

The remainder of this paper is organized as follolms
Section Il, we present our model and notation. iSedtl re-

However, the development of such a comprehensive ney;sits the fundamental principles of feasibility adysis for

theory poses several challenges. For example,sirsdiminal
paper, Vestal observed that rate-monotonic pri@#tsignment
is not optimal for fixed-priority mixed-criticalitysingle-

processor scheduling [21]. Consequently, he prapdise use
of Audsley’'s priority assignment algorithm [2], gée the
relatively high complexity associated with it. Imaher
negative result, it has been shown that the gepecdlem of
mixed-criticality feasibility analysis is NP-Hard ithe strong
sense on one processor, even for settings wherplibehave
the same ready time and there are only two distrititality

levels [4]. However, the practical promise of tremework is
high enough that additional research efforts neete (and
have been, [4][5][12][20][21]) applied to the prebi, even
though they may be forced, in the final analysispffer only

“approximate” solutions. More details about relateatk in the
area can be found in Section VI.

This research effort has been partly motivated bg t
observation that much of the existing and growiterdture on
mixed-criticality systems targets uniprocessor eyst yet
many real-time applications are expected to, andlid@dy run
on multi-processor and emerging multi-core platfarm
Consequently, we believe a preliminary analysisnoked-
criticality systems for multiprocessor settingslilove useful.

fixed-priority mixed-criticality task sets on ungwessor
systems. Section IV elaborates on the two dimessafnour

problem (task allocation and priority assignmenthd a
illustrates the trade-offs involved in the multbpessor case
through examples. Section V presents our experahent
evaluation. Related work and concluding remarkspaovided
in Sections VI and VII, respectively.

Il.  SYSTEM MODEL AND NOTATION

We consider a task s€ithat is comprised af independent,
periodic, mixed-criticality tasks, ...,t,. The period of task;,
which is equal to the relative deadline of its joilssdenoted by
T;. We assume there ake£ n distinct criticality levels in the
system, and that;ldenotes the criticality level of task(larger
L; values indicate higher criticalities).

Following the convention in existing mixed-crititsl
research, we assume that the WCET values for taske
specified as a function,; C where X) corresponds to the
WCET estimate ot; at criticality level X. &X) is assumed to
be no smaller than;X-1) [5]. Similarly, theutilization values
of taskt; are specified as a function( ¥, where ((X) denotes
the utilization oft; at criticality level X and is defined as the

There are two dimensions in which one can exploreatio of G(X) to T;. We define themominal utilizationof taskt;

different approaches and their effect on
schedulability of mixed-criticality task sets wiftixed priority
assignments. Thpriority assignmentdimension, to guarantee
the feasibility of fixed-priority task sets on unjgessor
systems, is already a difficult problem [21]. WhiRMS
priority assignment is simple and well-known, antimgl
solution can be generated by the computationalpeagive
priority assignment algorithm developed by Auds|2ly The
consideration otask allocationon multi-processor platforms
adds a new dimension and simultaneously makes rtftdemn
intractable (even for the special case where aksdave the
same criticality).Bin packingheuristics such as First-Fit and
Best-Fit have been used extensively in the liteeafor the
traditional partitioning problem, especially aftinst ordering
tasks according tatilization [17][18]. Alternatively, in mixed-
criticality settings, grouping tasks according titicality (as
opposed to utilization) on separate processorsappie be an
intuitive solution, though its impact on feasihiliis not
immediately clear.

the oleralto be the value of its utilization function at dsticality level,

i.e., u(L).

Tasks are scheduled using a partitioning-basedappron
a set ofm homogeneous processors identified ag {P, P.}.
The subset of tasks allocated to processas Benoted byG.
On each processor, tasks are scheduled by a piigerfiped-
priority scheduling algorithm. Task priorities adentified by
positive integers beginning with 1, which represeaht highest
priority. The priority of task; is denoted by.

lll.  PRELIMINARIES

In this section, we overview the basics of fixeibpty
mixed-criticality feasibility analysis on uniproces systems,
since it forms the basis of our partitioned-schiegul
framework after the task allocation phase. Speificwe use
the mixed-criticality feasibility analysis methodgly
introduced in [21]. In particular, when evaluatindnether a
periodic task will meet its deadlines in all itsstances, the



WCET values used in the representation of highieripr
tasks must be of the same criticality level as tfathe task
under evaluation [5][21]. We determine whether taa$dasks
allocated to a processor is schedulable given tcpkar fixed
priority assignment by checking whether the woestec
response time for each task is less than or equitd telative
deadline. The worst-case response time of a taskusred by
a job that is released atstical instanceof the task, that is, by
a job of the task that is released at the same ds#njebs of all
higher-priority tasks [16]. As described in [21jetworst-case
response time, of task¢; is therefore the smallest fixed-point
solution of:

k-3

TR =p;

R
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Notice that, in the computation of the worst-casgponse time
of task ¢, the interference of higher-priority tasks is enséd
at the WCET values that correspond to the critigdével L
[21]. Therefore, theassignment of prioritieto individual tasks
is of utmost importance in mixed-criticality scldidg [21].

1)

Example 1: Consider two taskst; and t, running on a
uniprocessor system with the following parameters:

t,: T1=20, G(1)=4, G(2)=16, Li=1
ty: T,=50, G(1)=12.5, G(2)=17.5, L,=2

With RM priority assignment, tagk has the higher priority
despite having the lower criticality level — a sition referred
to as criticality inversion in [20]. Becauset, has high
criticality, its worst-case response time is cadtedl using the
high-criticality WCET of each task. The task diagran Fig. 1
represents the evaluation of the schedulability,ofvith RM
priority assignment under critical-instant phasiligith C,(2)
used as the WCET fdr, the response time ¢f exceeds its
deadline. As a result, the task set is not schetulaith RM
priority assignment.
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Figure 1. RM Priority Assignment Results in Criticality In\son
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Figure 2. Alternative Priority Assignment

Consider next the case in whidh is assigned higher
priority thant, (Fig. 2). Becausg; has low criticality, G(1) is
used when determining the response time;0As shown in
Fig. 2, the task set is schedulable with this f§icxssignment.
Note that, if the feasibility of this task set werensidered
using a traditional model, with the larger, moresgmistic

WCET estimate used for each task, then the taskaald not
be schedulable under either of the two possibleripyi
assignments. This simple example illustrates havube of a
mixed-criticality model, combined with proper piigr
assignment, can offer increased processor utiizati

IV. DIMENSIONS OFMIXED-CRITICALITY FIXED-PRIOITY

PARTITIONED SCHEDULING

Our focus in this paper is the problem of schedulan
mixed-criticality task set on a fixed number of pegsors such
that the tasks are statically allocated to proasssand such
that the subset allocated to each processor idgldte by a
preemptive, fixed-priority algorithm in a feasibteanner. In
this section, we identify the two main dimensionf the
problem and the algorithmic solutions applicableath. Then
we characterize the integrated schemes that caforbeed
through a combination of the solutions proposed dach
dimension. We first formally define th&lixed-Criticality
Fixed-Priority Partitioningproblem (MCFP—-PARTITION).

Problem MCFP-PARTITION: Partition a given set of
periodic, independent, mixed-criticality tasks, ... t,, , with
relative deadlines equal to periods, uponhomogeneous
multiprocessors, and determine fixed priorities éach, such
that the set of tasks allocated to each CPU islfieas

Proposition 1: MCFP-PARTITION is NP-Hard in the
strong sense.

Proposition 1 follows from the classical result tme
intractability of scheduling a set of real-time tasks om
processors even when the tasks have identicataityi levels
and share the same release time and deadline [11].

This result implies that one has to work with hstici
solutions to tackle this problem, unles® = NP. To better
explore the possibilities, we consider the two ndimensions
of the problem separately:

1. Task Allocation. Partition the task$;
processor set;P.. Py

... t, on the

2. Priority Assignment. For i1 {1, ..., m}, given the
subset of task§ allocated to Passign a priority level
r;to each task I G.

A. Task Allocation

The bin-packing-inspired partitioning heuristidgtt have
been applied to the multiprocessor scheduling adlitional
task sets [17][18] can also be applied in the miseticality
context. These include:

First-Fit (FF) — The order of processors is fixed and each
task is allocated to the first processor on whicfiits", i.e., on
which it can be successfully scheduled along witha other
tasks already allocated to that processor.

Best-Fit (BF) — Each task is allocated to the processor with
the smallest unused capacity among those processasbich
it fits.



Worst-Fit (WF) — Each task is allocated to the processowarrants its consideration. The complexity of RMigsment

with the largest unused capacity among those psocgson
which it fits.

When these heuristics are applied to traditionsk tsets,
the determination of whether a subset of taskshiedulable on
a processor is a matter of applying the schedithalhalysis
results derived for traditional task sets. Whenliadgo mixed-
criticality task sets, schedulability is determiriadhe context
of the chosen mixed-criticality system model — ur case by
considering the response-time formula (1).

In bin-packing-inspired partitioning techniquescisas FF,
BF, and WF, it has been shown that ordering tasist f
according to a certain criterion, and then procgsshem in
that order, generally improves performance. FoangXe,
ordering tasks according tiecreasing utilizatiovalues proves
helpful [17][18]. The resulting heuristics are meésl to as
First-Fit-Decreasing (FFD), Best-Fit-Decreasing [BF and
Worst-Fit-Decreasing (WFD), respectively. We coesidwo
options for ordering tasks prior to the applicatioh the
traditional partitioning heuristics:

Decreasing Utilization (DU) In this approach, “large
tasks with high utilization values are allocatedstfiin a way
that is similar to the application of algorithmscBuas FFD,
BFD, and WFD to traditional task sets. However,duse each
mixed-criticality task is associated with multipldilization
values (one for each criticality level), such adesing requires
that a single utilization value be identified farch task. In this
paper, when ordering mixed-criticality tasks bylizaition, we
use each taskisominal utilization i.e., y(L;) — the value of the
task's utilization function at the criticality ldwaf the task.

is O(n log n) on each CPU, wherg i$ the number of tasks
allocated to processor;,Psince one needs to order tasks
according to their periods before the priority gssient.

Audsley's Optimal Priority Assignment algorithnf[2]) —
Priorities are assigned in order, from lowest ghiist. In each
iteration, the algorithm determines if some task lsa assigned
the next priority. If so, it assigns that prioritgmoves the task
from the subset of tasks that have not yet receiaed
assignment, then recursively assigns the remajmiiagities to
the remaining subset of tasks in the same manfién $ome
step, an appropriate task cannot be found for & priority
level, the task set is not schedulable with a figedrity
algorithm. Audsley's algorithm has the advantagebeiihg
optimal for mixed-criticality task sets as well fas traditional
task sets [21]. A disadvantage, however, is itsreased
comj)lexity relative to RM scheduling — The algamithequires
O(n“ + n) tests (where;iis the number of tasks allocated th P
and in each test feasibility is checked using TDhesnand
Analysis, which may take pseudo-polynomial time]{17

C. Integrated Schemes

Given the two main options in each of the tprimary
dimensions of the problem, for a given partiti@gnimeuristic
such as FF, one can obtain a total of four schemaslidress
the mixed-criticality partitioning problem, whichendenote by
DU-RM, DU-Audsley, DC-RMand DC-Audsley Here, the
first component of the schemBW or DC) indicates whether
the tasks are ordered according to utilizationriicality prior
to task allocation. The second compongRM(or Audsley
refers to the priority assignment strategy on e&U.

Decreasing Criticality (DC):Tasks are ordered according opyiously, each of these options has its own corifgleand

to criticality, and tasks at the same criticaliégwél are further
ordered by decreasing nominal utilization. Thisrapph has
the advantage of grouping tasks with identical onilar
criticalities on the same processor. Hence, thipragch
reduces instances afiticality inversion (described in [20]),
which occur when a low-criticality task is assignbijjher
priority than a high-criticality task. However, @lling the
assignment of tasks of different criticalities tbhet same
processor may, in some cases, offer improved psoces
utilization.

B. Priority Assignment
The objective in this dimension is the assignmehtao

performance figures. For example, Audsley’'s pnorit
assignment scheme is optimal on a given CPU, hut it
complexity is much higher than the simple RM assignt.
Also, it is not immediately clear whether orderingsks
according to utilization or criticality is alwayshé better
choice. Next, we provide two examples to illustrbtev the
potential choices may impact feasibility.

Example 2:Consider the task set given in Table I, to be
scheduled on two processors,@d B. Assume that, for task
allocation, we use the First-Fit (FF) heuristic.

priority to each task such that, for each procegbersubset of

tasks allocated to the processor is schedulablengithe

assigned priorities. That is, the priorities mustdhosen such

that the response time computed for each task ghréi), on

its assigned processor, is no larger than thegaskadline. In

TABLE I. EXAMPLE TASK SET
T, C(1) G(2) u(1) u(2) Li

t; 20 4 16 0.2 0.8 1

t, 50 12.5 17.5 025 [0.35 2

ts 40 12 18 0.3 0.45 2

ty 10 4 5 0.4 0.5 1

this paper, we consider two priority-assignmenesoés:

RM Priority Assignment([16]) — In this solution, higher
priorities are assigned to tasks with smaller peridecause it
is optimal among fixed-priority algorithms for titidnal task
sets in which relative deadlines are equal to psridRM
scheduling is widely used. Despite the fact that itot optimal
for mixed-criticality task sets (noted in [21] fahe more-
general case of Deadline-Monotonic scheduling)siitgplicity

First, consider the DU-RM scheme, where tasks atered
according to their nominal utilizations (typed ialdh in Table
I) and RM priorities are used. With DU orderinie tasks are
allocated in the order df;, t,4, t,, andty. Fig. 3 depicts the
result of the application of DU-RM to this task.sEte critical
instant phasing that arises from using RM pricsiten each
CPU is shown.t; andt, are successfully allocated t@. Rote
that the high-criticality WCET values for both tashre used



when determining whethdr, meets its deadlines. Neither

nort, fit on P, so they need to both be placed gn Rowever,
as analyzed in Example 1 (Section Ith will miss its deadline
when it is assigned to the same processot,awith RM

priorities. Therefore, the task set in this examjde not
schedulable with DU-RM.

i

Bl

20 25 30 35
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Figure 3. Task Set not Schedulable with DU-RM

However, ift, is assigned higher priority than (Fig. 4),

(augmented withs) is schedulable with DC-RM. The result of
the application of DC-RM is shown in Fig. 6. WittVRpriority
assignments on each CPU, the task set is scheelulabl

1. misses its deadline
T, misses its deadline

i85 225 25 30 35

(%]

Figure 5. Addition of Taskts

Example 2 demonstrates that sometimes, by simply
modifying the task ordering scheme (in this caseswitching

then we obtain the second case discussed in Exafhple from DU with Audsley's optimal priority assignmetd DC

(Section 1), leading to a feasible schedule. Tdlservation
effectively implies that
considering all possible priority assignments) wiobé able to
successfully partition the given mixed-criticaligsk set.

Now consider the addition of a new task,, with the
following parameters: J= 15, G(1) = 3, G(2) = 4.5, Is= 2.
With these parameterss's utilization function has the values
us(1) = 0.2 and &2) = 0.3. Fig. 5 shows the result of the
application of DU wherany fixed-priority assignment can be
used, i.e., when we are not constrained to use Ribtity
assignments. This scenario is effectively equivalen the
application of the DU-Audsley scheme on the augeeemask
set. Considered in the order of decreasing utiitinat ; andt 4
are allocated toPthent, andts are allocated to PWe then
consider whethetr; can be allocated, witty andt,, to P. If t4
were assigned lowest priority on, Pz would use 12 units of
time duringt,'s first period and, would use 8 units;; would
therefore receive no CPU time. We also find thatheet ; nor
t, can be assigned lowest priority. Having determittextt ,
cannot be allocated to,,Pwe consider next whether it can be

with simple RM priority assignment), one can susbdb/

the DU-Audsley scheme (by partition mixed-criticality task sets. This lassuét may raise

the question of whether ordering tasks accordingriticality

before partitioning is always preferable to ordgraccording
to task utilization (i.e. the question of whethe€ @dominates
DU). However, the answer is negative, as showrhe rtext
example.

u
(=]
-

Figure 6. Task Set Schedulable with DC-RM

Example 3:Consider the task set given in Table Il. Again,
assume the tasks are partitioned using the Fits{dHr)
scheme.

allocated, witht, andts, to B. None of these three tasks meets

its deadlines if assigned lowest priority. For egéanas shown TABLE II. TASK SET SCHEDULABLE BY DU-RM BUT NOT DC-AUDSLEY
in Fig. 5,t; misses its deadline if assigned lowest prioritye T Ca v vl > »
have therefore determined that the task set issdo¢dulable [ 20 14'( ) 2(2( ) ;’é ) 'Gu( ) 5
with DU under any fixed-priority assignment, whighplies [, 30 24 32 3 2 2
that DU-Audsley would fail to obtain a feasible {itaoning. ts 120 66 72 55 5 1
: CL : : ; : ts 400 180 200 .45 5 1
P, T, 2 T | G|
v ' f The tasks are listed in the order in which they ldoe
Prlw T w T60 w 061 w [§ [ w | T3 allocated by the Decreasing-Criticality (DC) heticisWe first

t

o] 5 10 125 165 3¢ 25 30 35 40 45 50

Figure 4. Task Set becomes Schedulable with Change in Femon R

consider whether they are schedulable by DC-Auds$tegther
words, while processing tasks according to deangasi
criticality, we will try all possible priority asgnments on each
CPU in an attempt to find at least one feasibleitim. As

Now consider ordering these five tasks according tShOWn in Fig.7, tasks andt, are successfully allocated tg, P

decreasing criticalitywith ties broken according to decreasing
nominal utilization), giving the processing ordétt g t,, ts, ty,
andt; for the First-Fit technique. Further, assume tinepke
priority assignment RM on each CPU, vyielding theegnated
scheme DC-RM. We consider whether the example sask

with t; assigned the higher prioritys cannot be allocated, with
t; andt,, to B. One way to see this is to note that the sum of
the low-criticality utilizations of tasks,, t,, andt; is greater
than onet; is therefore allocated to,Pandt, is considered
next. Because the sum of the low-criticality utlibns of tasks
t1, t,, andt, is greater than one, it is clear thigtcannot be



allocated to P We also find that, regardless of its priority criticality levels, the criticality level of eachask was

assignment relative ty, t, cannot be assigned tg. Hhe case

determined randomly between 1 akd In simulation studies

in which t, is assigned the lower priority is shown in Fig. 7.for traditional, single-criticality systems, thead index is often

We therefore conclude that the task set is notckdhble by
DC-Audsley.

Figure 7. Task Set is not Schedulable by DC-Audsley

Figure 8. Task Set is Schedulable by DU-RM

Now consider whether the same task set is schaduifa
the tasks are processed according to their utdzatalues, i.e.,
using the DU heuristic. Furthermore, assume theplsirRM
priority policy is adopted on each CPU — in otheordas,
assume we do not try all possible priority assigmsieThe
order in which these tasks are considered for afion by DU
is ty, ta, t4, andt,. As shown in Fig. 8, taskis, andts; are
successfully allocated to; Rvith RM priority assignmentg.,
cannot be allocated to; ith RM priority assignments and is
therefore allocated to,Pt, cannot be allocated to,,Pout as
shown in Fig. 8, it is successfully allocated tpwwhen RM
priority assignments are employed. The task se¢hésefore
schedulable by DU-RM, despite not being schedulbkl®C-
Audsley — the more sophisticated Decreasing Clitjca
ordering heuristic that tries all possible priortysignments on
each CPU. Given these exampleg can offer the following
important remark:

Remark 1: The decreasing-utilization (DU) and
decreasing-criticality (DC) partitioning heuristics are

controlled by generating a task set for a target tatilization.
For mixed-criticality systems, as each task Rastilization
levels corresponding tho criticality levels, we chose to control
the load of the system by varying the sum, denbtetl,,",
of each task's utilization at the highest critigalével. In other
words, U,"* =S u(k). For a given " value, we generated
the y(k) values (utilizations at the maximum criticaligvel)
for a task set using the UUnifast-Discard algorigmmoposed in
[8]. For a given task, once(k) was identified, the utilization
values at intermediate criticality levels were gated using a
uniform distribution between 0.4i(k) and w(k).

The minimum and maximum task periods were setdad
1000 ms, respectively. As in [8], task periods wgemerated
using a log-uniform distribution. Results were gaed for 1,
2, 4, and 8 criticality levels, and for 4 and 8 GPWBor each
U™ value, 1000 task sets were generated and the diied
of each task set was attempted with each of the fuxed-
criticality partitioning heuristics. As we consiéer 4- and 8-
CPU systems separately, we present the resultfuaston of
the normalizedU,,™, which is defined as the ratio of,J**to
the number of CPUs — in other words, it is given thg
quantity (Uy"¥Ym). We considered task sets containing 40 and
60 tasks, separately.

In Fig. 9, we present the percentage of task setsessfully
scheduled (success ratio) for task sets with 4Rstasd 4
criticality levels, scheduled upon 4 CPUs, as afion of the
load (normalized ™). We first observe that the percentage
of task sets successfully scheduled decreasesingtbasing
load for all the schemes. This is in accordancé wie existing
theory [18], which indicates that with increasingad the
likelihood of finding a feasible partition decreaseven for
single-criticality systems. However, it is intdiag to note
that even at normalized JJ* values equal to or slightly
exceeding 1 (i.e., whendJ™» m), almost all the task sets are
scheduled successfully. This is due to the fleijbjprovided
by the mixed-criticality feasibility test: Even thgh a task’s
utilization at the maximum criticality level (thabntributes to
Uot™) may be large, the specific utilization value atths
considered in the feasibility test (in other wordss effective
utilization) depends on its own criticality and the critioalit
levels of tasks that are assigrieder priority and allocated to
the same CPU. Consequently, we observe thatrircylar,

incommensurablan the sense that there exist task sets that areith 4 criticality levels and optimal priority agsiment (which

successfully scheduled by one but not the other

V. EXPERIMENTAL EVALUATION

In this section, we undertake an experimental extaln of
the four mixed-criticality partitioning heuristiceamely,DU-
RM, DU-Audsley DC-RM and DC-Audsley.In addition to
establishing the relative ordering of these schemwes a broad
spectrum of system parameters, we are interestads@ssing
the impact of choices in each dimension (i.e., tdisication vs.
priority assignmentpn overall scheduling performance.

For that purpose, a simulator was developed inJée
programming language. For a system with a maxinadirk

can be obtained through Audsley’s algorithm), thefgomance

is almost 100% even for normalizeg, ™ values around 1.2.
With increasing load, the success ratio drops,stlitremains

at or above 50% for the DC-Audsley and DU-Audslelyesnes

when the normalized §" does not exceed 1.7.

As to the relative performance of the schemespbaerve
that for a given task-ordering policy (DC or DU)ngloyed
before the partitioning phase, using Audsley's rfiyio
assignment algorithm on each CPU offers signifigant
improved performance relative to using RM priority
assignment. This is not surprising, given that Aeyls
algorithm is optimal in this setting, while RMS isot.
Moreover, the very fact that DU-Audsley outperfordS-RM



throughout the entire spectrum suggests thaselection of the
priority assignment scheme is more critical thae gelection
of the task ordering algorithm used prior to paditing.
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Figure 9. Impact of Normalized |4™ (4 CPUs, 40 Tasks)

However, for a given priority assignment scheme (BM
Audsley), we observe that ordering tasks according
criticality gives better performance than orderamggording to
utilization in this setting. Even though the of#limrdering of
tasks according to utilization is known to improve
schedulability for the general real-time partitiogi problem
[18], these results suggest that avoiding or redyciiticality
inversionsby grouping tasks according to criticality proves
more important in the average case. With DU ordgriaw-
criticality tasks are more likely to be co-alloghteith high-
criticality tasks on the same processor, and depgneh the
specific period values, a large number of critiyalhversions
may be unavoidable.

Fig. 10 presents the results for the same setdnGRUs
and 4 criticality levels), but with 60-task setstaad of 40-task
sets. The relative ordering of the schemes renthmsame,
but one notable difference is that the performanfcthe DU
schemes slightly worsens compared to the trendsiadeg. 9
with 40-task sets. This is primarily due to twoeeffs: First,
with a larger number of tasks allocated to the sammaber of
CPUs, the average number of tasks per CPU increaskthe
negative impact of each criticality inversion (whioccurs
more commonly with the DU schemes) is more pronednc
Second, the average size (utilization) of each thslreases,
and the potential benefits of ordering tasks adogrdo
utilization become less important for feasibilify8].

The plots in Fig. 11 and Fig 12. were generated it

same parameter settings used for Fig. 9 and Fig. 1@ormalized W™ level (of 2)

respectively, except that the number of CPUs waseased
from 4 to 8. Because the number of tasks per set hedd
constant (at 40 and 60), this increase in the nurmb&€PUs
results in a decrease in the average number of {@sk CPU.
Consequently, criticality inversions have less inotpa terms
of an increase in effective utilization. In fakipking at Fig.
11, we notice that the DU schemes now perform asl g,

and in factslightly betterthan the corresponding DC schemes

when the number of tasks per CPU is smallest. Wigtight
increase in the number of tasks per CPU, as se€ig.iri2, the
DC schemes start to outperform the DU schemesa(fgiven
load and priority assignment policy). Consequentlg can
state thatvith an increase in the number of tasks per CPU,
reduction in the number of criticality inversionsraugh a

decreasing-criticality (DC) ordering becomes monepbrtant

for the improvement of schedulabilitp. fact, when this ratio is
lower than a certain threshold, the DU schemesoparfas

good as the corresponding DC schemes.
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Figure 10.Impact of Normalized ™ (4 CPUs, 60 Tasks)

In our analysis so far, we have assumed 4 critjcldivels.
Next, we analyze the impact of varying the numbér
criticality levels. In Fig. 13, results are plottéor the four
schemes as a function of the number of criticdétyels, with
task sets with 40 tasks each scheduled on 4 CRidswih a
normalized W™ value set to 2 ("™ = 2*4 = 8) . Recall
that individual task utilizations, for a givengJ* value, are
generated by considering the number of distincticetity
levels, k. Task utilizations at the maximum criticality lé\ae
chosen such that their sum is equal tg™® — in this case
equal to 8, and task utilization values at interiagdcriticality
levels are generated randomly, but such that tkeyedse with
decreasing criticality level.

As a result, when there is only one criticality dgv the
generated task sets correspond to traditional Iesitrificality)
task sets with total utilization twice the number @PUs
(Ut "™ = 8). Consequently, none of the generated taskcset
be partitioned in a feasible manner at this higdlealue (as
suggested in [18]) when there is only one crittgdkvel. But
when the number of criticality levels is increased?2, the
criticality levels of some tasks drop from the nmaxim level
(2) to 1, and this allows for the possibility thheir effective
utilizations drop in feasibility tests. This resulin non-zero
success ratios for all the schemes (and highligtis
motivation for mixed-criticality levels). With 4 iticality
levels, DC-Audsley is able to schedule 35% of tektsets,
followed next in performance by DU-Audsley. Atghhigh
the schemes using the RM
priority assignment can schedule only 5-10% oftésk sets.

Results are plotted in Fig. 14 for the same pararsets
Fig. 13, except that task sets are scheduled oR8sCGather
than 4. Normalized ™ is still 2, implying that ™
2 * 8 = 16. As discussed previously, this increastae number
of CPUs, while other parameters (including norneaditl, ™)
are kept constant, results in a decrease in thébeuof tasks
per CPU as well as an increase in the averageutiigation.
Consequently, the number of criticality inversicthecreases,
the performance of all schemes improves, and meredke
performance of the DU schemes becomes comparatiattof

a{he DC schemes.
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The heuristics evaluated in these results allodagks
according to the First-Fit (FF) algorithm after erithg tasks
according to criticality or utilization. We alsoepeated
experiments to compare this choice (FF) againstrottell-
known heuristics, namely Best-Fit (BF) and Wordt{{V/F).
Specifically, we implemented versions of DU-AudsléyC-
Audsley, DU-RM, and DC-RM that use BF and WF, ad a®
FF. Providing all the plots for the resulting 12rdmnations is
unrealistic given space constraints. We therefossent, for
BF and WF, only the results for DC-Audsley and ribi the
results are fairly consistent for the other threlgesnes. Fig. 15
compares the performance of DC-Audsley when implaete
with the FF, BF, and WF allocation heuristics, fbe case
where the parameters are the same as those uded.f8. As
shown, the results from the FF and BF heuristiesagmost the
same, and the results from WF are worse than tbbtened
with FF or BF. These relative performance reswtsAF, BF,
and WF are consistent with those obtained with iticamhl
system models [18]. In Fig. 16, results are showmtlie case
in which parameters are the same as those usedigor5,
except that the number of CPUs is increased froim & As
shown, the relative performance of the three hécsisemains
the same as the number of CPUs is increased. Thes#s,
compounded with the fact that FF is simpler to enpént than
BF, suggest that it is reasonable to select Fitsts the basis
for the evaluated partitioning heuristics.

VI. RELATED WORK

In [21], Vestal proposed a model for mixed-critital
systems that explicitly takes criticality into acod. In the
same paper, the use of Audsley's Optimal Priorggignment
algorithm [2] is suggested and is applied using pheposed
mixed-criticality model as the basis for scheduigbanalysis.
Period transformation is also considered in [2(][3], using

the model proposed in [21], it is shown that EDRa$ optimal
for the scheduling of mixed-criticality task sefBhere are
mixed-criticality task sets that are not schedddly EDF, but
that are schedulable if job-level, dynamic priestiare used.
Also, EDF and RM are incomparable — there are mixed
criticality task sets schedulable by EDF but not,Rivid there
are others that are schedulable by RM but not by.E®
hybrid scheduling approach is proposed in [5] thaminates
both EDF and RM. The model proposed in [21] is ergd
further in [3] and is considered in the contexteftification of
mixed-criticality systems in [4], [14], and [15].
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Figure 14.Impact of the Number of Criticality Levels (8 CPUs)

Another approach to the modeling of mixed-critigali
systems and the uniprocessor scheduling of sudersgsis
offered in [20], in which each task is assigned animal
WCET and an overload WCET. A key tenet of the masléhe
guarantee that a task can execute for the durafoits
overload budget (i.e., overload WCET) provided thnat
higher-criticality task exceeds its nominal WCETheTmodel
proposed in [20] is explored further in [12]. Theheduling of
mixed-criticality task sets on multiple CPUs is simiered in
[13] using the uniprocessor scheduling algorithrappised in
[20], which requires the offline calculation of tpeslack"
instants, and an online component that changesks taode at
its zero-slack instant. In contrast, we apply tiadal, fixed-
priority uniprocessor scheduling, but with schedility
analysis performed using the model proposed byaVas{21],
and our focus is the assessment of variation ititipaiing and
priority assignment approaches in terms of theipant on
schedulability in a mixed-criticality setting. Midecriticality,
multiprocessor scheduling is also considered in, [Yhich
extends the work presented in [1]. These papefsogea two-
level, hierarchical scheduling framework that makes of
container tasks, with a different type of contaitesk applied
to the scheduling of tasks at each criticality lev@ur focus



differs in that we explore variation in task alldoa and fixed-
priority assignment in the mixed-criticality setiin
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Figure 16.Comparison of Partitioning Heuristics (8 CPUs)

VII. CONCLUSIONS

In this paper, we investigated fixed-priority, p@ohing-
based approaches to the multiprocessor schedufimgixed-
criticality task sets, and assessed the relatiitance of the
two primary dimensions of the problem - task alt@ra and
priority assignment. We have identified four muitipessor
scheduling algorithms that result from choices madéhese
two dimensions. For task-allocation, tasks are rede
according to utilization (DU) or criticality (DC) dfore
application of a partitioning heuristic such asskFit. For
priority assignment on each processor, we congidéhe
simple RM priority assignment, as well as the optipriority
assignment that can be obtained through Audsldgarithm
[2]. We established that the DC and DU task ordgrin
heuristics are incommensurable in the sense thet #ire tasks
sets that can be scheduled by one, but not ther.oGwr
experimental results suggest that in general, usindsley’'s
priority assignment algorithm offers a significaatvantage
over RM assignment. We observed that typically fi@€forms
better than DU, but that the difference decreasébh &
decrease in the number of tasks per CPU.

REFERENCES

[1] J.H. Anderson, S.K. Baruah, B.B. Brandenburg. "Muole operating-
system support for mixed criticality," Proceedirafsthe Workshop on
Mixed Criticality: Roadmap to Evolving UAV Certifition, April 2009.

(4]

(10]

(11]

(12]

(23]

(14]

(18]

[16]

(17]

(18]

(19]

(20]

(21]

N.C. Audsley. "Optimal priority assignment and fbdiy of static
priority tasks with arbitrary start times," Techaic Report, The
University of York, England, November 1991.

S. Baruah, V. Bonifaci, G. D'Angelo, H. Li, A. Méretti-Spaccamela,
N. Megow, L. Stougie. "Scheduling Real-Time MixedtiCality Jobs,"
Proceedings of the 35th International Symposium,thiglaatical
Foundations of Computer Science, pp. 90-101, 2010.

S. Baruah, H. Li, L. Stougie. "Towards the desidrcertifiable mixed-
criticality systems," Proceedings of the 16th IEReal-Time and
Embedded Technology and Applications Symposium, 13322, April
2010.

S. Baruah, S. Vestal. "Schedulability analysis pbradic tasks with
multiple criticality specifications," Proceeding$ the 20th Euromicro
Conference on Real-Time Systems, pp. 147-155, 2008.

E. Bini, G. Buttazzo. "Measuring the performance schedulability
tests," Real-Time Systems, vol. 30, pp. 129-154y RROS5.

G.C. Buttazzo. Hard Real-Time Computing Systemd, éth New York,
NY: Springer, 2005.

R.l. Davis, A. Burns. "Priority assignment for gidtfixed priority pre-
emptive scheduling in multiprocessor real-time asys," Proceedings of
the 30th IEEE Real-Time Systems Symposium, pp.&8®8-December
2009.

R.l. Davis, A. Burns. "A survey of hard real-timeheduling algorithms
and schedulability analysis techniques for muliiessor systems,"
Technical Report YCS-2009-443, Department of Compicience,
University of York, 2009.

S.K. Dhall, C.L. Liu. "On a real-time schedulingoptem," Operations
Research, vol. 26, no. 1, pp. 127-140, Februarg197

M.R. Garey, D.S. Johnson. Computers and Intradgbl Guide to the
Theory of NP-Completeness. New York, NY: W.H. Freemand
Company, 1979.

K. Lakshmanan, D. de Niz, R. Rajkumar. "Mixed-cdtity task
synchronization in zero-slack scheduling," Procegsliof the 17th IEEE
Real-Time and Embedded Technology and ApplicatiSgmposium,
pp. 47-56, April 2011.

K. Lakshmanan, D. de Niz, R. Rajkumar, G. Moren&esource
allocation in distributed mixed-criticality cybehpsical systems,"
Proceedings of the 30th IEEE International Confegean Distributed
Computing Systems, pp. 169-178, June 2010.

H. Li, S. Baruah. "An algorithm for scheduling diable mixed-
criticality sporadic task systems," Proceedinggshef 31st IEEE Real-
Time Systems Symposium, pp. 183-192, December 2010.

H. Li, S. Baruah. "Load-based schedulability analysf certifiable
mixed-criticality systems," Proceedings of the 18BM International
Conference on Embedded Software, pp. 99-107, 2010.

C.L. Liu, J.W. Layland. "Scheduling algorithms fawltiprogramming
in a hard-real-time environment," Journal of theM\Gvol. 20, no. 1, pp.
46-61, January 1973.

J.W.S Liu. Real-Time Systems. Upper Saddle River, Rentice Hall,
2000.

J. M. Lopez, M. Garcia, J. L. Diaz, D. F. Garcillifization bounds for
Multiprocessor Rate-Monotonic Systems”, Real-Tinyst&ms, vol. 24,
pp. 5 — 28, January 2003.

M.S. Mollison, J.P. Erickson, J.H. Anderson, S.Kar@ah, J.A.
Scoredos. "Mixed-Criticality Real-Time Schedulingr f Multicore
Systems," Proceedings of the 10th IEEE Internati@mnference on
Computer and Information Technology, pp. 1864-1&01,0.

D. de Niz, K. Lakshmanan, R. Rajkumar. "On the dafieg of Mixed-
Criticality Real-Time Task Sets," Proceedings of 80th IEEE Real-
Time Systems Symposium, pp. 291-300, December 2009.

S. Vestal. "Preemptive scheduling of multi-critiga systems with

varying degrees of execution time assurance," erbogs of the 28th
IEEE International Real-Time Systems Symposium 239-243, 2007.



