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Abstract
Semantic models of the environment can significantly improve navigation and decision making capabilities of autonomous
robots or enhance level of human and robot interaction. We present a novel approach for semantic segmentation of
street scene images into coherent regions, while simultaneously categorizing each region as one of the predefined cat-
egories representing commonly encountered object and background classes. We formulate the segmentation on small
blob-based superpixels and exploit a visual vocabulary tree as an intermediate image representation. The main novelty of
our approach is the introduction of an explicit model of spatial co-occurrence of visual words associated with superpixels
and utilization of appearance, geometry and contextual cues in a probabilistic framework. We demonstrate how individual
cues contribute towards global segmentation accuracy and how their combination yields superior performance compared
with the best known method on the challenging benchmark dataset which exhibits diversity of street scenes with varying
viewpoints, a large number of categories, captured in daylight and dusk.

Keywords
Semantic mapping, navigation, recognition, segmentation

1. Introduction

Recent trends in mapping, object detection and environment
understanding suggest various enhancements of environ-
ment models. In many instances it has been demonstrated
that visual sensing is a feasible alternative to previously
dominant approaches based on laser range data. Existing
models acquired by means of visual sensing include differ-
ent features, such as a sparse set of point features (Kono-
lige et al. 2009) or line segments (Chandraker et al. 2009)
acquired by monocular (Davison et al. 2007) or binocular
systems (Se et al. 2002). While maps composed of dense
or sparse cloud of points are often suitable for accurate
localization, they are often insufficient for more advanced
planning and reasoning tasks. In addition to commonly used
metric, topologic and hybrid models, several recent efforts
have been made to learn semantic maps. In previous work,
the semantic labels were either associated with individual
locations (Stachniss et al. 2005), such as kitchen, corridor,
printer room or individual image regions as in Posner et al.
(2008a). In a majority of the approaches the features used
to infer different semantic categories were derived from
both 3D range data and photometric cues. In the case of
images only, once the elementary regions are determined
the final semantic labeling problem is typically formulated

as maximum a posteriori probability (MAP) assignment of
labels to image regions in the Markov random field (MRF)
framework (Xiao and Quan 2009; Ladicky et al. 2010).
The commonly encountered labels include road, building,
pedestrians, sky, and trees.

The goal of this work is to obtain semantic segmenta-
tion of street scenes into coherent regions, while simulta-
neously categorizing each region as one of the predefined
categories representing commonly encountered object and
background classes. Semantic segmentation has been par-
ticularly active in recent years, due to the development of
methods for integration of object detection techniques, with
various contextual cues and top-down information. Despite
notable progress in this area, challenges remain, when large
number of classes occurs simultaneously, objects vary dra-
matically in size and shape, often comprising a small num-
ber of pixels, and the scene varies in viewpoint. In this work
we focus on the semantic segmentation of street scenes,
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Fig. 1. Semantic segmentation of a street sequence. Left: An input image with ground-truth inset. Right: Output of the proposed
method.

which pose all of the difficult characteristics mentioned
above.

Recent developments in large-scale modeling of cities
and urban areas has predominantly focused on the creation
of 3D models. Attempts to detect objects in the images
of urban areas mainly focused on cars, pedestrians, faces,
car plates, and used standard window based object detec-
tor pipelines. In this paper we present a novel approach for
semantic labeling of street scenes, with a goal of automat-
ically annotating different regions by labels of commonly
encountered object and background categories (see Figure
1). The work presented here naturally extends multi-class
segmentation methods, where one seeks to simultaneously
segment and associate semantic labels with individual pix-
els. It is also closely related to approaches for scene under-
standing, where one aims at integration of local, global and
contextual information across image regions of varying size
to facilitate better object recognition.

The main contribution of our approach is in (i) use
of flexible model for representation and segmentation of
object and background categories, (ii) a novel represen-
tation of local contextual information using spatial co-
occurrence of visual words, and (iii) use of an image seg-
mentation into small superpixels for selection of locations
where the descriptors are computed. These ingredients are
integrated in a probabilistic framework yielding a second-
order MRF, where the final labeling is obtained as a MAP
solution of the labels given an image. We show how the
effort to capture the local spatial context of visual words
is of fundamental importance. The spatial relationships
between visual words have been exploited in the past by
Sivic et al. (2005), where a vocabulary of pairs of spatially
co-occurring words has been used for object discovery in
the pLSA framework. Explicit spatial relationships in terms
of orientations and distances were also considered in the
context of image based retrieval by Zhang et al. (2011). In
a more recent work of Rohan and Newman (2010) the dis-
tribution over visual words and their pairwise distances was
modeled explicitly with the aid of 3D range data and used
for topological mapping. The main difference in our set-
ting is that we model the spatial co-occurrences of visual

words conditioned on the class labels. This provides inter-
esting insights into part-based representations as frequently
co-occurring visual words are often discriminative parts for
individual semantic categories, while other generic visual
words are shared among categories.

The street scenes are particularly challenging and of
interest to a variety of applications which strive to asso-
ciate meta-data with the street scene imagery. We show a
substantial gain in the global segmentation accuracy com-
pared to the best known method on the street benchmark
dataset.

1.1. Related work

In recent years there have been a large number of related
works both from the computer vision and robotics commu-
nities. Our work is related to several efforts in multi-class
segmentation, visual representations of object and back-
ground categories, context modeling for scene analysis and
semantic mapping in robotics.

In computer vision the existing work on semantic multi-
class segmentation typically differs in the choice of elemen-
tary regions for which the labels are sought, the types of
features which are used to characterize them, and means of
integrating the spatial information. We next elaborate on
all of these aspects and point out the differences between
previous work and the approach presented here.

In previous works (Berg et al. 2007; Rabinovich et al.
2007; Gould et al. 2008; Kohli et al. 2008), the authors
used larger windows or superpixels, which are character-
ized by specific features such as color, texture moments
or histograms, dominant orientations, shape etc., where
the likelihood of observations is typically obtained in a
discriminative setting. Another direction is to use highly
discriminative features defined on sampled isolated pixels
in associated windows, obtained by training randomized
trees (Lepetit and Fua 2006; Shotton et al. 2008).

We instead choose as features the SIFT descriptors (Lowe
2004) augmented with color information. These features
are computed at centers of small blob-based superpix-
els, which are obtained by watershed segmentation on
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Fig. 2. Class–class co-occurrence matrices with example images for the 11-class CamVid and 21-class MSRC21 dataset. Rows and
columns of the matrices correspond to class labels and the numbers stand for class–class co-occurrence frequency in the datasets. White
color stands for zero occurrence. Note the sparsity of the matrix for the MSRC dataset, meaning that usually only 2–5 objects are present
in the image while in the CamVid usually all 11 objects appear simultaneously.

Laplacian of Gaussian (LoG) interest points as seeds. The
descriptors are then organized hierarchically in a vocabu-
lary tree. The choice of this generative model enables us to
benefit from the extensive body of work (Sivic and Zisser-
man 2003; Lowe 2004; Philbin et al. 2007) on invariance
properties, quantization, and retrieval utilizing large visual
vocabularies to further improve efficiency and scalability of
the method.

While the scale-invariant feature transform (SIFT)
features have been used previously in the context of
semantic labeling, object detection and segmentation, their
information was either integrated over large superpixels
(Rabinovich et al. 2007) or large rectangular regions over
a regular point grid (Fulkerson et al. 2008). Integration of
the descriptors over large spatial regions has been shown
to improve performance on the Graz-2, MSRC21 and
PASCAL datasets, where the superpixels were represented
by histogram of signatures of SIFT descriptors. The images
in these data sets mostly have a small number (2–5)
of object/background classes in the image and there is
typically one object in the center, which takes a dominant
portion of the image (see Figure 2). In the presence of a
larger number of smaller objects, the approach of Fulkerson
et al. (2008) is not suitable and the strategy of Rabinovich
et al. (2007) critically depends on the initial segmentation as
its success relies on superpixels having boundaries aligned
with the object/background. This is very challenging in
street scenes, due to the presence of large numbers of small
and narrow structures, such as column poles, signs etc.

Finally, several means of integrating spatial relationships
between elementary regions have been proposed in the past,
such as correlograms (Savarese et al. 2006), texture layout
filters (Shotton et al. 2009), conditional random fields
(CRFs) with relative location prior (Gould et al. 2008),
enforcing full CRF connectivity between large superpixels
(Rabinovich et al. 2007), enforcing object appearance and
position in a probabilistic graphical model (Russell et al.
2005), initial scene alignment by global image features Rus-
sell et al. (2007), or utilization of higher-order potentials
(Kohli et al. 2008). The higher-order potentials, motivated
by overcoming the smoothing properties of the CRFs with
pairwise potentials, have been used to integrate results
from multiple segmentations, to obtain crisper boundaries,

and to improve the error due to an incorrect initial segmen-
tation. The majority of approaches for exploiting spatial
relationships use either class co-occurrence information
between regions (Rabinovich et al. 2007; Gould et al. 2008)
or use large spatial support from neighboring regions as
additional evidence for the region label (Savarese et al.
2006; Shotton et al. 2009). These approaches for capturing
global contextual information about spatial co-occurrence
of different class labels are meaningful when the number
of classes per image and the change of the viewpoint are
relatively small as in the MSRC21 dataset. There, the
cars/cows typically appear next to road/grass and below
the sky. In the street scenes with larger number of object
categories and larger changes in viewpoint, these types of
contextual relationships are no longer so persistent. For
example, cars can appear next to the sky, a building, a tree,
another car, a pedestrian, all simultaneously at different
locations in the images and they are often of very small
size. That also makes the location prior (Gould et al. 2008)
less feasible. This can be seen in Figure 2, where the spatial
class co-occurrences of the two datasets are compared. It
has also been demonstrated (Brostow et al. 2008) that the
performance of the TextonBoost (Shotton et al. 2009) on
the CamVid street dataset drops by 6% compared with the
MSRC21 dataset. This indicates that the considered class
of street scenes deserves special attention. In our approach,
instead of modeling co-occurrences or spatial locations
of class labels, we exploit spatial co-occurrences between
visual words of neighboring superpixels.

The approaches pursued in the robotics community typi-
cally focus on a restricted number of image categories and
in many instances use range data as the sole or additional
source of measurements. Martínez-Mozos et al. (2007) used
2D laser data and classified indoor scenes into semantic
classes. In outdoor environments Douillard et al. (2011)
computed geometric and visual features from laser scan
returns and used them to classify objects in the environ-
ment into semantic categories such as car, people, and grass.
Posner et al. (2007) performed semantic annotation of data
by computing a SVM classifier over 3D laser and camera
data and extended their strategy in Posner et al. (2008a)
by adopting a two-stage approach where they first com-
pute a bag-of-words classifier over the features and then
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incorporated contextual information via a MRF. In a more
recent work (Posner et al. 2008b) extended the FAB-MAP
framework (Cummins and Newman 2008) initially pro-
posed for location recognition and loop closure, to tackle
the semantic labeling problem in urban environments. The
appearance of the environment is captured by a visual
vocabulary of quantized color and texture features. The
generative model is obtained from learning the dependen-
cies of the visual words in the vocabulary and approximat-
ing the entire joint distribution using the Chow–Liu tree
model. The starting point of the method are elementary
regions obtained by color segmentation using the approach
of Felzenszwalb and Huttenlocher (2004), which are fur-
ther merged using plane normal information obtained from
range measurements. Posner et al. (2008b) focused on
recognizing different categories of ground cover, building
types and cars. For these categories the initial segmentation
using color and 3D laser data is typically satisfactory. This
approach is similar to ours in terms of using vocabularies
of visual words for capturing the appearance of the scene.
However, the approaches to initial segmentation as well as
issues of modeling the co-occurrence relationships differ. A
more detailed discussion can be found in Section 2.2.

2. Semantic segmentation

2.1. Problem statement

The problem of semantic segmentation is to simultane-
ously segment images into coherent regions, and categorize
each region as one of the predefined categories representing
object and background classes.

The problem of image segmentation entails partition-
ing of an image into coherent regions has been of interest
to the computer vision community for decades. The com-
monly used low-level notions of coherency are motivated by
works in perceptual grouping and use visual cues of bright-
ness, color, texture, or motion. Two representative examples
of bottom-up segmentation techniques are Shi and Malik
(2000) and Felzenszwalb and Huttenlocher (2004). Natu-
rally if one could attain a correct bottom-up segmentation of
an image into regions, this could be followed by a classifi-
cation stage, where confidences of desired classes are com-
puted using existing pattern recognition techniques. Despite
the fact that the notion of a correct bottom-up segmentation
is highly subjective, several criteria have been devised to
quantify the quality of the resulting segmentation by com-
paring it with segmentations generated by humans (Martin
et al. 2004).

In contrast to bottom-up segmentation, the problem of
semantic segmentation has at its disposal the informa-
tion about the labels of image regions, which provide the
needed top-down prior knowledge of what is expected in
the image. The basic ingredients of the semantic segmen-
tation approaches are (1) choice of elementary regions; (2)
choice of features/statistics characterizing the regions; (3)
probabilistic model for computing likelihoods for selected

classes; (3) model for capturing the spatial relationships;
(4) form of the objective function; and (5) the final infer-
ence algorithm. Depending on the types of categories one
wants to recognize and segment, the choice of elementary
regions is critical. One option is to formulate the seman-
tic segmentation problem directly on pixels. To reduce the
complexity of the final inference algorithm and to obtain
meaningful regions for computation of local statistics (fea-
tures), many approaches start with an oversegmentation of
the image into superpixels. Towards this end, the approach
of Shi and Malik (2000) has been adapted by Mori (2005)
to yield regions of approximately the same size, where the
number of regions is a parameter, see Figure 3(c). The main
drawback of the method is that it is computationally quite
expensive. The approach of Felzenszwalb and Huttenlocher
(2004) generates superpixels of irregular shapes and dif-
ferent sizes and also takes as a parameter an approximate
number of initial regions. Owing to the difficulty of setting
this parameter, several approaches used multiple segmen-
tations, which were later reconciled in the final inference
stage (Ladicky et al. 2010). This strategy requires more
complex inference methods. Figure 3(a) and (b) shows the
superpixels obtained with different parameters settings.

We formulate the semantic segmentation on an image
over segmented into a disjoint set of small superpixels. Our
elementary regions are computed by watershed segmenta-
tion on LoG interest points as seeds and can be seen in
Figure 3(d). LoG interest points are selected as extrema of
a four-level LoG pyramid described in more detail in Lowe
(2004). This method of seed selection places interest points
densely yielding small regions when followed by watershed
segmentation. These elementary regions typically do not
straddle boundaries between different classes and naturally
contain semantically meaningful object or scene primi-
tives. Furthermore, they dramatically reduce computational
complexity of an MRF inference.

The output of the semantic segmentation is a labeling
vector L = ( l1, l2, . . . lS)� with hidden variables assigning
each superpixel i a unique label, li ∈ {1, 2, . . . , L}, where L
and S is the total number of the labels/classes and super-
pixels, respectively. The posterior probability of a label-
ing L given the observed appearance and geometry feature
vectors

A = [a1, a2, . . . , aS] and G = [g1, g2, . . . , gS]

for each superpixel can be expressed as

P( L|A,G) = P(A,G|L) P( L)

P(A,G)
. (1)

The appearance features in our case are SIFT descriptors
computed at the centers of small superpixels and augmented
by the color mean computed over each channel of Lab color
space; hence a ∈ �131. In order to gain a better discrim-
inability, we do not enforce rotational invariance of the
SIFT descriptors. We estimate the labeling L as a MAP,

argmax
L

P( L|A,G) = argmax
L

P( A|L) P(G|L) P( L). (2)
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Fig. 3. Unsupervised initial segmentation using different methods: color based segmentation using (Felzenszwalb and Huttenlocher
2004) with initial settings of (a) k = 200 and (b) k = 600 superpixels; (c) superpixels obtained using the normalized cut algorithm (Shi
and Malik 2000); (d) the proposed method.

We assume independence between the appearance and
geometry features factorizing the likelihood into two parts,
the appearance P(A|L) and geometry P(G|L) likelihood.
All terms, the observation likelihoods and joint prior, are
described in the following sections.

2.2. Appearance likelihood

In order to compute the appearance likelihood of the entire
image, we need to account for all appearance features and
their dependencies. The observation appearance likelihood
P(A|L) can be expressed using a chain rule as

P(a1|l1) P(a2|a1, l1, l2) . . . P(aS|a1, a2, . . . , aS−1, L) . (3)

However, learning or just setting of the high-order condi-
tional dependencies is intractable. A commonly utilized and
also the simplest approximation is to make a naive Bayes
assumption, yielding

P(A|L) ≈
S∏

i=1

P( ai|li). (4)

Such an approximation assumes independence between
appearance features (SIFT descriptor and the color mean)
of the superpixels given their labels. This assumption may
be partially overcome by a proper design of the smoothness
term P( L) capturing the class co-occurrence prior.

Alternative strategy, investigated in the past when evalu-
ating P( ai|li), is to gather measurements from superpixels
farther from the investigated one. An example is a rela-
tive location prior (Gould et al. 2008) used in a CRF-based
framework where each superpixel gets votes from all of the
remaining ones. Another example are spatial layout filters
capturing texton co-occurrence (Shotton et al. 2009). Cum-
mins and Newman (2008) explicitly modeled the depen-
dencies between the quantized appearance features which
co-occur in the image, by treating them as discrete random
variables. The full joint distribution is effectively approxi-
mated using a Chow–Liu tree. Similarly to Cummins and
Newman (2008) we exploit quantization of the appearance
features in order to strike a good balance between tractabil-
ity and fidelity of the dependencies between appearance
features. We choose the vocabulary tree approach of Nistér
and Stewénius (2006) to obtain hierarchical quantization
of the appearance features. This yields a visual vocabulary
with |V | words and we can associate with each descriptor ai

an index corresponding to the nearest visual word from the
vocabulary. Hence, in the subsequent discussion we approx-
imate the matrix A by the vector of scalar indexes V =
(v1, v2, . . . , vS)�. Details of the vocabulary tree construction
are described in Section 3.2.

Quantization of the space of descriptors by k-means
along with a tree-based approximation of the distribu-
tion using the Chow–Liu dependence tree was used by
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Cummins and Newman (2008) and Posner et al. (2008b).
The tree approximates a discrete distribution by the closest
tree-structured Bayesian network and is obtained as a max-
imum spanning tree on a fully connected graph with visual
words as vertices and mutual co-occurrence gathered from
a training set as edge weights. With this type of approx-
imation, the appearance observation likelihood would
read as

P( V|L) ≈ P( Z|L) = P( zr|lr)
V∏

i=2

P( zi|zpi , li, lpi ), (5)

where Z = ( z1, . . . , zV )� is a vector of binary variables indi-
cating the presence or the absence of the ith word of the
vocabulary, zr is a root, zpi is a parent of zi in the Chow–
Liu tree, and V is the total number of visual words. This
strategy watches whether: ‘When a particular visual word
is observed, is the most likely word from the learned tree
observed too?’. It has been shown by Cummins and New-
man (2008), in connection with the location recognition
problem, that such an approximation yields substantially
better results than the naive Bayes. In their setting they
do not perform any image segmentation and gather co-
occurrences between visual words which appear simultane-
ously in the image without considering spatial relationships.
In the follow-up work of Posner et al. (2008b) the proba-
bilistic model was extended to incorporate class label vari-
ables. The Chow–Liu tree has been learned from unlabeled
examples across all classes and the class-specific models
were then derived from this global occurrence information.

Since the Chow–Liu tree is obtained as a maximum
weight spanning tree, direct correlations which are likely
to be retained are those between frequently co-occurring
visual words, regardless of what class they come from.
This approximation affects unfavorably the dependencies
which occur less frequently at the global level, but which
are very specific for an infrequently occurring class labels.
In our dataset the number labelled examples of some object
categories is very small compared with non-object cate-
gories; e.g. 0.3% bicyclist, 1.04% column pole, 0.17% sign
symbol, 0.56% pedestrian versus 18.04% for sky, 20.79%
building, and 25.98% road.

To capture better label-dependent spatial relationships,
we propose a new way of representing the likelihood as

P( V|L) ≈
S∏

i=1

P( vi|Bi, li), (6)

where Bi is a subset of most likely visual words associ-
ated with superpixels from a 2-depth neighborhood which
appear together with the superpixel i. The 2-depth neigh-
borhood of a superpixel i contains superpixels which are its
direct neighbors and superpixels which are neighbors of the
direct neighbors. Two superpixels are said to be neighbors
if they share at least one pixel in an 8-point neighborhood
connectivity.

Fig. 4. Superpixel neighborhood for learning spatial
co-occurrence.

We learn for each class label in the training stage a prob-
ability of co-occurrence of different visual words, which are
encountered in the same spatial neighborhood. The details
of this stage are given in Section 2.4. An example of a super-
pixel neighborhood used for learning spatial visual word
co-occurrence is shown in Figure 4. The conditional prob-
ability P( vi|Bi, li) is set as an average of the conditional
probability distributions (CPDs) P( vi|li) of the investigated
superpixel i and its most likely class neighbors from Bi,

P( vi|Bi, li) = 1

|Bi| + 1

(
P( vi|li) +

∑
j∈Bi

P( vj|li)
)

, (7)

where the CPDs P( vi|li) are learned for each leaf of the
vocabulary tree in the training stage. The visual words
which contribute to the likelihood are those with a high
spatial co-occurrence probability

P( vj|vi, li, li = lj)

which is also learned in the training stage. This process is
described in more detail in Section 3.2. Owing to the fact
that we model co-occurrences between all pairs of visual
words vj and vj at a higher level of the vocabulary tree,
and due to their sparsity, we can retain all pairwise rela-
tionships between visual words. If one models the global
co-occurrences at the level of an entire image as in the
case of Chow–Liu tree approximation, the relationships
between less frequently co-occurring visual words get lost
in the approximation. The most likely encountered spatial
co-occurrences for object categories in our dataset can be
viewed as counterparts of parts used in part-based models
(Russell et al. 2005), see Figure 5.

We show that this model with the proposed spatial co-
occurrence statistics outperforms the naive Bayes from
Equation (4). It is very important to notice that our for-
mulation takes into account spatial co-occurrence of visual
words as we collect statistics over a controlled neighbor-
hood of the superpixel. In contrast to the Chow–Liu tree
when evaluating the likelihood of a particular superpixel
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Fig. 5. Superpixel co-occurrence. When inferring superpixels in query images, shown in red and centered in the cutouts, for a given
class (car, building) the neighboring superpixels being most likely the same class are found by the learned co-occurrence matrix and
further utilized in the setting of the superpixel likelihood. The top two most likely superpixels are shown in green and blue. Note the
semantic dependency captured by the co-occurrence matrix. The last three images in each set show incorrect neighboring superpixels
coming from different class than the inferring superpixel.

we consider more superpixels, respectively visual words,
than just nodes with parent relation only, see Equation (5).
The details of computing the co-occurrence information are
given in Section 2.4.

2.3. k nearest-neighbor density estimate

In addition to estimation of the likelihood of visual fea-
tures P( vi|lj) and their dependencies using the vocabulary
tree approximation, we also explore the direct k nearest-
neighbor (kNN) density estimation, which forgoes the
quantization step and estimates the likelihood directly using
approximate k nearest-neighbor techniques. In that case the
conditional probability P( ai|Bi, li) is set as an average of the
CPDs P( ai|li) of the investigated superpixel i and its most
likely class neighbors from Bi,

P( ai|Bi, li) = 1

|Bi| + 1

(
P( ai|li) +

∑
j∈Bi

P( aj|lj)
)

, (8)

where the CPDs P( ai|li) are computed using kNN density
estimates in the following way:

Li( ai|lj) = kj

nj
(9)

where ai is the feature descriptor of the ith superpixel, kj

is the number of descriptors with the label lj in the near-
est neighbors of descriptor fi and nj is the total number of
descriptors with label lj in the training set of descriptors of
superpixels of the retrieval set’s images. To prevent division
by zero, we set nj to one if there are no descriptors with
label lj in the superpixel descriptors of the retrieval set. The
normalized likelihood score is then computed as

P( ai|lj) = Li( ai|lj)∑M
j=1 Li( ai|Lj)

(10)

where M is the total number of semantic categories. In
this setting for each superpixel descriptor of the image, its
nearest neighbors amongst the superpixel descriptors of the
images from the retrieval set are computed. For the approx-
imate nearest-neighbor search, we use kd-tree implementa-
tion provided in Vedaldi and Fulkerson (2008). The number
of nearest neighbors used was determined experimentally to
k = 25. Prior computing the kd-tree we have performed a
dimensionality reduction step by means of principal com-
ponent analysis reducing the dimension of the space of
descriptors to from �131 to �75.

2.3.1. Retrieval set computation Instead of seeking the
kNN descriptors among all of the training candidates, we
narrow down the search by considering only the candidates
from a selected retrieval set. The retrieval set is a subset of
the training set, that contains images of similar scene type
and spatial layout. We use a global gist descriptor proposed
in Oliva and Torralba (2001) for obtaining the retrieval
set, for each query. The gist descriptor is a global descrip-
tor, where statistics of different filter outputs are computed
over sub-windows. It has been shown to be effective in
holistic classifications of scenes into categories contain-
ing buildings, streets, open areas and highways and can be
used for effectively retrieving nearest neighbors from image
databases. Once the gist descriptor is computed for the
query image, a retrieval set of similar images is obtained by
computing the Euclidean distance between the gist descrip-
tor of the query and all of the training images and selecting
the 25 nearest training images.

2.4. Visual word co-occurrence matrix

The mutual spatial co-occurrence of visual words in an
image is not random but depends on the scene and objects
we observe. For example, a visual word corresponding to a
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car front light has a high probability to appear together with
a car plate or a bumper. It logically follows that when infer-
ring a class label for each superpixel, taking into account
also neighboring superpixels can resolve many ambigui-
ties. The question arises how to select the most informative
neighbors when inferring a label for a given superpixel.

Such an observation is not surprising and many authors
have proposed partial solutions. Rabinovich et al. (2007)
proposed to use large superpixels and create superpixel sig-
natures from all of the SIFT points (Lowe 2004) detected in
the superpixel. The problem is that on one side the super-
pixels must be large and contain enough SIFTs from one
object class to get a meaningful signature, on the other hand,
they must be small enough to capture small structures and
to avoid oversegmentation. Another way to compute a sig-
nature is to encompass all points in a large fixed squared
window around the point (Fulkerson et al. 2008). It is clear
that such strategy fails when most of the square pixels are
drawn from another object/class than the inferring pixel.
This happens especially for pixels on the object boundaries.

We therefore propose a different strategy, accounting for
the aforementioned drawbacks, by employing visual word
co-occurrence statistics. When computing an observation
likelihood of a particular label li of a superpixel we con-
sider only those neighbors which are most likely to appear
in the close proximity of the investigated superpixel given
a particular class. To evaluate this, we learn in the train-
ing stage the statistics of words with same labels appearing
together in some pre-defined neighborhood. This requires
ground truth labels being associated with all regions of the
training images.

We learn a visual word co-occurrence matrix Cd of a
dimension Vd × Vd × L, where Vd stands for the num-
ber of visual words at the dth depth of the vocabulary
tree and L for the number of classes (labels). Learning
the co-occurrence at a single depth is sufficient as the
information overlaps when traversing the vocabulary tree.
The depth-level selection is a trade-off between memory
requirements and distinctiveness. Going down the tree, the
matrix becomes larger and sparser; going up the tree, the
matrix loses distinctiveness. Given the depth d the matrix
Cd is constructed as follows.

1. Repeat steps 2, 3 for all training images and their
superpixels having assigned a class label.

2. Consider a superpixel i and find all of its N 2-depth
neighbors j = 1 . . . N . Push the descriptors ai and
aj down the vocabulary tree, yielding corresponding
visual words vd

i , vd
j at the depth d.

3. Increment Cd[vd
i , vd

j , li] for all j which have li = lj.
4. After building the Cd , normalize it such that each row

sums to one. Each row is then an approximation of the
probability P( vj|vi, li, li = lj).

The co-occurrence matrix Cd is employed in the evalua-
tion of Equation (7) and is used to find the set Bi of most

likely neighbors of a particular superpixel i when evalu-
ating the observation likelihood given a label li. The set
is obtained by taking the top B best candidates from the
2-depth neighborhood of superpixels j, in the sense of
highest co-occurrence probability Cd[vd

i , vd
j , li].

To demonstrate the co-occurrence dependencies,
Figure 5 shows the top B = 2 neighbors for some superpix-
els from test images corresponding to a car and a building
class. One can see a clear structural dependency of the
parts captured by the learned co-occurrence matrix. For
example, visual words corresponding to car elements such
as lights, bumpers, windows, plates, and tires are learned
to appear together. The same is observed for the building
class and dependencies between facade elements, window
inner structures, and roof shapes. In all our experiments
we computed the visual word co-occurrence matrix at one
before the last depth level d of the tree with 1,000 leaves,
thus Vd = 1,000. We experimented with one higher and
one lower level, however, both returned worse results.

2.5. Geometry likelihood

Since we are interested in the sequences we can gain from
additional information than just appearance. Similarly to
Brostow et al. (2008) we propose to employ 3D information
to improve the recognition accuracy. We use well-developed
Structure from Motion (SfM) estimation techniques to esti-
mate the motion between the views and reconstruct a sparse
set of 3D points which can be tracked between consecutive
frames. We adopted one most discriminative feature from
Brostow et al. (2008), the height of reconstructed 3D points
above a camera center, to show the benefit of 3D geometric
information.

Let us assume that we know 3D positions of some image
points expressed in a common coordinate system along the
sequence and that we can compute the height of these points
above the camera center. Since 3D information is recov-
ered at a sparse set of points, each superpixel has a binary
geometry observation variable o, indicating whether there
was any point projected in the superpixel. The geometry
likelihood reads as

P(G|L) =
S∏

i=1

P( gi|li, oi), (11)

where P( g|l, o = 1) is learned from the training set from
reconstructed 3D points with known labels. The probabil-
ity distribution is estimated as a normalized histogram on
3D point heights for each class l separately utilizing Parzen
windows with the Gaussian kernel. If there are more recon-
structed points in the superpixel, we consider the average
height ḡi of all of the points and evaluate P( ḡi|li, oi). If
there are no reconstructed 3D points in the superpixel, indi-
cated by o = 0, then P( gi|l, o = 0) is set to uniform prior
1/L for all l. An example of tracked features used for the
computation of geometry likelihood P(G|L) can be seen in
Figure 6.
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Fig. 6. Tracked features used for the computation of P(G|L).

2.6. Joint prior

The joint prior measures compatibility between neighbor-
ing superpixels. In the past, several choices of this term
have been made, the simplest being the Ising prior where
difference between labels is penalized, all the way to more
complex priors whose parameters are learned in the CRF
setting (Gould et al. 2008). In our case we choose simple
data driven prior based on color differences. This is similar
to the contrast driven prior used in Blake et al. (2004).

The joint prior P( L), or the smoothness term, is approx-
imated by pairwise potentials as

P( L) ≈ exp
( ∑

(i,j)∈E
g( i, j)

)
, (12)

where the pairwise affinity function g is defined as

g( i, j) =
{

1 − e, if and only if li = lj,

δ + e, otherwise,
(13)

with e = exp(−‖ci − cj‖2/2σ 2), where ci and cj are 3-
element vectors of mean colors expressed in the Lab color
space for the ith and jth superpixel, respectively, and σ is
a parameter set to 0.1. The set E contains all neighboring
superpixel pairs.

The smoothness term is a combination of the Potts model
penalizing different pairwise labels by the parameter δ and
a color similarity-based term. The aim is on the one hand
to keep the same labels for neighboring superpixels, and on
the other, to penalize the same labels if they have differ-
ent colors. This term is particular helpful for homogeneous
regions with slight color variations. In order to demonstrate
the effect of the smoothness term, Table 1 includes an addi-
tional experiment reporting on the performance of using the
data term only. It shows that for certain object categories
which have a small extent in the image and typically span
only a few (one or two) superpixels (e.g. column and sign
symbol) the performance of the data term is superior.

In addition to a smoothness term based on color dif-
ferences, we exploit the co-occurrences of visual words
learned in the training stage. The penalty in the smoothness
term between two labels i and j is now also weighted by the
corresponding entry in the co-occurrence matrix

δco( i, j) = δ2 ×
(

1 − C( i, j)

max( C( i, j)

)
(14)

where δ2 is a fixed constant. This helps in certain cases
where neighboring superpixels occur next to each other fre-
quently but do have notable color differences. The overall
penalty added in the smoothness term when neighboring
superpixels are assigned differing labels is

δnew = δ + δco (15)

where δ is the constant penalty used in Equation (13). We
use δ = 0.4 in our experiments and δ2 = 0.1 when using the
class co-occurrence prior.

2.7. Inference

We formulated both the observation likelihood and joint
prior from Equation (2), as unary and binary functions
used in a second-order MRF framework. The maximiza-
tion in Equation (2) can be re-written in a log-space and
the optimal labeling L∗ is achieved as

argmin
L

( S∑
i=1

Eapp + λg

S∑
i=1

Egeom + λs

∑
(i,j)∈E

Esmooth

)
, (16)

where Eapp = − log P( vi|Bi, li) from Equation (6), Egeom =
− log P( gi|li, oi) from Equation (11), and Esmooth = g( i, j)
from Equation (12). The scalars λg, λs are the weighting
constants of the terms (set to 1 and 0.2 in our experiments).
We perform the inference in the MRF, i.e. a search for a
MAP assignment, by efficient and fast publicly available
MAX-SUM solver (Werner 2007) based on linear program-
ming relaxation and its Lagrangian dual. Although finding
a global optimum of Equation (16) is not guaranteed, as the
problem is NP-hard, it has been shown that the provided
solution is often a strong optimum.

3. Image representation

3.1. Superpixels

In a search for good superpixels, we were motivated by
the success and popularity of SIFT features built on LoG
(approximated by Difference of Gaussians (DoG)) extrema
points (Lowe 2004) in bag-of-features based image retrieval
systems (Sivic and Zisserman 2003). In semantic segmen-
tation we face slightly different problem. We need to assign
a class label to each pixel and not only to DoG extrema
points. We therefore utilize a segmentation method (Deng
et al. 2007; Wildenauer et al. 2007) where a superpixel
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Fig. 7. The watershed LoG-based superpixels shown on a part of
the image from Figure 1.

boundaries are obtained as watersheds on a negative abso-
lute Laplacian image with LoG extremas as seeds. Water-
shed transformation has been employed in the successful
MSER detector (Matas et al. 2002), widely used to com-
plement DoG extrema points for SIFT feature computa-
tion. Such blob-based superpixels are efficient to compute,
are regularly shaped and follow image edges, see Figure
7. As we will show those superpixels are superior than
regular or widely used Felzenszwalb’s (Felzenszwalb and
Huttenlocher 2004) superpixels.

Each superpixel is assigned a 131-dimensional feature
vector ai consisting of 128-dimensional SIFT descriptor
(Lowe 2004) and the 3-dimensional color mean computed
over superpixel’s pixels expressed in the Lab color space
to preserve color information. The SIFTs are computed
on superpixel centroids at a fixed scale (support region of
12 × 12 pixels) and orientation using the implementation
from Vedaldi and Fulkerson (2008). The absence of rota-
tion invariance is a desired property as it increases distinc-
tiveness, however, requiring a rich training set with large
variations in a viewpoint.

3.2. Vocabulary tree

Recent works on image based retrieval have shown signif-
icant progress by utilizing a bag-of-features model based
on quantization of high-dimensional region descriptors
into visual words (Sivic and Zisserman 2003; Nistér and
Stewénius 2006; Philbin et al. 2007). The model exhibits
high discriminative power, scalability to large datasets
and is computationally efficient. The same bag-of-features
model has been adapted recently for semantic segmentation
(Rabinovich et al. 2007; Fulkerson et al. 2008) showing a
promising alternative for object representation.

We adopted the quantization approach based on hierar-
chical K-means proposed by Nistér and Stewénius (2006)
for representing superpixels by their visual word indexes vi.
A vocabulary tree is created from large representative set
of superpixels by K-means clustering of region descriptors
ai into K clusters at each level of the tree; giving Kd nodes
at the depth level d. In our experiments, we use max depth
D = 4 with 10,000 leaf nodes, using implementation of
Vedaldi and Fulkerson (2008). To reduce the high compu-
tational burden of K-means clustering in the tree building

stage we use only superpixels from 10% of all training
images. Then, we push all of the superpixel feature vectors
from the training set with known class labels down the tree
and count the occurrence of labels at each tree leaf. To get
the probability P( v|l), stored as a L×V matrix M, one needs
to normalize the leaf-class occurrences over rows such that
∀l = {1, . . . , L} :

∑V
v=1 P( v|l) = 1.

In the inference stage, to find the nearest visual word to a
given superpixel i, we let the feature vector descend the tree
and consider the reached leaf as the corresponding visual
word vi. Then, the probability P( vi|li), utilized in Equation
(7), is a number corresponding to the column vi and the row
li in the matrix M.

4. Experiments

We evaluated our semantic segmentation on a challeng-
ing publicly available dataset of complex driving scenes,
the Cambridge-driving Labeled Video Database (CamVid)
introduced by Brostow et al. (2009). This dataset is the
first collection of videos with object class semantic labels
and SfM data obtained by tracking. The camera motion
between pairs of frames is estimated and a set of sparse
3D points which were tracked between the frames is recon-
structed.

The database provides ground truth labels that asso-
ciate each pixel with one of 32 semantic classes which we
grouped into 11 larger ones for our experiments to better
reflect the statistically significant classes and to be consis-
tent with the results published in Brostow et al. (2008).
The CamVid dataset was captured from the perspective
of a driving automobile in daylight and dusk. The driv-
ing scenario increases the number and heterogeneity of the
observed object classes. Over 10 min of 30 Hz footage is
being provided, with corresponding semantically labeled
images at 1 Hz and, in part, 15 Hz. In our experiments,
we downsampled the images to 320 × 240 pixels to gain
the efficiency and also to make the results comparable with
previously published works.

We trained our models on 305 day and 62 dusk images,
and tested on 171 day and 62 dusk images, same setup
as has been presented in Brostow et al. (2008). Qualita-
tive and quantitative results are shown in Figure 8 and in
Table 1, respectively. Figure 8 shows the same images as in
Brostow et al. (2008) to demonstrate visually more plausi-
ble segmentations, reader is referred to the results in that
paper. The accuracy in Table 1 is computed by compar-
ing the ground truth pixels to the automatically obtained
segmentations. We report per-class accuracy as the normal-
ized diagonal of the pixel-wise confusion matrix, the class
average accuracy, and the global segmentation accuracy.

We compare our results with the state-of-the-art method
reported in Brostow et al. (2008) where they utilize an
appearance model based on the TextonBoost (Shotton et al.
2009) and five geometry features. We also compare the
results to approaches described by Sturgess et al. (2009).
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(a)DayTest #0450 (b)DayTest #2460 (c)DayTest #8550 (d)DayTest #9180

Fig. 8. Sample segmentation results on the CamVid dataset. On top the input images with ground-truth insets are shown; the last row
show the results of our kNN method.

Finally, we compare the effect of kNN density estima-
tion compared with a visual vocabulary tree method in the
context of our approach.

Employing the proposed vocabulary tree appearance
model and only one geometry feature we are better in six
classes and get an important 8% gain in the global accu-
racy compared with Brostow et al. (2008), see Table 1.
The reason why we achieve only the same average accu-
racy is due to a weak performance in two classes: fence and
sign-symbol. The average accuracy measure applies equal
importance to all classes and is thus more strict than the
global accuracy considering class prevalence. We presume
that the weakness of recognizing those classes is their small
proportion in the training data, where each class is captured
by only 1% of all pixels in the set, and large variability in
visual appearance. Since our approach falls into the cate-
gory of non-parametric techniques, the use of a vocabulary
tree as an approximation of the distribution might underper-
form for classes with a small number of training examples
despite the proper normalization.

Table 1 shows an important contribution of this paper
how employing the co-occurrence matrix significantly helps
to increase accuracy of most classes, and obtain higher
average and global accuracy. The row ‘Our, co-occ. &
wshedLoG splxs’ represents full model with co-occurrence
statistics involved, whereas ‘Our, no co-occ. & wshedLoG
splxs’ stands for the naive Bayes model. We experimented
with the value of B in Equation (7), i.e. the number of con-
sidered most likely neighboring superpixels, and the choice
of B = 5 for all our tests gave us the best performance in the
sense of highest average accuracy. The highlighted entries
in each column, demonstrate best performing alternative
with and without geometric features. The last row is not
considered in this comparison and reports the performance
using only the data term.

Our performance is slightly inferior compared with the
works of Sturgess et al. (2009). They use much richer set
of features, e.g. for appearance, they use color, location,
texton and histogram of oriented gradients (HOG) features
and their motion features include height above camera,
projected surface orientation, and feature track density.
These features are then used to learn a discriminative
boosting classifier which provides the unary potentials.
Unlike our method, the random variables in their graphical
model correspond to the pixels and hence the training stage
is computationally more expensive. In addition to the com-
monly used pairwise smoothness term in a CRF, they use
higher-order potentials considering multiple unsupervised
segmentations varying from the undersegmented to the
oversegmented. Note that our superpixel-based MRF has a
higher global accuracy than their pairwise CRF model and
performs better in four of the categories (building, car, side-
walk, and bicyclist) and is within 2% of two other categories
(road and sky). How to strike the right tradeoff between
the complexity of the representation, model and associated
inference techniques is still an open research problem. We
believe that the attractiveness of our model lies in better
compatibility of the image representation with representa-
tions used for other tasks, such as localization, reconstruc-
tion, and matching. Furthermore due to the non-parametric
nature of our representations, the proposed system can be
updated in a flexible way as more training examples become
available, without the need for retraining the classifiers.

We have also experimented with different superpixels.
First, with the regular ones obtained by splitting the image
into 10 × 10 squares, motivated by the regular point grid
for SIFT computation utilized in the semantic segmenta-
tion in Fulkerson et al. (2008). Second, with widely used
Felzenswalb’s (Felzenszwalb and Huttenlocher 2004) super-
pixels based on minimum spanning tree on color differences
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Fig. 9. Confusion matrix of the kNN method.

with tuned parameters to get, in average, the same area of
superpixels as the watershed-based superpixels. The use of
watershed superpixels was more of a design decision, yield-
ing more elegant and simple image partitioning, which is
well matched with our model, making the mechanism for
choosing the elementary regions and their descriptor closely
related. Overall the choice of watershed superpixels yields
better global accuracy, although for some of the categories
better performance can be achieved using Felzenswalb
superpixels. This method however requires an extra param-
eter and the result needs to be further regularized to yield
regions of approximately the same size.

Finally, the bottom of Table 1 shows a comparison when
using only the appearance model and the performance of
the data term only. Note that in the case of small object cat-
egories the performance for narrow and small extent objects
improves (e.g. bicyclist, column pole, fence).

Compared with the state-of-the art appearance model,
TextonBoost (Shotton et al. 2009), we are better in six
classes by 8% in global segmentation accuracy, however,
because of the weak fence and sign-symbol classes, slightly
worse in the average accuracy. Figure 9 shows the confusion
matrix for the experiments.

5. Conclusion

Capturing the co-occurrence statistics of visual words has
been shown here to be an important cue towards improv-
ing semantic segmentation in difficult street view scenes.
We have presented a novel unified framework capturing
both, the appearance and geometry features, computed at
small superpixels and have demonstrated superior results
compared to previous techniques. The attractive features of
our model lies in better compatibility of the image repre-
sentation with representations used for other tasks, such as

localization, reconstruction, and matching. The choice of
watershed superpixels yields an elegant and simple image
partitioning, which is well matched with our model, mak-
ing the mechanism for choosing the elementary regions and
their descriptor closely related. These considerations are
of importance, when considering these modules as com-
ponents of the perceptual system of a robot. Furthermore
the non-parametric nature of our representations enables the
proposed system to be updated in a flexible way as more
training examples become available, without the need for
retraining the classifiers.

The semantic segmentation of the street view scenes
requires special attention because of their practical impor-
tance, difficulty, and impossibility of standard techniques to
score equally well as on standard object datasets.
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