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Abstract

To successfullyapply evolutionary algorithmsto the solution of increasinglycomplex prob-
lems, we mustdevelop effective techniquedor evolving solutionsin the form of interacting
coadaptedubcomponent©neof themajordifficultiescomedn findingcomputationaéxten-
sionsto our currentevolutionaryparadigmghatwill enablesuchsubcomponent® “emeige”
ratherthanbeinghanddesigned.In this paperwe describean architecturefor evolving such
subcomponeniasa collectionof cooperatingpeciesGivenasimplestring-matchindask,we
shav thatevolutionarypressuréo increasehe overall fitnessof theecosystencanprovide the
neededstimulusfor theemegenceof anappropriatewumberof interdependergubcomponents
thatcover multiple niches,evolve to an appropriatdevel of generality andadaptasthe num-
berandrolesof their fellow subcomponentshangeover time. We thenexplore theseissues
within the context of amorecomplicateddomainthrougha casestudyinvolving the evolution
of artificial neuralnetworks.
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1 Introduction

The basichypothesisinderlyingthe work describedn this paperis thatto apply evolutionary
algorithms(EAs) effectively to increasinglycomplex problems gxplicit notionsof modularity
mustbe introducedto provide reasonabl@pportunitiesfor solutionsto evolve in the form of
interactingcoadaptedubcomponentsA goodexampleof suchproblemsis behaior learning
taskssuchasthoseonewould encountem thedomainof robotics, wherecomplex behaior can
be decomposeihto simplersubbehgiors. What makesfinding solutionsto problemsof this
sortespeciallydifficult is thata naturaldecompositiorftenleadsto interactingsubcomponents
thatarehighly dependenon oneanother This makes coadaptatiora critical requiremenfor
their evolution.

Therearetwo primary reasondraditionalEAs arenot entirely adequatdor solvingthese
typesof problems First, the populationof individualsevolvedby thesealgorithmshasa strong
tendeng to corvergein responséo anincreasinghumberof trials beingallocatedto obsened
regions of the solution spacewith above averagefitness. This strongconvergenceproperty
precludeghe long-termpreseration of diversesubcomponentsecausery but the strongest
individual will ultimately be eliminated. Secondjndividualsevolved by traditional EAs typ-
ically representompletesolutionsandare evaluatedin isolation. Sinceinteractionshetween
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populationmembersarenot modeledthereis no evolutionarypressurdor coadaptatioro oc-
cur. To complicatemattersfurther, we may neitherknow a priori how mary subcomponents
thereshouldbe nor whatrolesthe subcomponentshouldassume.The difficulty thencomes
in finding computationaéxtensiongo our currentevolutionaryparadigmsn which reasonable
subcomponent&merge” ratherthanbeingdesignedy hand. At issueis how to identify and
represensuchsubcomponentgrovide anernvironmentin whichthey caninteractandcoadapt,
and apportioncreditto themfor their contributionsto the problem-solvingactivity suchthat
their evolution proceedsvithout humaninvolvement.

This paperis organizedasfollows. Section2 beginswith a discussiorof someimportant
issuegelatedto evolving coadaptedsubcomponentand describesomeprevious approaches
to extendingthe basicevolutionarymodelfor this purpose.This is followedin Section3 by a
descriptiorof ourarchitecturdor evolving coadaptedubcomponentasacollectionof cooper
atingspeciesSectiord investigatesvhetherreasonablsubcomponentsill automaticallyarise
throughthe useof suchsystemsby attemptingto showv that evolutionarypressureo increase
the overall fitnessof the ecosystentan provide the neededstimulusfor the emegenceof an
appropriatenumberof interdependergubcomponenthatcover multiple nichesareevolvedto
anappropriatdevel of generalityandadaptasthe numberandrolesof their fellow subcompo-
nentschangeovertime. Sections furtherexploresthe emegenceof coadaptedubcomponents
througha casestudyin neuralnetwork evolution. Lastly, Section6 summarizeshe maincon-
tributionsof this paperanddiscusseslirectionsfor futureresearch.

2 Evolving Coadapted Subcomponents

If we areto extendthe basiccomputationamodelof evolution to provide reasonablepportu-
nities for the emegenceof coadaptedubcomponentsye mustaddresghe issuesof problem
decompositioninterdependencidsetweersubcomponentgreditassignmentandthe mainte-
nanceof diversity.

Problemdecompositiortonsistof determininganappropriatenumberof subcomponents
andtherole eachwill play. For someproblemsan appropriatedecompositiormay be known
a priori. Considerthe problemof optimizing a functionof K independentariables. It may
bereasonabléo decomposehe probleminto K subtaskswith eachassignedo the optimiza-
tion of a single variable. However, thereare mary problemsfor which we have little or no
information pertainingto the numberor rolesof subcomponentthatideally shouldbein the
decompositionFor example,if thetaskis to learnclassificatiorrulesfor amultimodalconcept
from preclassifiedexamples,we probablywill not know beforehanchow mary ruleswill be
requiredto cover the examplesor which modality of the concepteachrule shouldrespondo.
Giventhatan appropriatedecompositionis not alwaysobvious, it is extremelyimportantthat
the EA addressethe decompositiottaskeitherasanexplicit componenbf thealgorithmor as
anemegentproperty

The secondssueconcernghe evolution of interdependentubcomponentdf a problem
canbedecomposeithto subcomponentsithoutinterdependencieslearlyeachcanbeevolved
without regardto the others. Graphically one canimagine eachsubcomponengvolving to
achiezeahigherpositiononits own fitnesdandscapedisjointfrom thefithesdandscapesf the
othersubcomponentdJnfortunatelymary problemscanonly be decomposethto subcompo-
nentsexhibiting complec interdependencie3heeffectof changingoneof thesanterdependent
subcomponentis sometimeslescribedasa deformingor warpingof thefitnesslandscapeas-
sociatedwith eachof the otherinterdependersubcomponenté&KauffmanandJohnseri991).
Giventhat EAs areadaptve, it would seemthatthey would be well suitedto the dynamicsof
thesecoupledlandscapesHowever, naturalselectionwill only resultin coadaptatiorin such
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anervironmentif theinteractionbetweersubcomponents modeled.

The third issueis the determinatiorof the contribution eachsubcomponens makingto
thesolutionasawhole. Thisis calledthe creditassignmenproblem,andit canbetracedback
to earlyattemptgo apply machinéearningto the gameof checlersby Arthur Samuel(1959).
For example,if we aregiven a setof rulesfor playing a two-playergamesuchas checlers,
we can evaluatethe fitnessof the rule setasa whole by letting it play actualgamesagainst
alternatve rule setsor humanopponentsvhile keepingtrackof how oftenit wins. However, it
is farfrom obvioushow muchcredita singlerule within therule setshouldreceve givenawin,
or how muchblametherule shouldaccepgivenaloss.

Thefourthissueis the maintenancef diversityin the ecosystemlf oneis usinganEA to
find a singleindividual representinga completesolutionto a problem,diversity only needso
be preseredin the populationlong enoughto performa reasonablexplorationof the search
space Typically, onceagoodsolutionis found,the EA terminatesandall but thebestindividual
is discarded.Contrastthis to evolving a solution consistingof coadaptedubcomponentsin
the coevolutionaryparadigm althoughsomesubcomponenthay be strongerthanotherswith
respecto their contrilbution to the solutionasa whole, all subcomponentarerequiredto be
presenin thefinal solution.

2.1 PreviousApproaches

Oneof theearliestextensiongo the basicevolutionarymodelfor the supportof coadaptedub-
componentss the classifiersystemHolland and Reitman1978; Holland 1986). A classifier
systemis arule-basedystemn which apopulationof stimulus-responseilesis evolvedusing
ageneticalgorithm(GA). Theindividual rulesin the populationwork togetheito form a com-
pletesolutionto a targetproblem. A micro-economymodelin which rulesplacebids for the
privilegeof activationis usedto handletheinteractionsdbetweerpopulationmembersenabling
themto behighly interdependentCreditassignmenis accomplishedisinganalgorithmcalled
the budket brigade, which passewalue backto the rulesalongthe activation chainwhenthe
systemis doingwell. Thecomplex dynamicsof this micro-economymodelresultsin emegent
problemdecompositiorandthe preserationof diversity.

A moretaskspecificapproactto evolving a populationof coadapteduleswastaken by
Giordanaet al. (1994)in their REGAL system.REGAL learnsclassificatiorrulesconsisting
of conjunctive descriptiondn first orderlogic from preclassifiedraining examples. Problem
decompositions handledby a selectionoperatorcalled univeisal sufrage, which clustersin-
dividuals basedon their coverageof a randomlychosensubsete of the positive examples.
A completesolutionis formed by selectingthe bestrule from eachcluster which provides
the necessarynteractionamongsubcomponentsA seedingoperatormaintainsdiversity in
the ecosystenby creatingappropriaténdividualswhennonewith the necessarpropertieso
cover a particularelementof £ exist in the currentpopulation. The fitnessof the individuals
within eachclusteris afunctionof their consisteng with respecto the setof negative examples
andtheir simplicity. This fitnessevaluationproceduresffectively solvesthe creditassignment
problem,but is highly specificto thetaskof conceptiearningfrom preclassifieadxamples.

More recently the performancef REGAL wasimprovedthroughtheuseof semi-isolated
populationislands(Giordanaand Neri 1996). EachREGAL island consistsof a population
of conjunctie descriptionghat evolve to classifya subsetof the preclassifiedraining exam-
ples. Theuniversalsuffrageoperatotis appliedwithin eachislandpopulationandthe REGAL
seedingoperatorensureshatall examplesassignedo anislandarecovered.Migration of indi-
vidualsbetweerislandsoccursat theendof eachgeneration A supervisoiprocesgletermines
which examplesareassignedo theislands andoccasionallyeassignshemsothateachisland
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will ultimatelyproducea singleconjunctve descriptiorthatwill correctlyclassifyall thetrain-
ing exampleswhendisjunctively combinedwith a descriptionfrom eachof the otherislands.
As hypothesizedby populationgeneticistSewvall Wright (1932), populationislandsenablethe
systemto maintainmore diversity and reachhigherfitnesspeaksthan possiblewith a single
freelyinterbreedingopulation.

Multiple-speciesnodelsthatis, thoseincorporatinggeneticallyisolatedpopulationshave
alsobeenusedto evolve coadaptedgubcomponentstarly work includesthe applicationof a
modelof hostsandparasites$o theevolution of sortingnetworksusinga GA (Hillis 1991).0One
specieqthe hosts)representsortingnetworks, andthe otherspeciegthe parasitesjepresents
testcasedn the form of sequencesf numberso be sorted. Theinteractionbetweerthe two
speciegakesthe form of complementarfitnessfunctions. Specifically a sorting network is
evaluatedon how well it sortstestcaseswhile the testcasesare evaluatedon how poorly
they aresorted.Becausahe hostandparasitespeciesaregeneticallyisolatedandonly interact
throughtheir fithessfunctions they arefull-fledgedspeciesn abiologicalsenseA two-species
modelhasalsobeenusedto solve a numberof gamelearningproblems,including tic-tac-toe,
nim, andgo, by having the speciesepresentompetingplayers(RosinandBelen 1995).These
competitve-speciesnodelshave demonstratedhat this form of interactionhelpsto presere
geneticdiversity andresultsin betterfinal solutionswhencomparedvith non-co@olutionary
approacheslin addition,the credit-assignmenproblemis trivially solved throughthe use of
complementaryitnessfunctions. A limitation of theseapproacheshowever, is their narrov
rangeof applicability dueto the requirementhat the problembe hand-decomposeidto two
antagonisticubcomponents.

Otherresearcherhave exploredthe useof cooperatie-speciesnodels. Besidesour ap-
proach,which will be discussedn detail throughoutthe restof this paper the coevolution
of multiple cooperatie specieshasbeenappliedto job-shopscheduling(Husbandsand Mill
1991),andatwo-speciesooperatie modelwasappliedto Goldbeg’sthree-bitdeceptve func-
tion (Paredis1995). The decompositiorusedby the job-shopschedulingsystemwasto have
eachspeciesut oneevolve plansfor manufcturinga differentcomponentThesingleremain-
ing speciesvolved an arbitratorfor resolvingconflictswhentwo or more plansrequiredthe
samepieceof shopequipmenttthesameime. Thetwo-speciesystentor solvingGoldbeg’s
three-bitdeceptve problemassignednespeciego the taskof evolving an effective represen-
tationin the form of a mappingbetweengenesandsubproblemsandthe otherspeciedo the
taskof evolving subproblensolutions. Thesetwo specieshada symbioticrelationshipin that
the secondspeciesisedthe representationsoevolved by thefirst species While both of these
cooperatre-speciesnodelsinvolved a hand-decompositionf the problem,our approacthas
emphasize@mepgentproblemdecomposition.

Theapplicationof EAsto theconstructiorof artificial neuralnetworkshasalsomotivated
extensiongo thebasicevolutionarymodelfor thesupporof coadaptedubcomponentsg:or ex-
ample,in the SANE system(Moriarty 1997;Moriarty andMiikkulainen 1997)eachindividual
in the populationrepresents singleneuronby specifyingwhich input andoutputunitsit con-
nectsto andthe weightson eachof its connectionsA collectionof neuronsselectedrom the
populationconstitutes specificatiorfor constructingacompleteneuralnetwork. A genetically
isolatedpopulationof network blueprintsevolvesrecordsof neuronghatwork well together
Theneural-@aluationphaseof SANE performsmary cyclesof selectingheurongrom thepop-
ulationbasedon a blueprint,connectinghe neuronsinto a functionalnetwork, evaluatingthe
network, andpassingheresultingfithessbackto the blueprint. Thefitnessof a neuronis com-
putedasthe averagefitnessof the five bestnetworksit participatesn, which is effectively a
measuref how well the neuroncollaboratesvith otherneuronsn the populationto solve the
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target problem. The relationshipbetweenrthe blueprintpopulationandthe neuronpopulation
is alsocollaboratve. Revardingindividualsbasedon how well they collaborateresultsin the
long termmaintenancef populationdiversityanda form of emegentdecomposition.

A moremacroscopi@approacthasbeentakenby deGaris(1990)to evolve artificial neural
networks for controlling simulatedcreatures.Ratherthan evolving a single large neuralnet-
work to controla creaturedeGarisfirst hand-decomposeke probleminto a setof component
behaiors andcontrolinputs. A GA is thenusedto evolve small specializecheuralnetworks
thatexhibit theappropriatesubbehsgiors. Thisis similarto thechainingtechniquepioneeredy
Skinner(1938)andusedby thereinforcementearningcommunityto train robots(Singh1992;
Lin 1993).Clearly the humanis very muchin theloop whentakingthis approach.

Anotherbiological modelthat hasinspiredthe evolution of coadaptecdubcomponents
the vertebratammunesystem(Forrestand Perelsorl990; Smith, Forrest,and Perelsorl993;
Forrest, Javornik, Smith, and Perelson1993). Forrestet al. introduceda techniquecalled
emegentfitnesssharingthatpreseresdiversityin a singlepopulationandresultsin emegent
problemdecompositiorby modelingsomeof the interactionsthat occur betweenantibodies
andantigens Emegentfitnesssharingcomputeghefitnessof eachgeneratiorof antibodiedy
performingmary iterationsof a three-stepprocess.First, a singleantigenis randomlychosen
from afixedcollection;seconda setof antibodiess randomlychoserfrom the evolving popu-
lation; andthird, atournamenis heldto determinavhich of theselectedntibodiesnatcheghe
antigenmostclosely Thewinnerof eachtournamentecevesa fithessincrementasedn the
quality of thematch.Thismodelis similarin somewaysto SANE (Moriarty andMiikkulainen
1997),but therelationshipbetweenndividualsis competitve ratherthancooperatie.

Finally, therehasbeenwork on extendingthe basicsingle-populatiorevolutionarymodel
to allow coadaptedsubcomponentspecificto the constructionof computerprograms. Koza
(1993),for example hasreportedbnthebeneficiahand-decompositioof problemdnto amain
programanda numberof subroutines.Othershave taken a more emegentapproactthrough
the explorationof techniquedor automaticallyidentifying blocksof usefulcode,generalizing
them,andadaptinghemfor useassubroutinesn future generationg§RoscaandBallard 1994;
RoscaandBallard1996).

3 Coaooperative Coevolution Architecture

We now describea generalizedrchitecturdor evolving interactingcoadaptegubcomponents.
Thearchitectureywhichwe call coopeativecoevolution modelsanecosystenconsistingpf two
or morespecies.As in nature,the speciesare geneticallyisolated—meaninghatindividuals
only matewith other membersof their species. Mating restrictionsare enforcedsimply by
evolving the speciedn separatgopulations. The speciednteractwith one anotherwithin a
shareddlomainmodelandhave a cooperatie relationship.

Thebasiccoevolutionarymodelis shavn in Figurel. Althoughthis particularillustration
shaws threespeciesthe actualnumberin the ecosystenmay be moreor less. Eachspeciess
evolvedin its own populationandadaptgo theenvironmentthroughtherepeate@pplicationof
anEA. Althoughin principleary EA appropriateo thetaskathandcanbe usedwe only have
firsthandexperienceconstructingcoevolutionaryversionsof geneticalgorithmsandevolution
stratgyies. The figure shavs the fitnessevaluationphaseof the EA from the perspectie of
eachof thethreespecies Althoughmostof our implementation®f this modelhave utilized a
sequentiapatternof evaluation,wherethe completepopulationof eachspeciess evaluatedn
turn, the speciexould alsobe evaluatedin parallel. To evaluateindividualsfrom onespecies,
collaborationsareformedwith representatiesfrom eachof the otherspecies.

Therearemary possiblemethodgor choosingrepresentatieswith which to collaborate.
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Figurel: Coevolutionarymodelof threespecieshavn from the perspectie of eachin turn.

In somecasest is appropriateo simply let the currentbestindividual from eachspeciesbe
the representatie. In othercaseghis is too greedyand alternatve stratgies are preferable.
For example,a sampleof individualsfrom eachspeciescould be choserrandomly or a more
ecologicalapproachn which representaties are chosenmon-deterministicalljpasedon their
fitnesscouldbe used.Alternatively, atopologycould beintroducedandindividualswho share
aneighborhoodllowedto collaborate.

3.1 Examples

Somesimpleexamplesnay helpillustratethe architecture Oneof our first usesof cooperatie
coevolution wasto maximizea function f(Z) of n independentariables(Potterand DeJong
1994).Theproblemwashand-decomposedto n speciesandeachassignedo oneof theinde-
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pendentvariables.Eachspeciesonsistef a populationof alternatve valuesfor its assigned
variable. To evaluateanindividual from one of the specieswe first selectedhe currentbest
individual from every oneof the otherspeciesand combinedthem, alongwith the individual
being evaluated,into a vector of variablevalues. This vectorwasthenappliedto the target
function. An individual wasrewardedbasedn how well it maximizedthe functionwithin the
contet of thevariablevaluesselectedrom the otherspecies.

As a secondexample,cooperatie coevolution was usedto develop a rule-basedcontrol
systemfor a simulatedautonomousobot (Potter DeJong,andGrefenstettd 995). Therewere
two specieseachconsistingof apopulationof rule setsfor a classof behaiors. We wantedone
speciego evolve behaiorsappropriatdor beatingahand-codedobotto food pelletsrandomly
placedn theenvironment.andtheotherto evolve behaiorsappropriatdor thetime spentwait-
ing for food to appear The speciesvereseededvith someinitial knowledgein their assigned
areaof expertiseto encouragevolution to proceedalongthe desiredrrajectory To evaluatean
individual from oneof the speciesye selectedhe currentbestrule setfrom the otherspecies,
memgedthis rule setwith the onebeingevaluated andusedtheresultingsuperseto controlthe
robot. An individual wasrewardedbasedon how well its rule setcomplementedhe rule set
selectedrom the otherspecies.

3.2 Problem Decomposition

In the previous two examples,it wasknown how mary speciesvererequiredfor the taskat
handandwhatrole eachshouldplay. We took advantageof this knowledgeto producehuman-
engineeredlecompositionsf the problems.In othersituationst is quite possiblethatwe may
have little or no prior knowledgeto help us make this determination.ldeally, we would like
boththenumberof speciesn theecosystenandtherolesthe specieassumeo beanemepgent
propertyof cooperatie coesolution.

Onepossiblealgorithmfor achiesing this is basedon the premisethatif evolution stag-
natesjt maybethattherearetoo few speciesn theecosystenirom whichto constructa good
solution. Therefore whenstagnatioris detectedh new specieds addedto the ecosystemWe
initialize the speciegandomlyandevaluateits individualsbasedonly on the overall fithessof
theecosystemSincewe do notbiasthesenew individuals,theinitial evolutionarycyclesof the
speciesill bespentsearchingor anappropriatenichein whichit canmake a usefulcontriku-
tion, thatis, therole of eachnew speciewill beemegent.Onceaspeciedindsanichewhereit
canmalke a contritution, it will tendto exploit this area.The betteradaptedch speciedecomes,
thelesslikely it will bethatsomeotherspecieswill evolve individualsthat performthe same
functionbecausehey will receve norewardfor doingso. Corverselyif aspeciess unproduc-
tive, determineddy the contritution its individualsmake to the collaborationghey participate
in, the specieswill be destryed. Stagnatiorcanbe detectedby monitoringthe quality of the
collaborationghroughthe applicationof theinequality

f)-ft-1L) <G, 1)

wheref (¢) is thefitnessof thebestcollaboratiorattime, G is aconstanspecifyingthefitness
gainconsideredo beasignificantimprovementandL is aconstanspecifyingthelengthof an
evolutionarywindow in which significantimprovementmustbe made.

3.3 Other Characteristicsof the Architecture

Ewvolving geneticallyisolatedspeciesn separatgpopulationss a simple solutionto the prob-
lem of maintainingsuficient diversity to supportcoadaptedsubcomponentsWhile thereis
evolutionarypressurdor a speciegpopulationto corvergeonceit findsa usefulniche,no such
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pressurexists for the variousspeciedo corvergeto the sameniche. Rather rewardingindi-
vidualsbasedn how well they collaboratewith representatiesfrom theotherspeciegprovides
evolutionary pressurdor themto make a unique contrikbution to the problem-solvingeffort.
Thisensureshatthe ecosystenwill consistof adiversecollectionof species.

Ewvolving speciesin separatepopulationsalso eliminatesdestructve cross-speciesat-
ing. Whenindividualsbecomehighly specializedmixing their geneticmaterialthroughcross-
speciesmatingwill usually producenon-viableoffspring. As is demonstratedh nature,the
geneticdistancebetweenwo specieds highly correlatedwith matingdiscriminationandthe
likelihoodthatif interspeciesatingdoesoccurtheoffspringwill eithernotsurvive or besterile
(Smith1989).

Of coursetheexistenceof separatdreedingpopulationsioesnot precludenteractionbe-
tweenspeciesThearchitecturdandlesnterdependencidetweersubcomponentsy evolving
the speciesn parallelandevaluatingthemwithin the contet of eachother This requiresthat
individualsfrom differentspeciedememgedwithin ashareddlomainmodelto form acomposite
solutionto thetargetproblem.

Credit assignmenbccursat two levels of abstraction. Whenevaluatingthe individuals
within a speciestherepresentatiesfrom the otherspeciesemainfixed. Thereforethefitness
differentialthatis usedin makingreproductiordecisionss strictly afunctionof theindividual's
relative contribution to the problem-solvingeffort within the context of the otherspecies.The
fitnessis assignednly to the individual being evaluated,not sharedwith the representaties
from the other species. This greatly simplifies the credit assignmenproblembecausehere
is no needto determinewhich speciescontributedwhat. On the otherhand,we do needto
occasionallyestimatethelevel of contritution a speciesnakesto determinewhetherit should
beallowedto survive. This canoftenbe accomplishedby computingthe fithnessdifferential of
asolutionwith andwithoutthe participationof the speciesn question.

Eachspecieds evolved by its own EA. Communicatiorbetweenspecieds limited to an
occasionabroadcasbf representaties,andthe only global controlis that requiredto create
new speciesand eliminateunproductve ones. This makes parallelimplementationsn which
speciesareassignedo separatgrocessorsrivial.

Finally, heterogeneousepresentationare supported.This will becomencreasinglyim-
portantaswe applyevolutionarycomputatiorto largerproblems.For example,in developinga
controlsystenfor anautonomousobotsomecomponentsnaybestbeimplementedsartificial
neuralnetworks, othersascollectionsof symbolicrules,andstill othersasparameterectors.
The cooperatie coevolution architectureenablesachof thesecomponentgo be represented
appropriatelyandevolvedwith a suitableclassof EA.

4 Analysisof Decomposition Capability

In thefollowing empiricalanalysisve explorewhetherthealgorithmoutlinedin Section3.2is
capableof producinggoodproblemdecompositionpurelyasa resultof evolutionarypressure
to increasethe overall fithessof the ecosystemWe will describefour studies—eacklesigned
to answemneof thefollowing questionconcerningheability of this algorithmto decompose
problems:

Will speciedocateandcover multiple environmentalniches?

Will speciesvolveto anappropriatdevel of generality?
Will adaptatioroccurasthenumberandrole of specieshange?

Will anappropriatenumberof specieemege?



Thisis of courseaninductive agument.Although positive answergo thesequestiongnay not
guaranteg¢hatgoodproblemdecompositionsvill emege, we would certainly expectpositive
answersf this capabilitydoesin factexist.

4.1 Coevolving String Covers

In thesestudieswe usebinary string covering as a target problem,in part becausehe task
providesa relatively simple ervironmentin which the emegentdecompositiompropertiesof

cooperatre coevolution can be explored, and becausédt hasbeenusedby othersin related
studieg(Forrest,Javornik, Smith,andPerelsorl993). The problemconsistsof finding a setof

N binaryvectorshatmatchasstronglyaspossibleanothersetof K binaryvectorswhereK is

typically muchlargerthanN. We call thesesetsthematd setandtarget setrespectiely. Given
that K is largerthan NV, the matchsetmustcontainpatternssharedoy multiple target strings
to cover the tamget setoptimally, thatis, the matchsetmustgenerlize The matchstrengthS

betweertwo binaryvectors¥ andy of length L is determinedsimply by summingthe number
of bitsin thesamepositionwith the samevalueasfollows:

L .
e 1 if Ti =Y
5(@,9) = Zl { 0 otherwise. 2)
To computehestrengthof amatchsetM weapplyit to thetargetsetandaveragehemaximum
computednatchstrengthswith respecto eachtargetsetelementasfollows:

K
SOM) = & 3" max(S(in,B), .. S, ), @)

i=1

wheres? andi areelementsf the matchsetandtargetsetrespectiely.

Thestringcoveringproblemcanbeeasilymappedo themodelof cooperatie coevolution.
Recallfrom Figure 1 thatto evaluatean individual from one speciest mustcollaboratewith
representaties from eachof the otherspeciesn the ecosystem.Here, individualsrepresent
matchstringsand eachspecieswill contribute one string to the matchset. Representates
are chosenasthe currentbeststring from eachof the otherspecies.In otherwords,a match
setof size N will consistof a string being evaluatedfrom one speciesand the currentbest
string from eachof the other N — 1 species.During theinitial few generations speciesnay
participaten collaborationdeforeits populatiorhaseverbeenevaluatedIn thiscasearandom
representatie is chosen. The fitnessof the matchsetwill be computedrom Equation3 and
assignedo the stringbeingevaluated.

Problemdecompositiorin this context consistsof determiningthe size of the matchset
andthe coverageof eachmatchsetelementwith respecto the tamgetstrings. In thefirst three
studieghesizeof thematchsetis predeterminedHowever, giventhatthespeciesreinitialized
randomly the coverageof eachwill beanemegentpropertyof the systemin all four studies.

TheparticularEA usedin thesestudiess aGA. In all casesveinitialize the populationof
eachof the speciegandomly usea populationsizeof 50, two-pointcrosseer at a rateof 0.6,
bit-flipping mutationat aratesetto thereciprocalof the chromosoméength,andproportionate
selectiorbasedn scaledfitness.

4.2 Experimental Results
421 Locating and Covering Multiple Environmental Niches

Oneof themostfundamentatjuestiongoncerninggmegentproblemdecompositiors whether
the methodcanlocateand cover multiple ervironmentalniches.In string covering,the niches
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we areinterestedn areschemata&ommonamongthe target strings. By schematawe arere-
ferring to string templatesconsistingof a fixed binary part and a variablepart designatedy
the symbol‘#’. In a previous study by Forrestet al. (1993), an experimentwas performed
demonstratingheability of atraditionalsingle-populatiorisA to detectcommonschematan a
large collectionof targetstrings.To computethe matchstrengthbetweertwo strings,they used
alinearfunctionsimilarto Equation2. Their schemaletectionexperimentis duplicatechere,
with cooperatie coevolution substitutedor their traditionalsingle-populatiorGA.

The experimentconsistof evolving matchsetsfor threeseparat¢argetsets,eachconsist-
ing of 20064-bit strings.The stringsin thefirst targetsetwill begenerated equalproportion
from thefollowing two half-lengthschemata:

1111111112111111121 11111 1 1A 1 1 A V #AHHAH AR B HH A B H A HBH R R R R
HAHHBHHH BB AR AAR#7#11111111111121111217112111121112111

The variable half of eachof the stringswill consistof randompatternsof onesand zeros.
Similarly, the stringsin the secondtarget setwill be generatedn equalproportionfrom the
following quarterlengthschemata:

1111111 111 111 1 N I HAHHARHH B H B H BB
g g I e O O O B O N R M B2 s s s s g
HHHHBHHHHHH R L L L1 L 111 1 11D D 1 1 A Ao HA R H B H B
HUHABHHAHH AR AR AR #1111111111111111],

andthe stringsin thethird tamgetsetwill be generatedn equalproportionfrom the following
eighth-lengthschemata:

11111 A Y It i R R R R R R R R R
HRHHAHH L L L L L L VAR H B R R R
HHHHBHH AR AR L] L L L L L VHARHH B R R H R
HAHARHHAHH AR AR AR 1L VL L L L N HRH AR HH A H AR R H AR R R R
HHHHBHHHRHH B L L L L L VL N AR H AR R H R
HHHABHHHHHHBHHHBH AR R R AR L L L L L L A H AR R R R
HHHHBHHHHHH B R R H L L L L L L 1 A B
HAHABHHHHHHBH R R R R R R AR AR A#1111 111

Thenichesin thetargetsetgeneratedrom the eighth-lengthschematahouldbe significantly
harderto find thanthosegeneratedrom the half-lengthor quarterlengthschematédecausé¢he
fixedregionsthatdefinethe eighth-lengtmichesaresmallerwith respecto thevariableregion
of thestrings.

We know a priori how mary nichesexist andareonly interestedn whetherwe canlocate
andcoverthem,sowe simply evolve anequalnumberof speciesasniches.For example since
we know thatthe first target setwasgeneratedrom two schematandthereforewill contain
two niches,we evolve two speciego cover theseniches.Similarly, four speciesareevolvedto
coverthesecondargetset,andeightspeciesareevolvedto coverthethird tamgetset.

The averagenumberof bits matchedper target string usinga matchsetconsistingof the
bestindividual from eachspeciess shovn in Figure2. Eachcurve in the figurewascomputed
from the averageof five runsof 200 generationaising the indicatedtarget set. Overlaid on
the curvesat incrementf 40 generationsre 95-percentonfidencanternvals. The horizontal
linesin the graphrepresenthe expectedmatchvaluesproducedrom the bestpossiblesingle-
string generalist.Giventhe half-length,quarterlength,andeight-lengthschematahawn, this
generaliswill consistentirely of ones,andits averagematchscoresfor the threetarget sets
will be 48, 40, and 36 respectiely. The Forreststudydemonstratethat a traditionalsingle-
populationGA consistentlyevolvesthis bestpossiblesingle-stringgeneralist Our studyshowvs
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Figure2: Findinghalf-length,quarterlength,andeighth-lengttschemata.

thatwhenmultiple specieollaboratethey areableto coverthetargetsetbetterthanary single
individual evolved with a traditional GA. Furthermorewhenmore speciesare employed, as
in the eighth-lengthschemaexperiment,the amountof improvementover the traditional GA
increases.

Thereasorfor thisimprovementcanbe seenin Figure3. Thisfigure shavs the bestindi-
vidual from eachof the speciesat the endof the final generatiorof thefirst of five runsfrom
the half-length,quarterlength,and eighth-lengthschemataxperiments. Substringsperfectly
matchingthe fixed regionsof the schematare highlighted. A coupleof obsenationscanbe
madefrom this figure. First, clearly, eachspeciefocuseson oneor two nichesandrelieson
theotherspeciego covertheremainingones.This enableghe speciego covertheirrespectie
targetstringsbetterthanif they hadto generalizeoverthe entiretargetset. Statedanothemway,
eachspeciedocatesoneor two nicheswhereit canmake a usefulcontribution to the collabo-
rationsthatareformed. Thisis strongevidencethatthe speciedave a cooperatie relationship
with oneanother Secondtwo or morespeciesnayoccasionallyoccugy acommonniche.See,
for example thefourthandfifth speciegrom theeighth-lengttschemataxperiment.Although
our modelof cooperatie coevolution doesnot excludethis possibility, eachspeciesnustmake
someuniquecontributionto be consideredriable. Third, someof the speciesfor example the
third speciedrom the eighth-lengthschemataxperiment,make no obvious contritution. It
maybethatthis speciehasfounda patternthatrepeatediyccursin therandomregion of some
of thetagetstringsandits contritutionis simply notreadilyvisibleto us. Anotherpossibilityis
thatthis particularspeciess genuinelymakingno usefulcontributionandshouldbe eliminated.

4.2.2 Evolvingtoan Appropriate Level of Generality

To determinewhetherspecieswill evolve to an appropriatdevel of generality we generate
a taiget setfrom three 32-bit test patternsand vary the numberof speciesfrom oneto four.
Giventhreepatternsaandthreeor morespecieseachspecieshouldbeableto specializeonone
pattern. But given fewer specieghan patternseachmustgeneralizeto cover the patternsas
bestaspossible.As with the previous study this studywasinspiredby experimentsdoneon
emegentfitnesssharingby Forrestetal. (1993).
Ourtestpatternsareshortenedomplementsf the onesusedby Forrestasfollows:

11111121112111211121112111121111111

11111111110000000000000000000000
000000000000000000000011111111211.
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Half-length

Species 1: [ 1@1@1@1@1110100110001000111111100010110111
Species 2: 00100000010011101101000010001000 i

Quarter-length

Species 1: [ 0001100110010100 T IIIIIII#I#E0111111111110111
Species 2: 11111111110111111111111010111111 FT#TTT##1000010100010000
Species 3: 0101010101101101111111011111110100001010001011 10 aaiaiaa
Species 4: 100110111001 1000 i #T##10110100010100011010101101101111

Eighth-length

Species 1: 110010001111111000101111010000001100101 1 ######i0011010011110010
Species 2: 1011111001010001 @ #####0010101110010000101101111110111011010010
Species 3: 1010111100000111111101111001000011100110011110111101111100000111
Species 4: 00001110 d#T10111001011110107 @@ ###010001101100010111111101
Species 5: 11011001001000101100001111001021 1 #######1001010110010001 Tl
Species 6: 000101101111101101101000 i #00110011111111 10 00110000
Species 7: 11110010111111101000001010110101001001001001000101110001 SiHTHH
Species 8: [l 1000110111100000 i ###01011010110111101100001111101010

Figure3: Final speciesepresentatiesfrom schemataxperiments.

The optimalsingle-stringcover of thesepatternds thefollowing string:

11111111110000000000001111111111,

which producesinaveragematchscoreof (20 + 22 + 22)/3 = 21.33. Theoptimaltwo-string
cover of the threepatterndss a string consistingof all onesanda string whose12-bit middle
segmentis all zeros. A cover composedf thesetwo stringswill producean averagematch
scoreof 25.33.For example thefollowing two strings:

111111211121112111211121111211111111
10010110110000000000001111110101

arescoredasfollows: (32 4+ 20 + 24) /3 = 25.33. Themaleupof theextremeleft andright 10-
bit sggmentsof the secondstringis unimportant.The optimalthree-stringcover of the patterns
is obviously the patternghemseles.

To build on Section4.2.1,we hid the three32-bittestpatterndby embeddinghemin the
following threeschemataf length64:

1##1### LHAR L1 L1 I## LA L1 1 1 # 1 AR LHA# LH L L1 1A# 1 L L 11 1 ## 1 # L L H L # L 1 #E##H#H
1##1### 1H#A# 111 1 1 ## 1## 1000#0## 0###0#0000##000000##0#00#0# 00 ###H#H#H#
O##O###H0#H##00000##0##0000#0## 0###0#0000##00 L 1 1 1 ## 1 # L 1 # 1 # 1 1 #E####.

A tamgetsetcomposeaf 30 stringswasthengeneratedh equalproportionfrom theschemata.
Four setsof five runswere performed. In the first setwe evolved a cover for the target
setusingasinglespeciesyhichis equivalentto usingatraditionalsingle-populatiorGA. The
remainingthreesetsof runsincludeevolving two, three andfour speciesespectiely. Theplots
in Figure4 shav the numberof target bits matchedby the bestindividual from eachspecies.
They weregeneratedrom thefirst run of eachsetratherthantheaverageof thefive runssothat
theinstability thatoccursduringthe earlygenerationss not masked. However, we verifiedthat
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Figure4: Coveringthreehiddennicheswith one,two, three, andfour species.

all five runsof eachsetproducedsimilar results.Althoughthefigure shaws justthe numberof
bits matchingthe 32-bit targetpatternsthe fithessof individualswasbasedon how well all 64
bits of eachtargetstringwerematched.

In thesinglespecieplot, we seethatafteraninitial periodof instability the speciestabi-
lizesattheappropriatdevel of generality Specifically 20 bits of thefirst patternarematched,
and?22 bits of the secondandthird patternsarematched.This resultis consistentvith the op-
timal single-stringgeneralistdescribedgreviously. Whenwe increaseghe numberof speciego
two, thefirst patternis matchedperfectlyandthe othertwo patternsare matchedat thelevel of
26 and18 bits respectrely—consistentvith the optimaltwo-stringgeneralizationWhenthree
speciesare evolved all three patternsare matchedperfectly indicating that eachspecieshas
specializedn a differenttestpattern.In the four speciegplot we seethatwhenthe numberof
speciess increasedeyondthe numberof niches perfectmatchesarealsoachiered; however,
morefitnessevaluationsarerequiredto achieve this level of performance.

Figure5 shows the bestindividual from eachof the speciesat the endof thefinal genera-
tion. After removing all the bits correspondingo the variableregionsof the targetstrings,the
patternghatremainarethe optimalone,two, andthreeelementoversdescribeckarlie; which
is conclusve evidencethatthe speciedave evolvedto appropriatdevelsof generality Onecan
alsoseefrom thisfigurethatthethird andfourth specieshave focusedon the same32-bittarget
pattern.However, the bits from thesetwo individualscorrespondingo the variableregionsof
the targetstringsare quite different. Whatis occurringis thatthe two speciesareadaptingto
differentrepeatingpatternsn thevariableregionsof thetargetstrings.Thisenabledheecosys-
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One-species experiment
Species 1: 1001010100011111001001000101101010100001100111101111101011100110

Noise removed
11111111110000000000001111111111

Two-species experiment

Species 1: 1011000100011111001001111111111011011111111111101111101111110110
Species 2: 0100110000000110000010000101101010100000000100101111010011000110

Noise removed
11111111111111111111111111111111
00000110000000000000001001110011

Three-species experiment

Species 1: 1001000100011111001001111111111111111111111111111111101111111100
Species 2: 0100010000000000000010000001001110100000100111101101101011000010
Species 3: 1001100100011111011001000101101000100000100000001010010100110010

Noise removed
1111111121111211111111111111111111
00000000000000000000001111111111
11111111110000000000000000000000

Four-species experiment

Species 1: 1001000100011111001001111111111111111111111111111111101111111100
Species 2: 0100010000000000000010000001001110100000100111101101101011000010
Species 3: 1101011101111111101001000101101000100001100000001000000100101100
Species 4: 1011000101011111011101000101000000000001000000000010000100011000

Noise removed
11111111111111111111111111111111
00000000000000000000001111111111
11111111110000000000000000000000
11111111110000000000000000000000

Figure5: Final representatiesfrom onethroughfour speciesxperimentdbeforeandafterthe
removal bits correspondingo variabletargetregions.

temwith four speciego achiese a slightly highermatchscoreon the full 64-bit targetstrings
thanthe ecosystenwith threespecies.To determinewhetherthis differenceis significant,an
additional95 runswereperformedusingthethree-andfour-speciegcosystemo bring theto-
tal to 100runsapiece.Thearithmeticmeandrom thetwo setsof runswere51.037and51.258
respectiely, andat-testverifiedthatthis differences unlikely to have occurredby chance.

4.2.3 Adaptation asthe Number and Role of Species Change

If we do not know a priori how mary speciesarerequiredandmustdynamicallycreatethem
asevolution progressesgxisting speciesmustbe ableto adaptto thesenew species.One of
theforcesdriving this adaptatioris the freedomof olderspecieto becomemorespecializedas
new speciedegin makingusefulcontributions.

Specializingin this manneris similar to the notion of character displacementhat oc-
cursin naturalecosystemgBrown and Wilson 1956). For example,a study of finchesin the
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Figure6: Shifting from generalistdo specialistasnew speciesareaddedto the ecosystenon
afixedschedule.

Galapagosy Lack (1947)determinedhaton the eightislandsoccupiedby both Geospizdor-
tis and Geospizduliginosa the averagedepthof the G. fortis beakwasapproximatelyl2 mm
while the averagedepthof the G. fuliginosabeakwasapproximately8 mm. However on the
islandsDaphnepccupiedonly by G. fortis, andCrossmangccupiedonly by G. fuliginosa the
averagebeakdepthof bothspeciesvasapproximatelyl 0 mm. Theinterpretatiorof this obser
vationis thatwhenbothfinch speciesompetdor food within the sameecosystemtheir beaks
evolveto becomespecializedo eitheralargeror smallervariety of seedsHoweverwhenonly
one of thesetwo speciesoccupiesan ecosystemthe speciesavolvesa more generalpurpose
beaksuitablefor consuminga wider variety of seeds.

To determinevhetherthe speciesn our modelof cooperatre coevolutionwill mimic this
processandbecomemorespecializedasnew speciesareintroducedinto their ecosystemye
begin this experimentwith a single speciesadd a secondspeciesat generationl00, andadd
a third speciesat generatior200. A 30-elementarget setwasgeneratedrom the samethree
schemataisedin Section4.2.2.

The numberof targetbits from thefixedregion of the schematanatchedy the bestindi-
vidualfrom eachspeciess shavnin Figure6. As before althoughonly theperformancenthe
32-bitfixedregionis shavn, thefitnessof individualswasbasedn how well the entire64 bits
of eachstringwascovered. Eachdashedverticalline marksthe creationof a new species.A
periodof instability justaftereachspeciess introduceds evidenceof afew quickrole changes
asthespeciesdecide”whichnichethey will occupy. However, therolesof thespeciestabilize
afterthey evolvefor afew generationsilt is clearfrom thefigurethatwhenthesecondspeciess
introducedpneof thespeciespecialize®n thestringscontainingthefirst targetpatternwhile
the otherspeciegyeneralizeso the stringscontainingthe othertwo target patterns.Similarly,
whenthe third speciess introducedall threespeciesare ableto becomespecialists.Further
more,by comparing-igure6 with theplotsin Figure4, we seethatthis adaptatiomesultsin the
samedevelsof generalizatiorandspecializatiorthatareachieredwhenthe speciesareevolved
togetherfrom the beginning.

4.2.4 Evolving an Appropriate Number of Species

It isimportantnotto evolvetoo mary speciedecauseachrequirescomputationatesource$o
supportl) theincreasingiumberof fithessevaluationghatneedo beperformed2) theneedor
applyingoperatorsuchascross@er and mutationto moreindividuals,and 3) the conversion
betweergenotypicandhigherlevel representationthatmayberequired.On the otherhand,if
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we evolve too few specieghey will beforcedto bevery general—resultingn mediocrecovers
aswe saw in the previousfew studies.

An algorithmfor evolving anappropriateiumberof speciesvasintroducedn Section3.2.
Totesttheeffectivenes®f thisalgorithm,we usethesameargetsetasin theprevioustwo stud-
ies andbegin by evolving a singlespecies. At eachecosystengeneratioh we checkfor evo-
lutionary stagnationandif we arenot makingsuficientimprovementwe addanew randomly
initialized speciesanddestry thosethat are not making a significantcontrikution. Precisely
what constitutesstagnations applicationdependentbut herewe determinedhroughexperi-
mentationthatif the current-besfithessascomputedrom Equation3 doesnotimprove by at
least0.5 over five generationsfurther significantimprovementwithout the additionof a new
speciess unlikely. Regardingspecieglestructionwe considerthata speciesontributesto the
fitnessof a collaborationwhenits representatie matchesatleastoneof thetargetstringsbetter
thanary othermemberof the collaborationwith tiesbeingwon by the olderspeciesWe refer
to theamountof contritutionthata speciesnustmake to be considerediable asits extinction
threshold We setthe extinction thresholdhereto 5.0to eliminatespecieghatgainanadwan-
tageby matchingspurioussharedpatternsin the randomregionsof the target strings. If we
hadbeeninterestedn thesedesssignificantpatternsve could have setthe extinction threshold
to a smallervalue—perhapgist slightly above zero—andhe speciesnatchingthesepatterns
wouldbepresered.

Thefitnessof the bestcollaboratiorandthe amountof fithesscontritutedby eachspecies
in theecosystenover 300generationss plottedin Figure7. Theverticaldashedinesrepresent
stagnatioreventsin which unproductie speciesare eliminatedanda new speciess created.
For the first 21 generationghe ecosystentonsistsof only one speciesitherefore,its contri-
bution during this periodis equalto the collaborationfitness. At generatior22 stagnatioris
detectedanda secondspecieds addedo the ecosystemAlthoughthe contrikbution of the first
speciesiow dropsfrom 37.9to 29.1,the contribution of the new speciesauseshe collabora-
tion fitnessto increasefrom 37.9to 39.2. At generatior63 the evolution of thesetwo species
hasstagnatecandwe add a third specieshat focuseson someof the stringsbeing matched
by thefirst species—causintie contrikution of thefirst specieso dropto 16.8. However, the
third speciescontritutes11.1andthe fitnessof the collaborationumpsfrom 42.3to 43.5. At
generatiornl 38 evolution hasstagnatedvith threespeciesn the ecosystemthe collaboration
fitnessis 49.7,andthespeciesrecontrituting17.1,16.8,and15.8respectiely. We know from
the previousfew studiesthatthis is the optimalnumberof speciedor this particularproblem;
however, the systemdoesnot possesshis knowledgeandcreatesa new species.This species
is only ableto contribute 1.6 to the fithessof the collaborationwhich is lessthanthe extinc-
tion threshold andthereforeit is eliminatedat generatioril76. At this point anotherspeciess
createdbut it doesnot begin makinga contribution until generationl92. Sincethe mostthis
new speciescontritutesis 1.5, it is eliminatedat generationl97 and anothernew speciess
created Fromthis pointuntil theendof therun, noneof thenew speciegvermakesanon-zero
contritutionandeachis eliminatedin turn whenstagnations detected.

Thefirst obsenationthatcanbe madefrom this experimentis thatanappropriatenumber
of speciesemeges. Specifically the ecosystenstabilizesin a statein which therearethree
speciesnakingsignificantcontributionsanda fourth exploratory speciegroviding insurance
againstthe contingeng of a significantchangen the ernvironment.Our simplestring covering
applicationhasa stationaryobjective function,sothisinsurances notreally necessaryut this
would oftennot be the casein “real-world problems”. The seconbsenationis thatalthough

1By ecosystergeneation we meanthatall speciesareevolvedfor ageneration.
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Figure7: Changingcontributionsasspeciesaredynamicallycreatedand eliminatedfrom the
ecosystem.

thefourth andfifth speciesvereeventuallyeliminated they wereableto make smallcontriku-
tionsby matchingpatterndn the randomregionsof a few targetsratherthangeneralizingover
alargenumberof them. If we wereinterestedn maintainingthesespecialistsn theecosystem
we couldlower theextinctionthresholdandthey would survive.

5 Case Study in Emergent Problem Decomposition

Moving beyond the simple studiesof the previous section,we now describea more complex
casestudyin which cooperatie coevolutionis appliedto the constructiorof anartificial neural
network. Ourtaskwill beto constructmultilayeredfeed-forwardartificial neuralnetwork that,
whenpresentedvith aninput pattern,will producesomedesiredoutputsignal. We aregiven
the basictopologyof the network, but we know neitherthe numberof neuralunits requiredto
adequatelyproducethe desiredoutput nor the role eachunit shouldplay—thedetermination
of which constitutesour decompositiortask. The primary focus of this casestudyis to di-
rectly compareandcontrasthe decompositionproducedoy cooperatie coesolution to those
producedby a non-evolutionaryapproachthatis specificto the constructiorof artificial neural
networks.

5.1 Evolving Cascade Networks

The topologyevolvedin this casestudyis a cascadenetwork In cascadaetworks, all input
units have direct connectiongo all hiddenunits andto all outputunits, the hiddenunits are
ordered,andeachhiddenunit sendsits outputto all downstreamhiddenunits andto all out-
put units. Cascadenetworks wereoriginally usedin conjunctionwith the cascade-correlation
learningarchitecturgFahlmanandLebiere1990).

Cascadaetwork evolution canbe easilymappedo the cooperatie coevolution architec-
ture by assigningonespeciego evolve the weightson the connectiondeadinginto the output
units, andassigningeachof the otherspeciego evolve the connectionweightsfor oneof the
hiddenunits?. For example the speciego network mappingfor a cascad@etwork having two
inputs,a biassignalof 1.0, two hiddenunits,andoneoutputis shavn in Figure8. Eachof the
smallblack,gray, andwhite boxesin thefigurerepresents connectionweightbeingevolved.
To adda new hiddenunit to the network we simply createa new speciegor thatunit andadda

2 Althoughwe have notdoneso, othernetwork topologiescouldalsobeeasilymappedo thecooperatie coesolution
architecture.
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Figure8: Mappingbetweercascadaetwork andspecies.

new randomlyinitialized weightto eachof theindividualsof the speciesassignedo the output
unit. Thefitnessof anindividual is determinedoy combiningit with the currentbestindivid-
ual from eachof the otherspeciegdo producea connectionweight specificatiorfor the entire
network. The sum-squaredrroris thencomputedaspreclassifiedrainingpatternsarefed for-
wardthroughthe network. Individualsproducingnetworkswith lower sum-squareérrorsare
consideredanorehighly fit.

The network shavn in Figure8 is constructedncrementallyasfollows. Whenthe evo-
lution of the network begins, thereis only one speciesin the ecosystenandits individuals
represenalternatvesfor theoutputconnectiorweightsdenotedy thethreeblackboxes.Later
in the network’s evolution, thefirst hiddenunit is addedanda secondspeciess createdo rep-
resentthe new unit’s input connectionweights. In addition,a new connectionweightis added
to eachindividual of thefirst species.All of thesenew weightsare denotedby gray boxesin
thefigure. The speciesreationeventis triggeredby evolutionarystagnatiorasdescribedear
lier. Laterstill, evolution againstagnatesindthe secondhiddenunit is added a third species
is createdo representhe unit’s connectionweights,andtheindividualsof thefirst speciesare
furtherlengthenedTheseconnectiorweightsaredenotedy white boxes. This cycle continues
until anetwork is createdhatproduces sufiiciently low sum-squaredrror. Usingthisscheme,
a cascadametwork with & hiddenunitswill be constructedrom k& + 1 species.Alternatively,
we could have startedwith aliberal estimationof the numberof hiddenunits requiredandlet
thedestructiorof speciegparethe network down to anappropriatesize,but this optionwasnot
explored.

Due to the compleity of the neuralnetwork searchspace whenaddinga newv species
we foundit helpfulto temporarilyfocuscomputationatesource®n enablingit to find a niche
in which it could make a contritution. This is accomplishedimply by evolving just the new
speciesand the speciesrepresentinghe weightson the connectiongo the outputunit until
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progressagainapproacheanasymptoteAt this point, we eliminatethe new speciesf it is not
makinga significantcontribution andcreateanotheroneto replaceit, or we continuewith the
evolution of all of thespeciesn theecosystem.

TheEA usedn thiscasestudyis a (i, A) evolutionstrategy (ES)asdescribedy Schwefel
(1995),with p = 10 and A = 100. We previously applieda GA to this task (Potterand
DeJong1995), but achiered betterresultswith the ES. Eachindividual consistsof two real-
valuedvectors:avectorof connectionweightsanda vectorof standardieviationsusedby the
mutationoperator We requirethe standarddeviationsto alwaysbe greaterthan0.01andthey
areadaptedasfollows:

G = &teGauss(O,o')’ (4)
wheret denotegime expressedliscretelyin generations.The rate of corvergenceof the ES
is sensitve to the choicesof ¢’ andtheinitial settingof the standard-deation vectorss. We
follow Schwefels recommendatioandsets’ usingthe equation

. ©)
V17|
whereC depend®n y and . Giventhe(10,100) ESusedhere,C is setto 1.0. Schwefelalso
recommendsitializing & usingthe equation

Rl
V171

wherethe constantR}, is themaximumuncertaintyrangeof the correspondingariable.Given
that our randomlyinitialized connectiorweightsarelimited to the range(—10.0, 10.0), each
Ry, is correspondinglgetto 20.0. Mutationis theonly evolutionaryoperatomused.

fork=1,2,...,|0], (6)

O =

5.2 The Cascade-Correlation Approach to Decomposition

In thecontext of acascad@etwork, problemdecompositiortonsistof determininghenumber
of hiddenunitsandtheir roles. We will be comparingandcontrastinghe decompositiongro-
ducedby cooperatie coevolution to thoseproducedby a second-ordegradient-descertech-
nigue for constructingcascadenetworks called the cascade-correlatiolearningarchitecture
(FahlmanandLebiere1990).

Prior to the developmentof the cascade-correlatiolearning architecture feed-forward
networkswereconstructedy usingrules-of-thumbto determineghe numberof hiddenlayers,
units,andtheir connectvity. Therolesof the hiddenunitswereallowedto emegethroughthe
applicationof thebackpropagatioalgorithm—édirst-ordergradient-desceméchniqugRumel-
hart, Hinton, andWilliams 1986). A sourceof inefficiengy in this processs the considerable
timeit takesfor the emegenceof rolesto stabilize(FahlmanandLebiere1990).

Cascade-correlatiomasspecificallydesignedo eliminatethisinefficiency by constructing
thenetwork onehiddenunit atatime andfreezingtherolesof thehiddenunitsonceestablished.
Ratherthansimply allowing theserolesto emepge,eachhiddenunit is trainedto responckeither
positively or nggatively to the largestportion of remainingerror signalusinggradient-descent
to adjustits input connectiorweights. The gradientis with respectto the magnitudeof the
correlationbetweerthe outputfrom the hiddenunit andthe sum-squaree@rror astraining pat-
ternsarefed forward throughthe network. After training, the hiddenunit will only fire when

3More accuratelya small numberof candidateunits are createdandtrainedin parallel; however, for the sale of
clarity weignorethatdetailin this description.
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the mostproblematicpatternsfrom the training setare presentedo the network—forcingthe
hiddenunit to focuson a specificregion of theinput space Oncetheinput connectionweights
of ahiddenunit aretrainedandfrozen,all outputconnectiorweightsaretrainedby descending
the sum-squaredetwork error gradient. The additionof a new hiddenunit is triggeredwhen
thereductionof the sum-squaredetwork errorapproacheanasymptote This cycle of adding
a new hiddenunit, training andfreezingits input connectionweights,andtraining all output
connectionveightscontinuesauntil a sufiiciently low sum-squareeérroris produced.

5.3 Two-SpiralsProblem

We will constructcascadaetworksto solve the two-spiralsproblem,originally proposedn a
postto the connectionistgnailing list by Alexis Wieland. This problemis a classificatiortask
that consistsof decidingin which of two interlockingspiral-shapedegionsa given (z, y) co-
ordinatelies. Theinterlockingspiralshapesverechoserfor this problembecausehey arenot
linearly separableFinding a neuralnetwork solutionto the two-spiralsproblemhasprovento
bevery difficult whenusinga traditionalgradient-desceréarningmethodsuchasbackpropa-
gation,andthereforet hasbeenusedin anumberof studiego testnew learningmethodgLang
andWitbrock 1988; FahimanandLebiere1990; Whitley andKarunanithil991; Suavatanakul
andHimmelblau1992;Potter1992;Karunanithi,Das,andWhitley 1992).

To learnto solve thistask,we aregivenatraining setconsistingof 194 preclassifiedtoor
dinatesasshavn in Figure9. Half of thecoordinatesrelocatedn onespiral-shapedegionand
markedwith blackcircles,andhalf arein the otherspiral-shapedegion andmarkedwith white
circles. Thecoordinate®f the 97 blackcirclesaregeneratedisingthefollowing equations:

6.5(104 — 4)

"o 104 @
T

0 16 (8)

x = rsind 9)

= rcosf (20)

wherei = 0,1, ...,96. Thecoordinate®f the white circlesaregenerategimply by negating
the coordinate®f theblackcircles.

Whenperforminga correctclassificationthe neuralnetwork takestwo inputscorrespond-
ing to an (z,y) coordinate and producesa positive signalif the point falls within the black
spiralanda negative signalif the point falls within thewhite spiral.

5.4 Experimental Results

Tenrunswereperformedusingcascade-correlaticendtenrunswereperformedusingcooper
ative coevolution. Runswereterminatedvheneitherall 194 training patternswereclassified
correctly or it wassubjectvely determinedhatlearningwasstuckatalocal optimum.Cascade-
correlationgeneratesetworkscapableof correctlyclassifyingall thetrainingpatternsn all ten
runs,while cooperatre coevolution was successfuin sevenout of tenruns. We will address
thethreeunsuccessfulunsatthe endof this section.

Table1 shavs the averagenumberof hiddenunits producedoy eachmethod,alongwith
95-percentonfidencéntervalsonthemeanandthe maximumandminimumnumberof hidden
nodeggeneratedCascade-correlatiametworksrequiredanaverageof 16.8hiddenunits,which
is consistenwith resultsreportedby Fahlmanand Lebiere(1990). In contrast,in its seven
successfutunscooperatre coevolution networksrequiredanaverageof only 13.7hiddenunits
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Figure9: Trainingsetfor thetwo-spiralsproblem.

Tablel: Requirechumberof hiddenunits.

Method Hiddenunits
Mean Max Min

Cascade-correlation | 16.80 +£1.16 19 14
Cooperatre coesolution | 13.71 £2.18 18 12

to performthetask. Thisrepresenta statisticallysignificantdifferencein thenumberof hidden
unitsrequiredto solve the problem.The p-valueproducedrom at-testof themeansvas0.015.

We beggin our characterizatiorof the roles playedby the hiddenunits producedby the
two methoddy describinghereductionin misclassificatiomndsum-squaredrrorattributable
to eachunit. Table2 wasgeneratedy startingwith the final networks producedby the first
runsof thetwo methodsandeliminatingonehiddenunit at a time while measuringhe number
of training-setmisclassificationsindthe sum-squaree@rror. Thefirst run waschosenfor this
comparisorarbitrarily; however, it appearso provide a reasonablyfair comparison.Overall,
we find the sequencefrom the two methodgo be quite similar. Onesimilarity is thatneither
themisclassificatiomor the sum-squaredrrorsequencemonotonicallydecreasethatis, both
methodshave createchiddenunitsthat,whenlookedatin isolation,make mattersvorse.These
unitspresumablyplay morecomplex roles—perhapworking in conjunctionwith otherhidden
units. Anothersimilarity is thatthemisclassificatiorsequencesf bothmethodsaremoreerratic
thanthesum-squaredrrorsequencesiovever, thisis no surprisebecaus@aeithermethodused
misclassificatiomnformationfor training. Themajordifferencebetweerthemethodss thatthe
cooperatre coevolution sequencetendto make biggerstepswith highervarianceandcontain
fewer elements.

As in (Fahlmanand Lebiere1990), we gain further insightinto the roles playedby the
hiddenunitsby studyinga seriesof field-responseéliiagramsyeneratedrom the samenetworks
summarizedn Table2. Thefield-responseliagramsshownn in Figure 10 were producedrom
thecascade-correlatiametwork, andthoseshavn in Figurel1 wereproducedrom thenetwork
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Table2: Effect of addinghiddenunitsontrainingsetclassification.

Hiddenunits Misclassifications Sum-squarderror
CasCorr CoopCog | CasCorr CoopCoe&
0 96 99 84.96 68.26
1 94 97 83.41 64.96
2 76 84 64.61 61.34
3 74 70 64.68 67.24
4 64 80 62.21 68.36
5 64 72 61.45 54.57
6 58 70 50.65 62.53
7 54 67 37.98 54.76
8 58 44 46.24 35.38
9 52 61 35.04 46.84
10 36 27 30.27 20.78
11 34 27 25.38 17.18
12 26 0 21.52 6.63
13 22 14.49
14 16 8.87
15 0 1.67

evolvedwith cooperatie coevolution. Thediagramswveregeneratedby feedingthe elementof
a 256x 256 grid of coordinatedorward throughthe network and measuringhe outputsignal
producedothby individual hiddenunitsandthe entirenetwork. Positve signalsaredisplayed
asblack pixels, and negative signalsaredisplayedaswhite pixels. For example,in Figure 10
thetop-rightpair of field response&liagramss generatedrom a cascade-correlatiametwork in
whichall but thefirst two hiddenunitshave beeneliminated.Theleft diagramof thatparticular
pair shavs the outputfrom the secondhiddenunit andthe right diagramof the pair shavs the
correspondingutputfrom the network.

We make a numberof obsenationsfrom a comparisorof thesetwo setsof figures. First,
both the cascade-correlatiodecompositionand thoseproducedby cooperatie coesolution
clearly exploit the symmetryinherentin the two-spiralsproblem. A secondsimilarity is that
the early hiddenunits focus on recognitionin the centerregion of the field. This shaws that
both methodsare exploiting the greatercentralconcentratiorof training setelementsasone
can seefrom Figure 9. A third similarity is that as hiddenunits are addedto the network
their responsegatternstendto becomeincreasinglycomplex; although,this is lesstrue with
cooperatre coevolutionthanwith cascade-correlatiomheincreasen compleity maysimply
be a resultof the network topology—thelater hiddenunits have more inputs thanthe early
hiddenunitsasshavn in Figure8.

Thereare alsoa couple of noticeabledifferenceshetweenthe two setsof figures. The
cascade-correlatidield-responséiagramsendto consistof angularshapedegionswhile the
shapesn thediagramgroducedy the network evolvedwith cooperatre coesolutionaremore
roundedIn addition,thecascade-correlatiaiagramsarevisually morecomple thantheones
from cooperatre coerolution. We hypothesizehatthesedifferenceetweernthe decomposi-
tions, ashighlightedby the field-responseliagrams are dueto the task-specifimatureof the
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Figurel0: Field responseliagramsgyeneratedrom a neuralnetwork constructedisingcascade

correlation shaving theincrementakffect of addinghiddenunitsto the network.

cascade-correlatioecompositiortechnique Recallthatcascade-correlatiamsesthe correla-
tion betweerthe outputof ahiddenunit andthe network errorsignalto train theweightsonthe
connectiongeadinginto theunit. This enableghehiddenunit to respondoreciselyto thetrain-
ing patternghat areresponsibldor mostof the error signalwhile ignoring the othertraining
patterns.This is manifestedn thefield-responseliagramsascomplex angularregions. Since
this particularinstantiatiorof thecooperatre coesolutionarchitectureloesnot usetask-specific
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Figurell: Field respons@iagramgyeneratedrom a neuralnetwork constructedisingcooper
ative coevolution, shaving theincrementakffect of addinghiddenunitsto the network.

statisticalinformationasa focusingtool, it tendsto paintwith broadetbrushstrokes.

Paintingwith broadbrushstrokesmay be advantageousvith respecto the ability to gen-
eralize,but it canbe a disadwantageaswell. In all threeunsuccessfuluns,afterall but a few
of the training patternswere correctly classifiedthe last speciescreatedwasunableto find a
nichein whichit could contritute. Furtherinvestigationof the unsuccessfulunsrevealedthat
thesum-squareeérrorgeneratedby the few remainingmisclassificationsvasbeingmasled by
theresidualsum-squareérrorgeneratedby all the othertraining patternstherefore variation
amongindividualsproducecho selectve advantageandhenceno furtherevolutionaryprogress
occurred. This could probablybe addressetby utilizing the correlationstatisticin the fithess
functionof the speciesepresentindpiddenunits.

In summary our approachto letting decompositiongmege purely asa resultof evolu-
tionary pressureo increasehe fitnessof the overall ecosystenworkswell in simpledomains,
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andit evenhasthe potentialof producinggooddecompositiongn domainsascomples asthe
onedescribechere. However, asour domainsbecomeincreasinglycomplex we may needto
bestav thefithessfunctionswith a morespecializedability to steerthe speciedowardsniches
in which they canmalke usefulcontributions.

6 Conclusionsand Future Work

We believe thatto apply evolutionaryalgorithmsto the solutionof increasinglycomplex prob-
lems, explicit notionsof modularity must be introducedto provide reasonabl@pportunities
for solutionsto evolve in the form of interactingcoadaptedsubcomponentsThe difficulty
comesn findingcomputationaéxtensiongo our currentevolutionaryparadigmsn which such
subcomponent®memge” ratherthan being handdesigned.In this paperwe have described
an architecturefor evolving suchsubcomponentas a collectionof cooperatingspecies.We
shavedthat evolutionarypressurdo increasehe overall fitnessof the ecosystentanprovide
the neededstimulusfor the emegenceof anappropriatenumberof interdependergubcompo-
nentsthat cover multiple niches,evolve to anappropriatdevel of generality andadaptasthe
numberandrolesof their fellow subcomponentshangeover time. Finally, we exploredthe
emegenceof coadaptedubcomponents moredetail througha casestudyinvolving neural
network evolution, which suggestethatasour domainshecomencreasinglycomplec the evo-
lution of speciesmay needto be driven by morethanthe overall fithessof the ecosystento
producegooddecompositions.

Theresultsarequite positive in anumberof ways. First, thearchitecturdnasdemonstrated
the ability to evolve usefuldecompositiongxpressedomputationallyasthe emegenceof co-
operatingspecies Secondthe cooperatie coesolutionaryarchitecturenasbeenshavn to bea
generalextensionfor ary of the standardeC paradigmsandnot tightly coupledto a specific
approactsuchasGAs. Finally, this architecturds allowing usto scaleup to muchmorecom-
plex problemsthanpossiblewith our standardEAs. As anexample,we arecurrentlyusingthis
approacho evolve complex behaviors for robotsin multi-agentervironments.In this regard,
the architecturds suitableboth for coevolving variousmodalitiesof behaior within a single
robot,andfor coevolving the behaior of agroupof cooperatingobots.

At the sametime therearea numberof improvementgo the currentsystemthatwe are
exploring. At presentthe mechanisnfor evaluatingthe collaboratve potentialof coevolving
componenthasbeendeliberatelykeptassimpleaspossible.Thereareseveralwaysin which
suchevaluationscouldbe madeto be moreeffective. Similarly, themechanisnior the creation
and destructionof specieds currently quite simplistic and provides opportunitiesfor signif-
icantimprovements.Finally, our currentcoevolutionary architecturds implementedserially
eventhoughparallelimplementationsirequite natural. Of particularinterestaswe scaleup to
morecomplex domainsareimplementation®f the architecturén which speciesareassigned
to separatgrocessorandcoevolvedasynchronously
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