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Abstract— Context: The use of defect taxonomies and their 
assignment to requirements can improve system-level testing of 
requirements. Experiences from industrial applications indicate 
that the type of the underlying top-level defect categories 
constitutes the main influence factor for defining defect 
taxonomies. Objective: The objective addressed in this paper is to 
investigate the influence of the type of top-level defect categories 
on the quality of the created defect taxonomy, on the quality of 
the assignment of requirements to defect categories as well as the 
quality of designed test cases. Method: We conducted a 
controlled student experiment to determine the influence of two 
different types of top-level defect categories, i.e., generic and web 
application specific, on the quality of the created defect 
taxonomy, their assignment to requirements and the derived test 
cases. Results: The results indicate an influence of the type of the 
top-level defect categories on the quality of the derived defect 
taxonomy but no influence on the quality of the assignment of 
requirements to defect categories and the quality of the designed 
test cases. Contribution: The main contributions of this paper is 
the empirical investigation of the role of the type of top-level 
defect taxonomies themselves for testing requirements and the 
consequences of the results for industrial application.

Index Terms— Defect taxonomy; system testing; requirements 
testing; test management; traceability; software quality; 
controlled experiment. 

I. INTRODUCTION

Defect taxonomies provide information about the 
distribution of faults and failures in a software product and are 
invaluable for improving software testing. This is especially the 
case when testing the requirements of a system, as using 
system-level defect taxonomies may improve the effectiveness 
of test cases, the traceability between requirements and tests as 
well as the precision of the release quality statement after a test 
execution cycle [1,2]. To gain these advantages we defined and 
evaluated a testing approach that uses defect taxonomies to 
support all phases of testing requirements, i.e., test planning, 
design, execution and evaluation [1,2]. The approach is based 
on the assignment of requirements to defect categories which 
enables more specific test design techniques to be applied. The 
key artifact of this testing approach determining its overall 
applicability are therefore defect taxonomies which consist of a 
tree of defect categories each describing a class of defects or 
failures.  

A defect taxonomy is defined on the basis of top-level 
defect categories which are then further refined to concrete 
low-level defect categories to which requirements are assigned. 
Our experience from industrial applications indicated that the 
underlying top-level defect categories constitute the main 

influence factor for defining defect taxonomies. However, an 
industrial context did not allow this factor to be investigated in 
isolation. Generic top-level defect categories independent of 
any specific type of software as well as top-level defect 
categories specific to application types are relevant for practical 
purposes. They determine the quality of the derived defect 
taxonomy, the assignment of the requirements to defect 
categories as well as the quality of the derived test cases. 

The objective of this paper is therefore to investigate the 
influence of the type of top-level defect categories on the 
quality of the created defect taxonomy, the assignment of defect 
categories to the requirements and the quality of the derived 
test cases in a controlled student experiment. It was conducted 
at the Graz University of Technology (Austria) and piloted at 
the University of Innsbruck (Austria). The experimental object 
is a web application actually used to manage course 
participants. The experiment has two treatments, i.e., the 
creation of a defect taxonomy, the assignment of requirements 
and design of test cases either on the basis of generic top-level 
defect categories or top-level defect categories based on web 
applications. In a between-subjects balanced design eight teams 
of students performed the experimental tasks independently. 
The experiment indicates that the quality of web-based defect 
taxonomies may exceed that of generic ones, whereas the 
quality of the requirements assignment and designed test cases 
seem not to differ. This suggests that the quality of the latter is 
independent of whether generic or application type specific 
top-level defect taxonomies are used as the starting point and 
that relevant experience and an agreement as to the type of 
defect taxonomy to be used is more important for industrial 
projects. 

This paper is structured as follows. Section II provides 
background and related work on defect taxonomies and testing 
requirements with defect taxonomies. Section III presents the 
design of the student experiment. Section IV presents the 
results of the student experiment. Section V discusses the 
results and presents threats to validity. Finally, Section VI 
concludes this paper and presents future work. 

II. BACKGROUND AND RELATED WORK

In this section we discuss the background on defect 
taxonomies, testing requirements with defect taxonomies as 
well as related work. 

A. Defect Taxonomies and Related Artifacts 
A defect taxonomy consists of a tree of defect categories or 

classes. Its leaves are formed by low-level defect categories. A 
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defect category describes a class of defects or failures. A low-
level defect category represents a class of concrete product-
specific failures to which requirements are assigned such that 
failures occurring when testing a specific requirement fall into 
one of the assigned defect categories. Our defect taxonomies 
created for the purpose of testing requirements are therefore 
product-specific. A defect taxonomy is defined on the basis of 
top-level defect categories which are then further refined – 
possibly with several levels in between - to concrete low-level 
defect categories. Table I shows part of the two-level defect 
taxonomy for the course participation management system 
applied as experimental object. 

Each low-level defect category has a severity which defines 
the degree of impact that a defect in that category has on the 
development or operation of the system. In our case, the 
possible values for the severity of defect categories and failures 
follow Bugzilla [3], and are blocker, critical, major, normal, 
minor, or trivial. Therefore the value blocker means that the 
software version cannot be tested or used, critical a very 
limited testing is possible, major the usage is still very limited, 
normal the damage of a failure is not significant, minor or 
trivial are for instance minor layout deficiencies. Defects of the 
severity blocker or critical imply a high risk for the project. For 
instance, the low-level defect category Appearance with 
identifier F1 of Table I representing display anomalies has the 
severity minor. As mentioned before, each low-level defect 
category has an assigned severity value. For instance, 
REQ_0011 “The system shall be able to display all attributes of 
a lecture” is assigned to the low-level defect category 
Appearance. A requirement has a priority defining its level of 
business importance, which may be high, normal, or low. For 
instance, REQ_0011 has the priority low. 

TABLE I.   PART OF WEB-BASED DEFECT TAXONOMY FOR COURSE
PARTICIPATION MANAGEMENT SYSTEM

Top�Level�Category DC Low�Level�Category Requirements Severity
F1 Appearance REQ_0011,�REQ_0026 minor

F2 Navigation�failure REQ_0005,�REQ_0025,�REQ_0027,critical

F3 Wrong�search REQ_0023,�REQ_0024,�REQ_0003,major

F4 Faults�related�to�browser�incompatibil ity REQ_0035,�REQ_0036 major

F5 … …

D1 Wrong�login�state REQ_0019,�REQ_0009 critical

D2 Wrong�authentication REQ_0016 critical

D3 Wrong�time�computation REQ_0004,�REQ_0029 critical

D4 … …

I1 Email�communication REQ_0006 major

I2 Third�party�SW�failure REQ_0008;�REQ_0039 major

I3 … …

P1 Throughput REQ_0033,�REQ_0040 major

P2 Service�down critical

P3 Response�time REQ_0041 major

P4 … …

Others O … …

Web�Browser�Interaction
Output
Robustness�Input
Navigation
Compatibility

External�Components
Used�Standard�Software
Used�Services�and�Components
Data�Storage

Client�Server�
Communication
Availability
Response�Time�under�Load
Parallel�Access

Business�Process
Business�Logic
Session�(State�of�Application)
Processing�on�Server

The main influence factor for creating defect taxonomies is 
the underlying type of top-level defect categories. This type can 
be generic, i.e., independent of a specific application type, or 
application type specific. Based on the these two types of top-
level defect categories, several generic and application type 
specific defect taxonomies with various objectives have been 
listed by Vijayaraghavan and Kaner [4]. Prominent generic 
defect taxonomies are defined by Beizer [5], the orthogonal 
defect classification (ODC) scheme [6], or the IEEE Standard 
1044-2009 on test classification (IEEE) [7]. The last one is 
even standardized and provides a generic classification scheme 
of anomalies. Additionally, there are various application type 

specific defect taxonomies, e.g., for component-based 
applications [8], safety critical systems [9], web services [10], 
or web applications [11]. 
The generic top-level defect categories in our experiment are 
based on the IEEE classification and are as follows: 
� Functionality which contains for instance failures related 

to application flow, GUI failures, input and navigation 
� Data which contains for instance failures related to defini-

tion, access and management of data 
� Interfaces which contains for instance failures related to 

interfaces between database and software 
� Logic which contains for instance failures related to deci-

sion and algorithmic logic 
� Performance which contains for instance failures related 

to throughput, response time and load 
� Others which do not fall into one of the categories men-

tioned before 
As the application used in our experiment is a web 

application, our application type-specific top-level defect 
categories are web specific and based on [11]. The top-level 
defect categories also shown in Table I are as follows: 
� Web Browser Interaction which contains for instance 

failures related to output, navigation and compatibility 
� Business Process which contains for instance failures 

related to business logic, session management and pro-
cessing on the server 

� External Components which contains for instance failures 
related to services and components as well as data storage 

� Client-Server-Communication which contains for instance 
failures related to response time under load, parallel ac-
cess and availability 

� Others which do not fall into one of the categories men-
tioned before 

A defect taxonomy defined on the basis of generic-top-level 
defect categories is called a generic defect taxonomy. By 
analogy a defect taxonomy defined on the basis of web-based 
top-level defect categories is called a web-based defect 
taxonomy. As mentioned in the introduction, defect taxonomies 
are especially useful for testing requirements which is 
discussed in the following section. 

B. Testing Requirements with Defect Taxonomies 
Testing requirements with defect taxonomies is based on 

the assignment of requirements to low-level defect categories 
as presented before. In the system requirements specification, 
requirements are linked to use cases. Use case descriptions 
contain process descriptions, business rules as well as graphical 
user interfaces and are essential for the design of test cases. 
Testing requirements with defect taxonomies then uses the 
assignment of requirements to low-level defect categories in all 
testing phases, i.e., test planning, design, execution and 
evaluation [1,2]. In the following, we explain the phases test 
planning and design of requirements testing with defect 
taxonomies in more detail as these two phases are also 
performed as part of the student experiment. A detailed 
description of all phases of the testing approach can be found in 
[1].

Testing is planned based on a list of test design techniques. 
They are divided into sequence, data, and performance-oriented 
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approaches. Sequence-oriented test design techniques (TS) 
validate functional process flows and contain process cycle 
testing and state transition testing. Data-oriented test design 
techniques (TD) are used to derive concrete test values and 
contain amongst others equivalence partitioning and pairwise 
testing. Finally, performance-oriented test design techniques 
(TP) observe the system behavior depending on the load. Each 
test technique has three test strengths, i.e., 1 (low), 2 (medium), 
and 3 (high). The test strength refines the test depth of a testing 
technique, for instance by applying different coverage levels. 
The test design techniques are applied to the assignments of 
requirements to defect categories defined before. The 
categories of these techniques complement each other, and 
combinations of requirements and defect categories can be 
assigned to more than one test design technique, especially 
from different categories. Test design techniques allow the test 
strength to be varied on the basis of the priority of requirements 
and the severity of defect categories. A positive correlation 
between the priority of the requirements and the severity of the 
defect categories allows the test strength to be determined in a 
very specific and goal-oriented way. The test strength is 
determined on the basis of the priority of requirements and the 
severity of defect categories: If the priority is high or if the 
priority is normal and the severity is blocker or critical, then the 
test strength is 3. If the priority is normal and the severity is 
major or lower, then the test strength is 2. Finally if the priority 
is low, then the test strength is 1. The test design technique, 
together with the test strength assigned to the combination of a 
requirement and defect category, may be used to estimate the 
number of test cases. The test design techniques are assigned to 
defect categories taking into account their focus of finding 
specific types of defects. 

In the test design phase, test cases are derived by applying 
the previously decided test plan based on the defect taxonomy. 
Concrete test cases for a specific requirement are designed on 
the basis of the assignment between requirements and defect 
categories, the linked use case descriptions (with their process 
descriptions, business rules and graphical user interfaces), the 
defined test design techniques as well as the test strength 
resulting from the priority of the requirements and the severity 
of the assigned defect category. For instance, for REQ_0011 
the test design technique pairwise testing with test strength 1 is 
applied as REQ_0011 has priority low and its assigned defect 
category F1 has severity minor. Pairwise testing was selected, 
because the appearance of the attributes of a course on a screen 
should be tested with different combinations of operating 
systems and browser versions. Each derived test case consists 
of a goal, an assigned requirement, a precondition as well as 
test steps with input data and expected result. 

In the test execution phase, first all test cases are made 
executable and then executed manually or automatically. 
Finally, in the test evaluation phase, the test log is analyzed 
taking the defect taxonomy into account to enable a meaningful 
statements about the quality of a release and decisions whether 
additional hotfixes or iterations are needed. As mentioned 
before, the student experiment does not comprise the execution 
and evaluation of test cases as these phases depend on the 
quality of the implemented product which is not under 
investigation in our experiment. 

C. Related Work 
Taxonomies are applied in several software engineering 

domains, e.g., for identifying risks in risk management [1], for 
quality specifications in requirements engineering [13], in 
inspection [14], or as defect taxonomies in software [4]. 

Our work is related to empirical studies in the field of 
defect taxonomies for software engineering purposes. Although 
many defect distribution statistics are based on defect 
taxonomies, for instance in Beizer [5], there are relatively few 
empirical studies of their properties. 
Marchetto et al. [11] investigate exclusiveness, ambiguity, 
classifiability, distribution, specifity, and stability of web-
defect taxonomies based on several hundred bugs from 68 web 
applications. The results are used to define a defect taxonomy 
for web applications in an iterative way. 

Vallespir et al. [15] define a framework to evaluate and 
compare different defect taxonomies based on a meta 
taxonomy including attributes, structure type and properties. 
The comparison in their paper considers several taxonomies, 
including IEEE Standard 1044-2009. The orthogonal defect 
classification (ODC) scheme [6] defining attributes for the 
classification of failures is also introduced in the framework of 
Vallespir et al. [15]. ODC can be used for fault detection in 
static analysis [16] and for inspection [14]. The reliability of 
ODC has been investigated in several publications, i.e., [17], 
[18], and [19]. The approaches of Marchetto and Vallespir are 
orthogonal to our own and can be used to define a suitable 
taxonomy to adapt our approach to a specific domain. 

Huffman Hayes [20] presents an industrial experience 
report on building a requirement fault taxonomy for 
requirements-based fault analysis in NASA projects. The 
presented method contains processes for tailoring the taxonomy 
to a class of software projects or to a specific project. The 
method starts with the Nuclear Regulatory Commission 
requirement fault taxonomy as well as NASA problem reports 
and faults and can be extended for classes of projects or 
specific projects. 

None of the mentioned empirical studies investigates the 
influence of different types of top-level defect categories on the 
quality of the defect taxonomies, the assignment of 
requirements and the quality of tests derived from defect 
taxonomies. In this paper we address this problem of high 
practical relevance to requirements testing with defect 
taxonomies in the context of a controlled student experiment. 

III. EXPERIMENT DESCRIPTION

In order to investigate the role of top-level defect categories 
for testing with defect taxonomies we performed a student 
experiment. It was carried out at the Graz University of 
Technology (Austria) in April 2013. A less controlled pilot 
experiment was performed at the University of Innsbruck 
(Austria) in November 2012. It was used to validate the 
material and the experimental procedure for the main student 
experiment in Graz. But due to limited time, in the pilot 
experiment the students were not intensively trained and the 
experimental procedure was not adopted strictly. In this 
section, we present the research goal, the research questions as 
well as the experiment design, procedure and analysis. 
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A. Research Goal and Questions 
The goal of this experiment is to investigate the influence 

of the type of top-level defect categories on the quality of the 
created defect taxonomy, the assignment of defect categories to 
requirements as well as the quality of derived test cases. From 
this overall goal we derive the following three research 
questions that we address in the student experiment. 
(RQ1) Does the top-level defect category type impact the 

quality of a defect taxonomy? 
(RQ2) Does the top-level defect category type impact the 

quality of the assignment of requirements to defect 
classes?  

(RQ3) Does the top-level defect category type impact the 
quality of the designed test cases? 

Fig. 1 gives an overview of the involved artifacts, i.e., the 
requirements (linked to use cases with attached process 
descriptions, business rules and graphical user interfaces), test 
cases as well as defect taxonomies, and the assigned research 
questions RQ1, RQ2 and RQ3.Depending on the type of the 
top-level defect categories, RQ1 addresses the quality within a 
defect taxonomy, RQ2 between requirements and a defect 
taxonomy, and finally RQ3 the quality of abstract test cases 
derived from low-level defect categories according to 
requirements testing with defect taxonomies. 

Use Case Requirement Priority
1 low
2 high

Test�Case���X Expected
Step 1
Step 2 true

RQ�1
RQ�2

RQ�3 Defect Taxonomy

A���B

Fig. 1. Relationship between Artifacts and RQ1, RQ2 and RQ3 

B. Context Selection 
The experimental object is a real web application to manage 

course participants. The application consists of 40 requirements 
and is a system and domain familiar to the students. In this 
system, courses can be edited, searched or printed. The system 
consists of 6 use cases and 14 business rules. 

The subjects of the experiment were 16 German-speaking 
master students in computer science at the Graz University of 
Technology participating in a software engineering seminar. 
All participating students have basic knowledge on software 
testing and requirements engineering but none of them created 
defect taxonomies and applied testing with defect taxonomies 
before. In preparation units, the students were intensively 
trained in managing defects, designing test cases with all 
provided test design techniques and requirements testing with 
defect taxonomies. As the students were subjected to the same 
information on defect management, test design techniques and 
testing with defect taxonomies, they were randomly divided 
into eight teams of two persons each. 

The task to be performed did not require a high level of 
industrial experience and the domain (course participation 
management system) was familiar to the students. Therefore, 
we believe that the use of a student experiment could be 
considered appropriate as suggested in the literature [21], and 
the only practical possibility to observe the influence of 

different top-level defect taxonomies as this would cause too 
much effort and bias in an industrial context. Working with 
students also implies various advantages, such as the fact that 
their prior knowledge (e.g., with respect to defect taxonomies 
and test design techniques) is fairly homogenous, there is the 
possible availability of a larger number of subjects, and using 
novices as subjects in an experiment on defect taxonomies and 
testing requirements implies that the cognitive complexity of 
the objects under study is not hidden by the subjects’ 
experience. 

C. Variable Selection 
The independent variable of the experiment is the type of 

top-level defect taxonomy which is either generic (G) or web-
based (W). The dependent variables to measure the quality of 
the defect taxonomy (RQ1) are 
� Completeness, i.e., all defect categories relevant for a 

product are considered 
� Right Level of Detail, i.e., defect categories are not too 

detailed (test goals already) or too abstract 
� Comprehensibility, i.e., understandability of the defect 

taxonomy and its categories for testers and analysts 
� Orthogonality, i.e., defect categories do not overlap which 

fosters assignment of requirements 
All these variables are measured on a five-point Likert scale 

from 1 (very good) to 5 (very bad) in relation to the reference 
defect taxonomies by the experimenters. In addition, we derive 
a quality metrics for defect taxonomies from the completeness 
(C), the right level of detail (RLD), the comprehensibility (CH),
and the orthogonality (O) which is computed as follows: 

6

22 OCHRLDC �����

The formula is derived from our industrial experience and 
reflects that completeness and right level of detail are more 
critical and harder to achieve than comprehensibility and 
orthogonality which have a lower weight.  

The dependent variables to measure the quality of the 
assignment of requirements to defect classes (RQ2) are 
� Coverage of Defect Categories by Requirements, i.e., each 

defect category is covered by at least one assigned re-
quirement 

� Balance of Assignment, i.e., average absolute deviation of 
the number of requirements per defect category from the 
average number of requirements per defect category 

In addition, we present qualitative observations on the 
assignment of requirements to defect categories. The coverage 
of defect categories by requirements are measured in 
percentage and the balance is a non-negative decimal number. 

The dependent variables to measure the quality of test cases 
(RQ3) are 
� Definition of Test Goal, i.e., defined test objectives are 

understandable, unique and reasonable 
� Application of Test Design Techniques, i.e., correct appli-

cation of specified test design technique 
� Completeness of Test Set, i.e., the right number of test 

cases according to a sample solution is defined 
� Correctness of Test Cases, i.e., test cases are syntactically 

and semantically correct 
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All these variables are measured on a five-point Likert scale 
from 1 (very good) to 5 (very bad) in relation to the reference 
test set created by the experimenters. 

D. Experimental Design 
We selected a between-subjects balanced design in which 

each treatment has an equal number of subjects. The four teams 
G1 to G4 independently created a defect taxonomy, assigned 
requirements and designed test cases for the course 
participation management system on the basis of the generic 
top-level defect categories. By analogy, the four teams W1 to 
W4 performed the same tasks for a web-based taxonomy. 

E. Experimental Procedure 
In two 120 minute preparation units the 16 students 

participating in the experiment were trained in defect 
management, applying all used test design techniques and 
testing with defect taxonomies. For this purpose the students 
had to apply the presented techniques in concrete exercises. All 
students were able to solve these exercises.  

The experiment started with an introduction to the course 
participation management system. All use cases were explained 
to the students and discussed with them. In addition, the 
method of requirements testing with defect taxonomies was 
repeated. Then the students were randomly divided into eight 
teams, G1 to G4 and W1 to W4. The G and W teams worked in 
different rooms. In each room the students worked under 
controlled conditions and the teams were strictly separated to 
not influence each other. Each team received a spreadsheet 
with three tables: one with all requirements, one with all test 
design techniques, and one with a template for the defect 
taxonomy on the basis of the generic or web-based top-level 
defect categories. In addition, the student received a printed 
version of the use cases and had access to an HTML version of 
it. The language of the material is German and was created and 
reviewed by all three experimenters. Moreover, the material 
was tested and refined in the pilot experiment. The scheduled 
time to create the defect taxonomy and to assign the 
requirements, the severity and the test design was 45 minutes. 
The time interval was defined on the basis of experiences from 
the pilot experiment and the students could complete the task in 
that time interval. The task was exactly explained on a task 
sheet. All students were able to complete the task on time. 
During the whole experiment the students were observed by 
one experimenter who did not answer any questions regarding 
the task of the experiment. The created defect taxonomy was 
sent per email to all experimenters for analysis.  

After the experiment, each team had to answer a post-
experiment questionnaire to check the comprehensibility and 
the subjectively perceived difficulty of the task. The 
questionnaire contained the following questions regarding the 
subjectively perceived difficulty of the task: 
1. How easy was it to create the defect categories? 
2. How easy was it to assign requirements to defect catego-

ries? 
3. How easy was it to assign test design techniques to defect 

categories? 
4. For which top-level categories it was difficult to create 

defect categories? 

5. What was difficult when assigning requirements and test 
design techniques to defect categories? 

The questions 1 to 3 were measured on a five-point Likert 
scale from 1 (very good) to 5 (very bad). The questions 4 and 5 
were open.  

The test cases on the basis of the created defect taxonomy 
by applying requirements testing with defect taxonomies as 
presented in Section III.C were designed as homework because 
this task was too time consuming to be performed in an 
experiment session. As the individual defect taxonomies of the 
teams were the basis for the derivation, the teams did not affect 
each other. The quality of the resulting test cases was analyzed 
in relation to the defect taxonomies by all three experimenters. 
The task sheet, the defect taxonomy template, the requirements 
specification of the course participation management system 
and the post-experiment questionnaire are available online at 
http://homepage.uibk.ac.at/~c703409/dt-
experiment.zip.
F. Analysis Procedure 

One experimenter has several years of industrial experience 
to create and evaluate defect taxonomies, assign requirements 
and derive tests. This experimenter measured all dependent 
variables listed in Section III.C in relation to reference 
solutions created by the three experimenters covering the use 
cases taking the test goals, test design techniques and test 
strength into account. The results were reviewed by the other 
two experimenters who also created defect taxonomies and 
applied requirements testing with defect taxonomies multiple 
times. For each research question, the results of the measured 
values for G and W are compared qualitatively and Mann-
Whitney U tests are performed to show whether the differences 
between G and W for the measured attributes are significant. In 
addition, the results of the post-experiment questionnaire and 
the pilot experiment questionnaire were taken into account to 
compare the results of G and W. 

IV. RESULTS

In this section we present the measurement results for each 
research question based on the metrics defined in Section III.C. 

A. RQ1: Does the top-level defect category type impact the 
quality of defect taxonomy? 

The quality of the generic and web application based defect 
taxonomies was evaluated by their completeness, level of 
detail, comprehensibility and orthogonality as defined in 
Section III.C taking the reference solutions into account. The 
measurement results for the four generic (G1 to G4) and web-
based defect taxonomies (W1 to W4) are shown in Table II. 

The completeness and the right level of detail have similar 
scores. Also the scores of comprehensibility and orthogonality 
are similar. However, comparing the values for completeness 
and right level of detail with the values for comprehensibility 
and orthogonality shows, that in general it is relatively easy to 
define defect categories understandable and clear. But it is 
challenging to find the right level of detail and all potential 
failure classes. From the four attribute values, the quality 
metrics is derived for each defect taxonomy. The results in 
Table II indicate, that the teams using web-based top-level 
defect categories could achieve a higher quality level with 
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respect to the critical attributes completeness and right level of 
detail than the team using the generic ones. The results for 
comprehensibility and orthogonality are similar for both types 
of top-level defect categories. In addition, we performed Mann-
Whitney U tests [22] to show whether the differences between 
G and W for the measured attributes are significant. These tests 
could not find significant differences. Still, the results show a 
tendency, that the web-based defect categories are of higher 
quality with respect to completeness and right level of detail. 

In the post-experiment questionnaire, the teams working on 
the generic defect taxonomies rated the question whether the 
defect taxonomy is easy to create with 1.75 on average, and the 
teams working on the web-based defect taxonomies rated it 
with 2.50 on average. So both groups agreed, that it is not hard 
to find defect categories. But the generic teams perhaps had the 
subjective impression due to more freedom in defining the 
defect categories that it is a little bit easier. However, the group 
using the generic type had the opinion that it was difficult to 
distinguish between the top-level categories “functionality” and 
“logic”. In the pilot experiment in Innsbruck, the answers of the 
students to the same question were similar. The students in 
Innsbruck rated the generic one with 2.86 and the web-based 
with 3.00. 

TABLE II.   METRICS FOR THE QUALITY OF DEFECT TAXONOMIES

Team Completeness
Right�level�of�

detail
Comprehen�

sibility
�Orthogonality Quality�metrics

G1 2 4 1 1 2.33

G2 4 4 2 1 3.17

G3 2 2 2 1 1.83

G4 1 1 1 1 1.00

W1 2 2 1 1 1.67

W2 3 2 3 1 2.33

W3 1 1 1 1 1.00

W4 1 1 1 2 1.17

B. RQ2: Does the top-level defect category type impact the 
quality of the assignment of requirements to defect 
classes? 
The influence of the top-level defect categories on the 

assignment of requirements to defect classes was assessed by 
the coverage of defect categories by requirements and the 
balance of assignment as defined in Section III.C taking the 
reference solutions into account. In addition, qualitative 
observation were considered. The results are shown in Table 
III. For high quality, 90% to 100% of all defined defect 
categories have to be covered by requirements and a balanced 
distribution of defect categories between 0 and 1 has to be 
achieved. 

The results presented in Table III show that the coverage of 
defect categories is in all cases between 90% and 100% and 
therefore of high quality. The balance distribution applied to 
the defect categories, submitted by the teams, contained only 
two peaks (G2 and W4). For instance, W4 assigned 6 
requirements to one defect class “display of a failure”. The 
influence of the top-level defect category type on the quality of 
its assignment is therefore marginal. In the post-experiment 
questionnaire the students answered the question whether the 
assignment of requirements to defect categories was easy to 
perform with 1.25 for the generic defect taxonomies and with 

2.00 for the web-based defect taxonomies. The students in 
Innsbruck rated the generic defect taxonomies with 2.14 and 
the web-based defect taxonomies with 2.50. So in general, 
performing the assignment of requirements to defect classes is 
rated a little bit easier for generic than for web-based defect 
taxonomies. 

TABLE III. METRICS FOR ASSIGNMENT OF REQUIREMENTS TO DEFECT 
CLASSES

Team Coverage�of�
DCs�by�Req�[%]

Balance�of�
Assignment

Qualitative�Observations

G1 100.00 0.00 Pairs �of�one�defect�category�and�one�requirement

G2 100.00 1.25 Test�goa ls �instead�of�a �defect�class

G3 100.00 0.00 Pairs �of�one�defect�category�and�one�requirement

G4 95.00 1.02 Good�dis tribution�of�sub�categories

W1 100.00 0.88 One�low�level �category�"fa i lure�of�bus iness �rule"�only

W2 100.00 0.49 Ass ignment�of�some�requirements �to�a �DC�i s �not�poss ible

W3 91.30 0.69 Correct�ass ignment�of�a l l �requi rements �to�a �DC

W4 100.00 1.30 The�same�DC�in�three�top�level �categories

C. RQ3: Does the top-level defect category type impact the 
quality of the designed test cases? 
The quality of the test cases designed on the basis of the 

web-based defect taxonomies or the generic defect taxonomies 
was evaluated by the definition of test goals, the application of 
test design techniques, the completeness of the test set and the 
correctness of the test cases as defined in Section III.C taking 
the reference solutions into account. The measurement results 
for the four generic (G1 to G4) and web-based defect 
taxonomies (W1 to W4) are shown in Table IV. 

Generally, the definition of test goals and the application of 
test techniques were performed correctly. However, 
independently of the type of defect taxonomy the number of 
test cases created by the students were either too small or too 
large compared to the number of test cases in the reference test 
set designed by the experimenters. A reason could be, that the 
students didn’t estimate the number of test cases before they 
started with test design. But according to Table III, the type of 
top-level defect taxonomy does not influence the quality of the 
generated test cases. In addition, we performed Mann-Whitney 
U tests [22] to show whether the differences between G and W 
for the measured attributes ‘definition of test goal’, ‘application 
of test design techniques’, ‘completeness of test set’ and 
‘correctness of test cases’ are significant. These statistical tests 
could not find significant differences. An interesting additional 
observation is, that the teams with good quality metrics (see 
G4, W1, W3, and W4 in Table III) delivered also test cases of 
good quality. 

TABLE IV.   METRICS FOR QUALITY OF TEST CASES

Team
Definition�of�
Test�Goal

Application�of�
Test�Design�
Techniques

Completeness�
of�Test�Set

Correctness�of�
Test�Cases

G1 2 1 2 2

G2 1 2 2 4

G3 2 1 5 4

G4 1 3 2 2

W1 1 1 3 3

W2 2 2 4 4

W3 1 1 2 3

W4 1 2 3 2
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V. DISCUSSION AND THREATS TO VALIDITY

Defect taxonomies are the key artifact for applying testing 
with defect taxonomies. The main influence factor for defining 
defect taxonomies are the underlying top-level defect 
categories. In a controlled student experiment we investigated 
the influence of the type of top-level defect taxonomies, i.e., 
generic or web application specific (web-based), on the quality 
of the derived defect taxonomy, the assignment of requirements 
to defect categories and the quality of the derived test cases. 

Our experiment indicates the following results presented in 
the previous section: 
� Teams using the web-based top-level defect categories 

seem to achieve a higher defect taxonomy quality level 
with respect to the critical quality attributes completeness 
and right level of detail than teams using the generic top-
level defect categories. 

� The type of top-level defect categories seems not to influ-
ence the quality of assignment of requirements to defect 
taxonomies. 

� The type of top-level defect categories seems not to influ-
ence the quality of the derived test cases. An interesting 
additional observation is, that the teams with good defect 
taxonomy quality metrics delivered also test cases of good 
quality. 

These results from the student experiment, which allowed 
to investigate the influence of top-level defect categories in 
isolation, can be applied in several respects when using defect 
taxonomies for testing requirements in industrial projects as 
presented in Section II.B. 

Although the experiment showed a tendency towards 
higher quality defect taxonomies on the basis of web-based 
top-level defect categories, a statistically significant difference 
to the quality of defect taxonomies on the basis of generic top-
level defect categories could not be observed. Therefore in 
industrial practice, not the initial type of the defect taxonomy 
applied but other factors like the experiences with a specific 
type of defect taxonomy within an organization may be more 
critical. This is also confirmed by an industrialist who has 
created several defect taxonomies and who states that defining 
a clear, accurate and balanced taxonomy is a challenging task 
which requires experience. To lower the level of experience 
required, it is therefore valuable to provide guidelines for 
professionals on how to create defect taxonomies and apply 
them for testing. Such guidelines should also include different 
types of top-level defect categories from which professionals 
can select the best one for a specific application context. 
Another important point for the successful application of defect 
taxonomies is the agreement among different stakeholders, i.e., 
test managers, analysts, testers and developers who all have to 
work with defect taxonomies. Our experimental results show 
that especially for the quality of the assignment of requirements 
to defect categories and for the design of test cases, the type of 
top-level defect taxonomies used is uncritical. It is therefore 
recommended to especially consider stakeholders and 
organizational constraints. 

A main reason for well-designed test cases is a clear 
procedure for test design starting with the definition of defect 
categories, followed by the assignment of requirements, which 

generates already test ideas. Then, test design techniques such 
as equivalence partitioning, pairwise testing, control flow 
testing, state transition testing or stress testing are assigned to 
the combination of requirements and linked defect categories. 
In this process, the quality of the designed test cases is mainly 
influenced by the quality of the underlying defect taxonomy 
itself and only indirectly by initial top-level defect categories. 
In the experiment the students were trained in this procedure 
and all teams were able to create a defect taxonomy and test 
cases of satisfying quality. 

We must consider certain issues which may have threatened 
the validity of the experiment [23]. 
External validity. External validity can be threatened when 
experiments are performed with students, and the 
representativeness of these subjects may be doubtful in 
comparison to that of test professionals. However, our 
experimental setting is similar to system-level testing in 
industry, where it is common to recruit test personnel with 
some domain knowledge, but only little experience in 
systematic testing. The required skills in test design are then 
provided in short trainings (i.e., similar to our preparation 
units). Similar to students, also testers in industry have to be 
concerned with the requirements when a new project starts. 
Therefore, we think our student experiment could be 
considered as appropriate, because students and test 
professionals are in a comparable situation. Another threat to 
external validity concerns the experimental material used. The 
system is a real system and was selected carefully from a 
domain familiar to the students, i.e., course participation 
management. The students received an in-depth introduction to 
the system and confirmed its understandability. The size of the 
system could also threaten the external validity of the results as 
only 40 requirements were considered. The rationale for 
selecting the system used relies on the need (due to time 
constraints) to create a complete defect taxonomy. 
Internal validity. Threats to internal validity were mitigated by 
the design of the experiment. The students were trained in all 
skills necessary to perform the experimental task and had the 
same prerequisites. The teams creating defect taxonomies on 
the basis of different types of top-level defect categories 
worked in different rooms and also the teams within one room 
were not allowed to communicate with each other. It was also 
uncritical that the teams created the test cases as homework. On 
the hand this was required due to time constrains in the lecture 
itself, and on the other each team had to use its own defect 
taxonomy as starting point to design test cases. This guarantees 
that the groups didn’t influence each other. 
Construct validity. This validity may be influenced by the 
measures used to obtain a quantitative evaluation of the 
subjects’ performance, and the post-experiment questionnaire. 
The metrics to evaluate the quality of defect taxonomies, the 
assignment of requirements to defect categories as well as the 
quality of test cases were selected on the basis of the literature 
and an in-depth discussion between all three experimenters. 
The post-experiment questionnaire had the purpose to identify 
the difficulty of the tasks from the subjective viewpoint of the 
students. Social threats (e.g., evaluation apprehension) have 
been avoided, since the students were not graded on the results 
obtained. 
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Conclusion validity. Conclusion validity concerns the data 
collection, the reliability of the measurement, and the validity 
of the statistical tests, all or any of which might affect the 
ability to draw a correct conclusion. The results of the 
experiment, i.e., the spreadsheet with the final defect taxonomy 
and artifacts as well as the questionnaire were directly collected 
and sent to the experimenters by the students. The designed test 
cases were later sent to the experimenters. The data was 
reviewed and analyzed by all three experimenters. Statistical 
tests were performed to identify whether the differences 
between G and W are significant. 

VI. CONCLUSION AND FUTURE WORK

In this paper we presented a controlled student experiment 
to investigate the influence of the type of top-level defect 
categories on the quality of the created defect taxonomy, the 
assignment of defect categories to requirements and the quality 
of derived test cases. The student experiment was carried out at 
the Graz University of Technology (Austria) and piloted at the 
University of Innsbruck (Austria). The experimental object was 
a web application actually used to manage course participants. 
The experiment had two treatments, i.e., performing the tasks 
on the basis of generic top-level defect categories or web 
application specific top-level defect categories. Results of the 
experiment show that teams using a web-based categorization 
created defect taxonomies of higher quality than teams using 
the generic categorization. But the quality of the assignment of 
requirements to defect taxonomies and the quality of designed 
test cases is independent of the type of top-level defect 
categories. The quality of the designed test cases is mainly 
influenced by the quality of the underlying defect taxonomy 
itself and only indirectly by initial top-level defect categories. 
In industry, experiences with a specific type of defect 
taxonomy within an organization and the agreement among 
different stakeholders have in addition to be taken into account 
when selecting a specific type of top-level defect categories. 

In future, we will try to replicate the experiment for a 
different type of application type specific top-level defect 
categorization. We will also perform industrial case studies to 
investigate the influence of different types of defect 
taxonomies, experience within organizations and stakeholder 
agreement. Finally, we will also investigate the influence of the 
type of defect taxonomies on requirements review. 
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