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Abstract

The Godzilla automatic test data generator is an integrated collection of tools that implements a
relatively new test data generation method, constraint-based testing, that is based on mutation analysis.
Constraint-based testing integrates mutation analysis with several other testing techniques, including
statement coverage, branch coverage, domain perturbation and symbolic evaluation. Because Godzilla
uses a rule-based approach to generate test data, it is easily extendible to allow new testing techniques
to be integrated into the current system.

This paper describes the system that has been built to implement constraint-based testing. Godzilla's
design emphasizes orthogonality and modularity, allowing relatively easy extensions. Godzilla's internal
structure and algorithms are described with emphasis on internal structures of the system, and the
engineering problems that were solved during the implementation.
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1 OVERVIEW

We consider a program unit to be a subroutine, function, or (relatively) small collection of related subroutines

and functions. In this paper, program units are sometimes referred to as programs when the distinction is

unimportant. Unit testing, therefore, is concerned with testing small components of programs, as opposed

to integration, system, or acceptance testing, which are concerned with larger components. Although testing

has been shown to be more e�ective at �nding faults at the unit level, and �xing faults is less expensive when

faults are detected during unit testing, the majority of testing of practical software is done at the integration

or the system level [9, 12]. Unit testing is typically done by programmers who are poorly trained and

equipped to apply structured testing strategies. Part of the di�culty with applying the available structured

techniques for unit testing is that large software systems typically have hundreds or thousands of program

units. To overcome this di�culty, unit testing must be automated, and this paper describes a research system

that automates much of unit testing by generating unit level test data automatically. It can be hoped that

tests of large systems can be composed from tests of smaller subsystems and functions if the system structure

admits, for example a hierarchical decomposition.

Another problem is that although several techniques have been developed that have been shown to be

useful in testing programs and improving the software development process, there has been no coherent way

to integrate the various techniques. The Godzilla test data generator is an integrated collection of tools

that supports the preparation, de�nition, modi�cation and creation of test data that is e�ective at detecting

errors. Godzilla is a fully automated system that combines several technologies to support unit-level software

testing during the development lifecycle.

The test data is based on the mutation analysis criterion, and integrates such strategies as statement cov-

erage, branch coverage, extremal testing, and symbolic evaluation. The test data is created from constraints

that describe e�ective test cases. The technique that Godzilla implements is called Constraint-Based Testing

(CBT) [20]. CBT is a fault-based testing technique, which is a general strategy for testing software that tests

for speci�c kinds of faults [7, 8, 18, 24]. Fault-based testing strategies succeed because programmers tend to
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make certain types of faults that can be well de�ned.

This paper focuses on the implementation of Godzilla. We begin by introducing unit level software testing,

the mutation criteria, and the Mothra and Godzilla systems. Next are the details of constraint-based testing.

Section 3 gives the major algorithms and data structures of Godzilla's principle subsystems.

1.1 Software Testing

Although we have long been concerned with software correctness, software is now being applied in situations

where it handles money (bank transactions, stock markets), safeguards human lives (airplanes, defense

systems) and controls valuable machinery (factory robots, satellites). In critical situations such as these,

software failures can be disastrous. Whenever we use software we risk some failure. The consequences of a

failure can range from humorous to disastrous, but we would certainly like to �nd ways to reduce the amount

of risk of using software.

That is the main purpose of software testing|to serve as a risk reducing activity. Of course we cannot

eliminate all risk by determining that a program is correct [13], but we can reduce the risk of using software

by �nding and eliminating faults in the program. Reducing the risk of using a software program also increases

our con�dence that the software will perform as intended, which is another goal of software testing. Unit

level software testing is performed by choosing inputs, or test cases for units, and executing the software on

the test cases to determine if the software is correct on those inputs.

Although testing can consume up to half of the cost of developing software [19], developing test cases is

not only technically di�cult, it is also tedious and repetitious. This is particularly true during unit testing,

because of the level of detail the tester must be concerned with. Thus, to e�ectively test our software, we

need to �nd ways to automate unit testing.

In recent years, signi�cant progress has been made towards automating the testing process. Improvements

in technology have given us widely available software tools that automatically execute tests, report results,

and help perform regression testing. These tools generally help the tester manage the testing process. One
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of the most di�cult technical problems, however, is that of generating data with which to test the program

units|and despite much active research, the bulk of this e�ort is still left to the tester. The Godzilla test

data generator is an experimental prototype tool that automatically generates test data using mathematical

constraints. Since constraint-based testing shares the same underlying theoretical basis as mutation analysis,

mutation is introduced next.

1.2 Mutation Analysis

A set of test data is adequate for a program relative to a collection of faults if each fault will be detected by

at least one test case. More formally:

De�nition.[8] If P is a program to implement function F on domain D and � is a �nite collection of

programs, then a test set T � D is adequate for P and F relative to � if 8 programs Q 2 �, if Q(D) 6=

F (D)) 9t 2 T such that Q(t) 6= F (t).

Relative adequate test sets are designed to cause speci�c variants of the program to fail, with the assump-

tion that such test data will �nd most of the other faults. The faults considered by relative adequacy are

commonly restricted by two principles, the Competent Programmer Hypothesis [2] and the Coupling E�ect

[8]. The Competent Programmer Hypothesis states that competent programmers tend to write programs

that are \close" to being correct. In other words, a program written by a competent programmer may be

incorrect, but it will di�er from a correct version by only a few faults. The Coupling E�ect states that a

test data set that detects all simple faults in a program is so sensitive that it will also detect more complex

faults. In other words, complex faults are coupled to simple faults. The coupling e�ect cannot be proved,

but it has been demonstrated experimentally [22] and supported probabilistically [18]. The coupling e�ect

allows us to focus on simple faults since test data that kills simple faults can also be expected to kill more

complicated faults.
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1.3 The Mothra Mutation System

During mutation analysis, faults are introduced into software by creating many versions of the software,

each containing one fault (analogous to a hardware fault-injection experiment). Test data is used to execute

these faulty programs with the goal of distinguishing the faulty program from the original program. Hence

the terminology; faulty programs are mutants of the original, and a mutant is killed by distinguishing the

output of the mutant from that of the original program.

When a program is submitted to a mutation system, the system �rst creates mutant versions of the

program. Next, test data is supplied to the system to serve as inputs to the program. Each test case

is executed on the original program and the tester examines the output for correctness. If the output is

incorrect, the test case has found a fault and the program must be corrected. If correct, the test case

is executed on each live mutant. If the output of the mutant program is incorrect (as determined by a

comparison with the original output), that mutant is marked dead and not executed against subsequent test

cases. Some mutants are functionally equivalent to the original program and cannot be killed.

After killing mutants, a mutation score is computed. If the total number of mutants is M, the number

of dead mutants is D, and the number of equivalent mutants is E, the mutation score is the percentage of

non-equivalent dead mutants:

MS(P; T ) =
D

(M � E)
:

The mutation score is a close approximation of the relative adequacy of a test data set; a test set is relative

adequate if its score is 100% (all mutants were killed). A bene�t of the mutation score is that even if no

errors are found, the mutation score still measures how well the software has been tested, giving the user

information about the program in the absence of errors.

If (as is likely), mutants are still alive after mutant execution, the tester enhances the test data by supplying

new inputs. The live mutants point out inadequacies in the test cases. In most cases, the tester creates
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test cases to kill individual live mutants. This process of adding new test cases, verifying correctness, and

killing mutants is repeated until the tester is satis�ed with the mutation score. A mutation score threshold

can be set as a policy decision to require testers to test software to a prede�ned level. The e�ectiveness of

this approach is based upon a fundamental premise: if the software contains a fault, it is likely that there

is a mutant that can only be killed by a test case that also reveals the fault. Mutation has been developed

and experimented with for several years [1, 7, 10, 14, 16, 21, 25] and has been extensively applied to unit

level testing. Although mutation has been largely automated [3], it has historically su�ered from a lack of

automated test data generation. In previous mutation systems, testers had to generate test data manually,

severely limiting the usefulness of the technique for large-scale e�orts. Godzilla is a tool that automatically

generates the test data for use in a mutation system, signi�cantly extending the usefulness of mutation.

The most recent mutation system is Mothra [7], an integrated software testing environment that tests

Fortran-77 programs. Programs are automatically translated by the front end of a compiler into an internal

form consisting of a exible symbol table and tuples of Mothra Intermediate Code (MIC) [15]. Test cases

are stored and the program is executed by interpreting the internal form. The internal form is also used to

generate mutations, which are stored as records that describe the changes to the MIC needed to create each

mutant. Mothra interprets each live mutant against each available test case and reports the results.

1.4 The Godzilla Test Data Generation System

To generate mutation-adequate tests, a tester has traditionally interacted with interactive mutations system

such as Mothra to examine remaining live mutants and design tests that kill them. Constraint-based testing

automates this process by representing the conditions under which mutants die as mathematical constraints

on program variables and automatically generating test cases that satisfy the constraints.

The Godzilla system contains the various program tools necessary to implementCBT. The system analyzes

a test program, uses a rule-based system to model possible faults, creates constraints that describe test cases

that will detect those faults, and �nds values that satis�es those constraints to generate test cases for the

test program. The Mothra/Godzilla tools were implemented in the programming language C on a DEC
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MicroVax II running the Berkeley Unix 4.3 operating system. The combined system contains about 50,000

lines of source code and has been successfully ported to a variety of machines, including a Vax 11/780, a

Vax 8810, a Pyramid, and several Sun systems.

In the remainder of this paper, the design and implementation of Godzilla's subsystems are described.

Since Godzilla has been substantially evaluated and experiments have been reported elsewhere [7, 10, 20],

this paper focuses on how the system works rather than why. First, the concepts of CBT are discussed, then

the software is described. The mechanisms we use to create and manipulate the constraints are described.

Godzilla's architecture, important data structures, and algorithms are presented.

2 CONSTRAINT-BASED TESTING

A software error has two components; a fault and a failure. A fault is an incorrect portion of the code. A

failure is the external incorrect behavior exhibited by the software when a fault is triggered. If a program

contains a fault, a given test case may or may not cause the fault to result in a failure. A test case that does

cause a failure is said to trigger, or detect, the fault.

Godzilla develops test data to detect the same classes of faults that the Mothra software testing system

uses. These faults are modeled by Mothra's mutation operators [15], which represent more than 10 years

of re�nement through several mutation systems. These operators explicitly require that the test data meet

statement and branch coverage criteria, extremal values criteria, and domain perturbation. The mutation

operators also directly model many types of faults. Thus, the test data that Godzilla generates will satisfy

all these criteria|giving a set of test data that integrates several test data creation criteria.

Godzilla generates test data by posing the question: \What properties must the program inputs have

to kill each mutant?". In brief, the inputs must cause the mutant program to have a program state that

di�ers from the state of the original program after some execution of the mutated statement. Since faults

are modeled as simple changes to single statements, an initial condition is that the mutated statement must

be reached (the reachability condition). A further condition is that once the mutated statement is executed,
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the test case must cause the mutant program to behave erroneously|the fault that is being modeled must

result in a failure in the program's behavior.

Godzilla describes these conditions on the test cases as mathematical systems of constraints. Reachability

conditions are described by constraint systems called path expressions. Each statement in the program has

a path expression that describes each execution path through the program to that statement. The condition

that the test case must cause an erroneous state is described by a constraint that is speci�c to the type of fault

being modeled by each mutation, and requires that the computation performed by the mutated statement

create an incorrect intermediate program state. This is called a necessity constraint because although an

incorrect intermediate program state is necessary to kill the mutant, it is not su�cient to kill it. To kill the

mutant, the test case must cause the program to create incorrect output, in which case the �nal state of

the mutant program di�ers from that of the original program. Although satisfying the su�ciency condition

is certainly desirable, it is impractical in practice. Completely determining the su�ciency condition implies

knowing in advance the complete path a program will take, which is intractable.

Godzilla conjoins each necessity constraint with the appropriate path expression constraint. The resulting

constraint system is solved to generate a test case such that the constraint system is true.

2.1 Integrating Other Testing Techniques

By combining the reachability with the necessity condition, Godzilla integrates several well-known testing

techniques into a single coherent test data generation scheme. Some of the testing techniques that Godzilla

incorporates either directly or indirectly include statement coverage, branch coverage (and extended branch

coverage), special values testing, domain perturbation, and symbolic evaluation.

Statement coverage [5] requires each statement in the program to be executed at least once. Godzilla

incorporates this technique directly with the path expressions. Branch coverage [5] is a related technique

that requires that every branch, i.e., both sides of each conditional, in the program be taken. This requirement

is enforced by mutations of the program that can only be killed if each conditional evaluates to �rst be true,
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then false. In fact, the test data generated by Godzilla enforces the stronger requirement that every predicate

in each conditional evaluate to be both true and false (extended branch coverage). For example, if a test

program contains the conditional \IF ((A > B) AND (X � Y ))", then branch coverage requires that the

entire conditional evaluate to be true and false. Godzilla generates test data that forces (A > B) to be both

true and false, then (X � Y ) to be both true and false.

Many failures occur because the program does not properly handle expressions that are negative, zero, or

have some other special value [19]. Godzilla tests for these errors by generating test cases that cause each

expression (and sub-expression) to have the value zero, a negative, and a positive value.

Domain perturbation strategies partition the input space of a program into domains, where all test cases

in each domain will cause the program to execute along the same path. Domain perturbation strategies

attempt to select test data points that lie close to the boundaries of these domains. Mutation operators

force test data to satisfy domain perturbation by modifying each expression in the program by a small

amount (adding and subtracting 1 from integer expressions, 10% from real-valued expressions, etc.) and by

substituting relational operators. Godzilla generates test data to satisfy the domain perturbation strategy

by �nding test data that will kill these mutants.

As explained in following sections, Godzilla uses symbolic evaluation as part of the procedure for generating

the constraints. Godzilla also generates test data that are speci�c to mutation testing. For example, test

cases are generated that force each variable to have values that are di�erent from every other variable at

that point in the program, which ensures the correct variable is being referenced.

Part of the current work on this project is to �nd ways to integrate other testing techniques into the

Godzilla system. It seems likely that many techniques for generating test data can be modeled as constraints

on program variables. For example, path coverage strategies [4] require that speci�c statements, branches, or

paths be executed. These strategies can be modeled by using constraints that are derived from the predicates

that control the execution paths. Likewise, data ow methods [23] require that particular program subpaths

be executed. These subpaths can be described using constraints derived from the predicates that control
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Figure 1: Godzilla Automatic Test Case Generator

execution of the subpaths. These constraints can be incorporated into the Godzilla system to improve the

power of the test data generated by Godzilla and to integrate the testing technique with constraint-based

testing.

3 IMPLEMENTATION OF GODZILLA

The major functions of Godzilla are shown in Figure 1. These tools, which are designed as separate functions

and implemented as separate programs, communicate through the �les represented by ovals. The arrows

in Figure 1 indicate the ow of information through the Godzilla system. The �les are accessed through

a common collection of routines that allow Godzilla's tools to view the �les as abstract data types. This

promotes modularity and extensibility by giving each tool a uniform access to abstract routines that create,

modify, store, and retrieve constraints. Integration of new testing techniques is therefore straightforward, as

new tools can naturally use the same internal representation of constraints.

Adding the data ow capability discussed earlier, for example, would require only slight modi�cation to

the Godzilla system. A new subsystem for generating the data ow constraints would need to be added,

but the already existing routines for creating, manipulating, and storing constraints could be used. Once

generated, the data ow constraints could be reduced and satis�ed using the same subsystems shown in

Figure 1.
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3.1 Representing Constraints

A constraint system in Godzilla is a hierarchical structure composed of expressions, constraints, and clauses,

arranged in disjunctive normal form. The basic component of constraint system is an algebraic expression,

which is composed of variables, parentheses, and programming language operators. Expressions are taken

directly from the test program and come from right-hand sides of assignment statements, predicates within

decision statements, etc.

A constraint is a pair of algebraic expressions related by one of the conditional operators f>; <; =; �; �

; 6=g. Constraints evaluate to one of the binary values TRUE or FALSE and can be modi�ed by the negation

operator NOT (:). A clause is a list of constraints connected by the two logical operators AND (
V
) and OR

(
W
). A conjunctive clause uses only the logical AND and a disjunctive clause uses only the logical OR. In the

Godzilla system, all constraints are kept in disjunctive normal form (DNF), which is a series of conjunctive

clauses connected by logical ORs. DNF is used for convenience during constraint generation and for ease of

satisfaction (only one conjunctive clause needs to be satis�ed).

Godzilla considers a constraint system to be a set of constraints that collectively represents one complete

test case. A constraint system is often referred to as \constraints" or as a \constraint" when the distinction

is obvious or unimportant. A constraint system is stored as a linked list of conjunctive clauses, each of which

is a linked list of constraints. Each constraint, in turn, contains a relation and pointers to a left expression

and a right expression.

In the following constraint system:

((X + Y � Z)
V

(X � Y ))
W

(X > Z);

X + Y is an expression and (X + Y � Z) is a constraint. ((X + Y � Z)
V

(X � Y )) is a conjunctive

clause, and the entire expression is a complete constraint system. Test cases such as (X = 3; Y = 4; Z = 2),

(X = 3; Y = 4; Z = 4), and (X = 4; Y = 1; Z = 3) satisfy the system.
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3.2 Path Analyzer

The path analyzer uses the path coverage technique [4] to traverse the test program using the Mothra

Intermediate Code (MIC) [15] to construct a path expression constraint for each statement. For each

statement in the original program, the path analyzer creates a constraint such that if the test case reaches

that statement, the constraint will be true. Note that we would ideally like to create constraints for the

inverse; that if the constraint is satis�ed, the statement will be executed. Creating constraints that guarantee

reachability, however, implies a solution to the undecidable halting problem. In practical terms, however, the

constraints we generate will guarantee execution of the targeted statement in the absence of back branches.

In fact, the path expression constraints are strong enough to ensure that all statements are executed in the

presence of back branches that have a structured form (i.e., loops).

As an example, consider the subroutine MID shown in Figure 2 with one mutated statement. MID

determines which of three integers is the median value. The mutation is a variable replacement mutation on

statement 12 that replaces X by Y . To kill this mutant, the test case must reach statement 12, which means

the tests in statements 2 and 9 must evaluate to be FALSE and the test in statement 11 must evaluate to be

TRUE. The path expression for this mutation requires that Y be greater than or equal to Z, X be less than

or equal to Y , and X be greater than Z, or (Y � Z)
V

(X � Y )
V

(X > Z):

The partial path expression construction algorithm used in Godzilla is shown in Figure 3. The current

path expression CPE is initially given the default value TRUE and each statement is given the value FALSE,

indicating that no path to that statement has been found. Upon reaching a statement S, several actions are

performed. First, the CPE is added to the previous path expression list for S (line 6). CPE represents a new

way of reaching S, and each possible path to S is stored as a new disjunctive clause in the path expression.

Next, the new PE for S becomes the CPE (line 7). Each disjunctive clause in the path expression represents

a di�erent execution path to the statement following S. Finally, if S is a control ow statement, the CPE

is updated by a modi�cation rule that depends on S, and the conjunction of the CPE and the control ow

predicate is added to the path expression of the branch's target statement (lines 9 and 10).
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INTEGER FUNCTION MID (X, Y, Z)
C MID is small and ine�cient, but it
C does illustrate how Godzilla works.

INTEGER X, Y, Z
1 MID = Z
2 IF (Y .LT. Z) THEN
3 IF (X .LT. Y) THEN
4 MID = Y
5 ELSE IF (X .LT. Z) THEN
6 MID = X
7 ENDIF
8 ELSE
9 IF (X .GT. Y) THEN
10 MID = Y
11 ELSE IF (X .GT. Z) THEN
12 MID = X
� MID = Y

13 ENDIF
14 ENDIF

RETURN

Figure 2: MID

For example, suppose S is a GOTO statement. The CPE is added to the path expression list of the

target statement for the GOTO. Next, the CPE is given the value of FALSE, because the statement following

S cannot be reached through S|control always transfers. The modi�cation rules for other control ow

statements are similar and are based on predicate transformation rules for generating veri�cation conditions

(see, e.g., chapter 3 of Mathematical Theory of Computation [17]). Note that the next statement to be

examined during path analysis is not the target of the GOTO, but the next statement in the source code.

By disjuncting the current path expression to each statement's path expression (on line 6 in algorithm

3), each disjunct for a statement represents a distinct path to the statement. Since this algorithm makes

one pass through the program, it does not propagate the predicates that control back branches through

the program. The algorithm does derive constraints that describe at least one path to each statement in

the program, and the separate disjuncts represent all paths to a statement up to but not including loops.

Obviously, directly including loops in this way would be impossible, since it would require an arbitrary

number of disjuncts.
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Variables: CPE is the current path expression.
PE [ ] contains the current path expression for each statement.
P is the program.
S and S0 are statements in the program P .
� is a predicate expression.

1 CPE = TRUE
2 for each statement S in P

3 PE [S] = FALSE
4 end

5 for each statement S in P in order:
6 PE [S] = PE [S]

W
CPE

7 CPE = PE [S]
8 if S is a control ow statement then

f� is the predicate of S, S0 is the target of the branch.g
9 Update CPE according the type of branch statement
10 PE [S0] = PE [S0]

W
(PE [S]

V
�)

11 end

Figure 3: Path Expression Algorithm

3.3 Mutation Constraint Generator

The constraint generator walks through the test program (again, using the MIC instructions) and for each

statement applies rules that encode the mutations for that statement. For each mutant, the generator creates

a constraint that describes the condition(s) on the variables that will cause the mutant program to compute

an erroneous state.

Many mutations supported by Godzilla involve operand replacements. For these mutations, the

constraint is that the original operand have a di�erent value from the replacement operand. For example,

the constraint is (X 6= Y ) for the mutant in Figure 2. When the mutation is involved in a predicate, just

making the two operands unequal is unlikely to a�ect the (binary) predicate value. Thus, the necessity

constraint is extended to force the value of the entire mutated predicate to be incorrect. For example, for

the mutation that changes the reference to X on statement 11 to Y , instead of just (X 6= Y ), the constraint

is ((X > Z) 6= (Y > Z)).

Another class of mutations that Godzilla generates test cases for involve operator replacements. For

a mutation of this type, the necessity constraints require the result of the entire mutated expression to di�er

from that of the original expression. Other mutations modify the entire statement; removing the statement
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or replacing the statement by a return. These mutations are included to model statement and path coverage

strategies, so it is not surprising that there are no necessity constraints required to detect these mutations.

The only requirement is that the test data cause the modi�ed statement to be executed, which is enforced by

the path expression constraint. The necessity constraints are described in complete detail elsewhere [20, 11].

3.4 Constraint Reducer

One di�culty that automated test data generation systems such as Godzilla have is concerned with handling

internal variables. An input variable is part of the input set of a program|a value is included for the variable

as part of the test case. A variable is internal to the program if it is not part of the input set. Internal

variables are unde�ned when a program begins execution and are assigned values during execution (or not

at all). Even though internal variables cannot be assigned values directly from the test case, they may still

appear in constraints.

The internal variable problem is that of generating a test case to cause an internal variable to have a

speci�c value at a particular point in the program's execution. The values of internal variables are computed

within the program, but they are based on the program inputs. So even though the values of internal

variables are not under a tester's direct control, they can be controlled indirectly. This problem is not

new to constraint-based testing and is encountered in path testing strategies, among others. Although the

problem is generally undecidable, internal variables can usually be symbolically described in terms of input

variables using symbolic evaluation techniques [6, 23].

3.4.1 Symbolic evaluation

Symbolic evaluation of programs is related to actual execution much as symbolic algebra is related to arith-

metic over numbers. Initially, input variables to the program are assigned symbolic values that are �xed, but

unknown. For example, if a procedure has the parameters X and Y , then they may be given the symbolic

values x and y. So if the value of a variable V is denoted by v(V ), then v(X) = x and v(Y ) = y.

Symbolic evaluation principally distinguishes between two types of statements: assignment state-
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ments and branching statements. During assignment statements, expressions are evaluated symbolically by

extending the semantics of the operators in the expression. When symbolically executing the statement

A = 2 �X � Y , we assign the symbolic value (2 � x � y) to A. If the next statement is B = Y + A, then

symbolic evaluation computes v(B) = y + (2 � x� y) = 2 � x.

When it reaches a conditional branching statement, the symbolic evaluator must take both branches.

Consider an if statement of the form if E then S1 else S2, where E is a predicate expression and S1

and S2 are statements. During normal execution, either v(E) = TRUE and S1 is executed or v(E) = FALSE

and S2 is executed. During symbolic evaluation however, v(E) is a symbolic value and its boolean value is

usually not known. Since both cases may be true, the symbolic evaluation splits into two executions, one

of which assumes v(E) and the other assumes :v(E). Thus, over the course of the program, the symbolic

evaluation forms a tree of executions where each node that has more than one outgoing arc represents a

branch statement. In Godzilla, we represent this tree by forming disjunctive clauses.

3.4.2 Re-writing constraints

Godzilla (partially) solves the internal variable problem using symbolic evaluation. The routine used by

Godzilla computes, for each variable, its symbolic value on each statement in the program. These symbolic

values are lists of value-constraint pairs, where the constraints represent the conditions under which the

variable will have the symbolic value. These constraints are developed from the path expression disjuncts

for the statement. For a variable X referenced at a statement S, X will have at most one value for each

execution path that reaches S. Thus, each symbolic value for X has a path expression associated with it

that describes the path to S that will cause X to have the value. These symbolic values are used to re-write

X in terms of input variables only.

As an example, consider the value of the return variable MID in Figure 2. At statement 1, MID is

assigned the symbolic value Z. By assigning a value to Z, Godzilla can control the value of MID at the

beginnings of statements 2, 3, 4, 5, 6, 8, 9, 10, 11 and 12. Since MID is assigned a new value at statements

4 and 6, its value at statement 7 depends on the execution path that was taken. The symbolic values for
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MID at statement 7 are:

MID = Y : (Y < Z)
V

(X < Y ),

MID = X : (Y < Z)
V

(X � Y )
V

(X < Z),

MID = Z : (Y < Z)
V

(X � Y )
V

(X � Z).

If MID appears in a constraint on statement 7, then the symbolic values X, Y , and Z can be

substituted for MID, along with the associated path expression conditions. Similar symbolic values for

MID are computed for statements 13 and 14. Note that MID is unde�ned at statement 1. When an

unde�ned variable appears in a constraint, that variable is considered to have a constant value. This is not

particularly important for test case generation, since faults involving unde�ned variables tend to be easy to

detect by even the most obvious test cases.

3.4.3 Computing internal variable expressions

Solving for internal variables is a two step process. First we use symbolic evaluation to construct a table

of symbolic values for the internal variables. Then these values are used to rewrite the internal variables

in terms of constants and input variables. When an internal variable needs a value to solve a constraint, a

value is chosen and the associated constraints are added to the constraint system being solved.

The algorithm to compute symbolic values for internal variables is shown in Figure 4. After execution,

each <value:constraint> pair in IV Expr represents the conditions necessary for the internal variable to take

on that value at the statement.

After the expressions have been calculated, they are used to resolve internal variables in the constraint

systems. The algorithm to resolve internal variables is shown in Figure 5. When a value is needed for an

internal variable, the IV Expr table furnishes an appropriate <value:constraint> pair. The value is used

to resolve the internal variable (line 4) and the associated constraint is added to the system of constraints

being re-written (line 6).

After execution, the internal variable iv has been eliminated from the system of constraints C. Note
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Variables: CPred is the current predicate.
Pred [ ] contains the current predicate for each statement.
IV Expr [ ] [ ] contains the expressions for each internal variable.

For each statement and internal variable, it contains a list
of <value:constraint> pairs.

s is a statement in the program P .
iv is an internal variable in the program P .

1 CPred = TRUE
2 for each statement s in P

3 Pred [s] = FALSE
4 for each internal variable iv:
5 IV Expr [s] [iv] = nil
6 end

7 end

8 for each statement s in P in order
9 Pred [s] = Pred [s]

W
CPred

10 CPred = Pred [s]
11 if s is an assignment statement then
12 [Use s to form lhs = rhs]

Add < rhs : CPred > to IV Expr [s] [lhs]
13 if s is a control ow statement then
14 Update CPred according the type of branch statement
15 end

Figure 4: Internal Variable Expression Algorithm

that there may be several <value:constraint> pairs in the IV Expr table that could be used. Obviously

the value chosen for iv must satisfy the constraints. Beyond that, it does not matter and Godzilla uses the

heuristic of choosing the value with the simplest associated constraint.

3.4.4 Other constraint reductions

When re-writing constraints in terms of input variables, the symbolic evaluator often introduces redundant

or contradictory constraints. Godzilla's constraint reducer attempts to recognize and reduce as many of

these constraints as possible. Assume that X and Y are input variables and A and B are internal variables.

Consider the statement:

X = A+ B

and the following symbolic values for A and B:
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Variables: C is the current disjunctive normal form constraint system.
IV Expr [ ] [ ] is the table of internal variable expressions.
iv is the internal variable to be resolved.
value is the value that is returned for iv.
c is the constraint that is necessary for iv = value.
s is the statement that the current constraint refers to.
cl is a clause in C.

1 Retrieve a <value:constraint> pair from IV Expr [s] [iv] into value and c.
2 for each clause cl in C:
3 if cl contains iv then
4 Substitute value for iv
5 end

6 Append c to C (C = C
V

c)

Figure 5: Internal Variable Resolution Algorithm

A =

�
3 if Y < 0
5 if Y � 0

B =

�
9 if Y < 7
12 if Y � 7

To compute the possible symbolic values for X, we substitute these expressions into the assignment:

X =

8>><
>>:

3 + 9 if (Y < 0)
V

(Y < 7)
3 + 12 if (Y < 0)

V
(Y � 7)

5 + 9 if (Y � 0)
V

(Y < 7)
5 + 12 if (Y � 0)

V
(Y � 7)

Although this symbolic representation of the values for X is complete and correct, the clauses contain

two redundant constraints and one contradictory constraint that can be eliminated. Also, the constant

expressions for X can be evaluated to constant values. The �rst value, 3 + 9, will be assigned to X if

((Y < 0)
V

(Y < 7)) is true. Since (Y < 0) subsumes (Y < 7), the second constraint is eliminated.

Similarly, in the last value, 5+ 12, the clause ((Y � 0)
V
(Y � 7)) is reduced to (Y � 7). The second value

3 + 12 is assigned to X if ((Y < 0)
V

(Y � 7)) is true. Since this is a contradiction, this entire symbolic

value is eliminated. The reduced symbolic value for X is:

X =

8<
:

12 if Y < 0
14 if (Y � 0)

V
(Y < 7)

17 if (Y � 7)

These types of reductions are performed on the complete constraint system after internal variables

have been re-written to be input variables. Godzilla does not completely reduce the constraints; it only applies
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reductions that will eliminate much of the redundancy we have observed. Much of the redundancy is inherent

in the path expressions. The contradictory clauses often represent infeasible paths in the program or necessity

constraints that cannot be true if a particular path is taken. Eliminating redundant and contradictory

constraints is particularly important to the e�cient execution of the constraint satis�er, largely because

re-writing the internal variables results in larger and more complicated constraint systems.

3.5 Constraint Satis�er

The last step in generating test cases is to �nd values that satisfy the constraint systems. Finding values to

satisfy a constraint system is a di�cult problem that arises in such diverse areas as computability theory,

operations research, and arti�cial intelligence. The Godzilla system employs heuristics that work e�ciently

and produce satisfying test cases quickly when the constraints have a simple form, and more slowly when

the constraints are more complicated.

Initially, each variable is assigned a domain of possible values that a variable can have. Theoretically,

this values domain includes all values that a variable of that type can have on the machine being used. In

practice, the values domain can be reduced by the user and by default, Godzilla assigns numeric variables

the values domain of -100 to 100. Each constraint in a constraint system is considered to reduce the values

domain for the variable(s) in the constraint. Constraints of the form (X < k), where X is a variable, k is a

constant and < is a relational operator, are used to reduce the current values domain for X. For example,

if X is integer and has the constraint (X > 0), the values domain becomes 1 to 100. Constraints of the

form (X < Y ), where both X and Y are variables, are used to reduce the values domain of both X and Y .

When the values domain for a variable is reduced to one value, that value becomes the test case value for

that variable. This value is then substituted into all remaining constraints that contain the variable. If the

values domain for a variable is reduced to zero values, the constraint system has become infeasible.

The domain reduction procedure is shown in Figure 6. It uses an array of domains, one for each input

variable. The procedure uses the constraints to successively reduce the size of each variable's domain until a

value is assigned. For each variable, a constant " is assumed to exist that is the smallest separation between
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two values of that type. The procedure in Figure 6 uses the subroutine Adj Oper in Figure 7.

When no additional simpli�cation can be done, a value is chosen for one of the remaining variables

(line 28 through line 34 in Figure 6). Godzilla uses the heuristic of using the variable with the smallest values

domain, hoping the value will have less chance of causing a solvable constraint system to become unsolvable.

The value is chosen arbitrarily from the values domain and is back-substituted into the remaining constraints.

Then the modi�ed constraints are used to modify the values domain as described above. This process is

repeated until all input variables have been assigned a value.

Each time a variable is assigned a value, the satisfying space for the constraint system is reduced

by one dimension, progressively simplifying the constraints in the constraint system. If chosen poorly, the

new value may make the region infeasible. An underlying assumption is that because of the simple form of

the test case constraints, the new values seldom make the constraint system infeasible. When they do, the

infeasibility is often recognized since they show up as conicting constraints such as (X = 4
V

X > 8), or

a values domain of some variable becomes empty.

When a constraint system becomes infeasible after one or more value assignments, the procedure is

repeated with the original constraint system. Experimentation [10] has found that the domain reduction

procedure �nds solutions to feasible constraint systems in an average of 4 iterations (with an upper bound of

about 25). Although this seems wasteful, this can be put in perspective by noting that 25 executions of the

satisfaction procedure requires less machine time than one execution of the resultant test case on the test

program|and each test case is ultimately executed dozens or hundreds of times. We are currently exploring

ways of improving the satisfaction procedure by employing more e�cient search procedures, but these have

not, as yet, been implemented.

The initial values domains for the variables can increase the procedure's e�ciency by reducing the

size of the search space. For example, if it is known that the program being tested does not need to accept

negative values, the initial values domains may start at zero. Or, if the �rst step in the test program is to

test for negative inputs then we may wish to use some negative numbers as inputs, but the majority of the
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Variables: TC [ ] is an array of values, indexed by the variables in the constraints.
C is the system of constraints.
x and y are variables.
D [ ] is an array of domains, one for each variable. D [x] contains the

list of (current) upper and lower bounds on x, D [x] = (ax : bx).
R is a set of newly resolved variables.
c is a constraint.
v is a value.
k is a constant.
 is one of the conditional operators f>;<;=;�;�; 6=g.

1 TC [x] = unde�ned, for each x in C

2 R = fg
3 loop

4 repeat

5 for each x in R

6 replace each x in C with the value TC [x]
7 end for

8 for each c in C of the form x  k

9 Adjust Oper (D [x], , k) (* de�ned in Figure 7. *)
10 if ax > bx then return INFEASIBLE

11 if ax = bx then

12 TC [x] = k

13 R = R [ fxg
14 remove c from C

15 end for

16 until R = fg
17 for each c in C of the form x  y

18 choose an arbitrary value v for x from D [x] such that (ax � v � bx):
19 TC [x] = v

20 c = v  y

21 Adjust Oper (D [y], , v) (* de�ned in Figure 7. *)
22 if ay > by then return INFEASIBLE

23 if ay = by then

24 TC [y] = ay
25 R = R [ fyg
26 remove c from C

27 end for

28 if R = fg then
29 if 9x where TC [x] = undefined then

30 choose an arbitrary value v for x from D [x] such that (ax � v � bx):
31 TC [x] = v

32 R = R [ fxg
33 else

34 return FEASIBLE

35 end loop

Figure 6: Domain Reduction Procedure
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Subroutine Adjust Oper (Domain, , k)
Variables: Domain is the upper and lower bound, Domain = (ax : bx).

 is a conditional operator f>;<;=;�;�; 6=g.
k is a constant.

1 adjust Domain according to the operator :
2 if  is "�" then
3 Domain = (k : bx)
4 if  is "�" then
5 Domain = (ax : k)
6 if  is "6=" then
7 Domain = (ax : k � "; k + " : bx)
8 if  is "<" then
9 Domain = (ax : k � ")
10 if  is ">" then
11 Domain = (k + " : bx)
12 if  is "=" then
13 Domain = (k : k)
14 end Adjust Oper

Figure 7: Adjust Operator Subroutine

test cases will require positive numbers. In this case, the technique will �nd a solution more quickly if the

initial domain is adjusted to include only a few negative values. Since the domain needs to be at least large

enough to contain all the constraints, limiting the domain is di�cult to do automatically and is usually done

manually by someone who is familiar with the test program.

Although domain reduction always terminates, it does not always generate a correct solution. It does,

however, succeed for a large percentage of the test case constraints that are derived from actual software.

In our experiments, we have yet to encounter a feasible constraint system that was not satis�ed by Godzilla

[10]. The randomness that is part of the procedure is important because we often satisfy constraint systems

multiple times to generate di�erent test cases for the same mutation.

4 CONCLUSIONS

The Godzilla system is a fully automated test data generator for a fault-based testing strategy. It not only

demonstrates that software test data generation for mutation can be automated at a level beyond that of

previous research or commercially available systems, but also provides a vehicle for integrating many current
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testing techniques. The fact that Godzilla is based on constraints, and that the software is built in a modular

fashion, makes it quick and easy to integrate still more error detection capabilities into the system.

Godzilla is very much a \plug-compatible" system. Adding new modules that generate di�erent

constraints is straightforward, as there are routines in the constraint handling module for treating constraints

as an abstract data type. For example, user-de�ned constraints in the form of assertions that are placed

into the source program have recently been added. Assertions were integrated into Godzilla by adding

one subsystem to translate the assertions into constraints that are created and stored using the preexisting

constraint handling routines described in section 3.1. These assertion constraints are handled uniformly by

both the constraint reducer described in section 3.4 and the constraint satis�er described in section 3.5. This

modularity allows the constraint satis�er in Godzilla to incorporate new types of constraints in an all but

invisible manner. We are currently considering ways to incorporate data ow testing [5, 23] into Godzilla.

The theoretical limitations of the techniques used by Godzilla are daunting. Generating path ex-

pressions that guarantee reachability is generally undecidable, guaranteeing that test cases that satisfy the

necessity constraints will kill the mutant is undecidable, and the satisfaction procedure will sometimes fail.

On the other hand, as a practical engineering tool, Godzilla invariably succeeds in generating e�ective test

cases for unit testing. This is not because magic solutions have been found to undecidable problems, but

because in practical situations, partial solutions work very well. It only takes one instance of a problem to

make the general problem very di�cult|but if the vast majority of the times the problem can be solved

quickly and e�ciently then we as practitioners have found a useful solution.
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