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Abstract 

Service Oriented Architecture (SOA) has been 
proposed as model for distributed software 
development that surpasses the traditional Distributed 
Object Architecture (DOA) practices in many areas. 
However, no empirical studies have been conducted to 
verify the claimed benefits. This study is a first attempt 
at presenting empirical evidence regarding the benefits 
of SOA. It is a comparison between traditional DOA 
and SOA. The two technologies were compared on the 
basis of code size and development time. The results 
show that, as a whole, the subject application was faster 
to develop using the SOA method. However, the 
application size was larger than that developed in the 
DOA method. 
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1. Introduction 
Traditional Distributed Object Architecture (DOA) 

used in building multi-tier Web based applications can 
reach its limit when highly distributed heterogeneous 
systems need to interoperate. Modern web applications 
need a new computing model where services are treated 
as self-contained modules that can be advertised, 
discovered, composed, and negotiated on demand.  

Service Oriented Architecture (SOA) is a model for 
designing, building, and deploying distributed software 
applications. It emphasizes loosely coupled design 
approaches where disparate systems, with different 
computing platforms, can collaborate without major 
changes to their existing core architectures.  

Despite wide industry and academic attention, no 
evidence has been presented to substantiate the claimed 
benefits of SOA. Therefore, empirical studies are 
needed to evaluate the value of SOA.   

This paper reports on a first attempt to attain 
empirical evidence regarding the benefits of SOA. It is 
a comparison between traditional DOA using the EJB 
[4] technology and SOA using Web Services (WS) [3].  

The main contributions of this paper are: 
• An empirical investigation of SOA  
• A comparison of the EJB and Web Services 

technologies 

• A highlight of the value of tool support in 
implementing both technologies 

The paper is structured as follows: section 2 
describes the experiment in details, section 3 presents 
the results, section 4 discusses the results, and section 5 
concludes the paper.  

2. Experiment Description 
       This section describes the experiment in detail 
following the template presented by Wohlin et al. [1]. 

The first author designed and implemented the 
application in two technologies: EJB (DOA) and WS 
(SOA). It should be noted that the same design was 
used for both implementations to remove any design 
related effect on the results of the experiment.           

The purpose of the experiment was to evaluate two 
Web applications developed using both EJB and WS 
with regard to time to market and size. 

The authors were primarily interested in evaluating 
the benefits of one development methodology over the 
other, if any. 

Two effects were studied in the experiment. 
1. Time to Market: How long does it take to develop 

the constituent classes of each application? This is 
represented by hours of work (hrs). 

2. Size: How large are the constituent classes of each 
application? This is represented by the number of 
line of code (LOC).  

The subject is a PhD student (the first author) who 
has OO industrial software engineering experience. It 
should be noted that the subject did not have EJB or 
WS industrial experience. 

The object is a distributed software procurement 
repository Web application written in Java. Constituent 
Java classes and interfaces1 are the sole objects of this 
experiment. Configuration, unit testing, integration, and 
deployment files are not considered.  

The server-side of the system consisted of three 
services: ItemsService (S1), PaymentService (S2), and 
UsersService (S3). The client-side consisted of JSP 
pages, a front controller servlet, and request handlers 
that interact with services on the server-side. 

                                                 
1 WSDL files are treated as interfaces, because they 
serve as the public APIs for core services.  



2.1 Experiment Planning 
The independent variable (Factor) was the 

development method. There were two treatments of this 
factor: Web Services and EJB. 

There were two dependent variables: time-to-
market and code size. A simple comparison analysis 
was used, with the following symbols: The time-to-
market for EJB implementation is t1. The time-to-
market for WS implementation is t2.   The measure of 
size (LOC) for EJB implementation is s1 and the 
measure of size (LOC) for WS implementation is s2.  

With these variables, the null hypotheses are:  
• H01: t1= t2, the time-to-market is the same for 

both EJB and Web Service 
• H02: s1 = s2, the size of code is the same for both 

EJB and WS 
 
The alternate hypotheses are: 
• Ha1:  t1 ≠ t2, t2 < t1, the time-to-market is less for 

WS 
• Ha2: s1≠ s2, s2 < s1, the size of code is less for 

WS 
Measurements instruments: Time-to-market was 

measured by the number of hours (hrs) spent 
implementing the Web application’s classes. The Size 
was measured by the number of lines of code (LOC) of 
the Web applications’ classes. 

2.2 Validity Evaluation  
Internal validity is concerned with confounding 

factors that could affect the causal relation between the 
independent and dependent variables [1].  A main threat 
to internal validity stems from the IDE used to build the 
applications. The WebSphere IDE [2] has built-in 
support for both EJB and WS development. The IDE’s 
built-in support can affect the time-to-market dependent 
variable. The same argument applies to the LOC 
dependent variable because of the varying amount of 
generated code that different environments produce. 

External validity addresses the generalization of the 
experiment’s results to industry. External validity is 
reduced by the following factors: 

 
• Only one subject participated. 
• Only one application was developed.  
• Only one IDE, WebSphere, was used. 

2.3 Experiment Operation 
The subject developed the EJB server-side and 

client first, then he developed the WS server-side and 
client. 

Development times were rounded to the nearest 
quarter hour and entered into tables. The subject then 
counted the lines of each class in each application using 
the LOC facility of the IDE and entered them into 

tables. Finally, these tables were transformed into MS 
Excel to calculate the figures.  

Java classes were broken into two categories: 
classes that were generated by the IDE (GEN) and 
classes that were written by the subject (WRT). This is 
an important distinction since the LOC measure tends 
to be high for the WS method because of the amount of 
generated classes. 

3. Results and Data Analysis  
 This section uses the notation introduced in section 

2.1 to perform the comparison analysis. 

3.1 Server-Side Data 
Due to space constraints, only the main classes are 

presented in the following tables. Java beans and helper 
classes are not shown, but their corresponding results 
are included in the total LOC and Time numbers.  

 
TABLE 1 – All Server-side EJB Services 

Service Classes  LOC Hrs GEN WRT 
S1 10 1139 3.75 3 7 
S2 8 548 1.75 3 5 
S3 10 765 2.75 3 7 
Total 28 2452 8.25 9 19 
 
t1s => measure of time for EJB server-side = 8.25 hrs 
s1s => measure of size for EJB server-side = 2452 LOC 

 
TABLE 2 – All Server-side WS 

Service Classes  LOC Hrs GEN WRT 
S1 5 919 3.25 0 5 
S2 3 329 1.25 0 3 
S3 5 517 2.25 0 5 
WSDL 3 335 3.00 3 0 
Total 16 2100 9.75 3 13 
 
t2s => measure of time for WS server-side = 9.75 hrs 
s2s => measure of size for WS server-side = 2100 LOC  

3.1.1 Comparison Analysis   
The difference between the two time-to-market 

measurements, Dts = | t1s – t2s | = 1.5 hrs. The 
difference between the two size measurements, Dss = | 
s1s – s2s | = 352 LOC. 

Null hypotheses, H01, and H02 are rejected. For the 
first alternate hypothesis, Ha1, the opposite is verified. 
The second alternate hypothesis, Ha2, is verified. 

3.2 Client-Side Data 
     Again, due to space constraints, only the main 
classes are presented in the tables.  

Table 3 classes are basically Java handlers (Hs) that 
deal with HTTP Request and Response objects. JSP 
files were not included here since they are exactly the 
same for both EJB and WS.  
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TABLE 3 – EJB Client Classes 

Service Classes   LOC Hrs GEN WRT 
Hs 9 1036 7.5 0 9 
Total 9 1036 7.5 0 9 
 
t1c => measure of time for the EJB Clients = 7.5 hrs 
s1c => measure of size for the EJB Clients = 1036 LOC 

 
Table 4 reports on client classes that interact with 

the WS. Again, JSP files were not included since they 
are exactly the same for both EJB and WS. 

 
TABLE 4 – Web Services Client Classes 

Service Classes   LOC Hrs GEN WRT 
Hs 9 906 4.75 0 9 
S1 18 1557 0 18 0 
S2 14 1233 0 14 0 
S3 19 1656 0 19 0 
Total 60 5352 4.75 51 9 
 
t2c => measure of time for WS Clients = 4.75 hrs 
s2c => measure of size for WS Client s = 5352 LOC 

3.2.1 Comparison Analysis 
       The difference between the two time-to-market 
measurements, Dtc = | t1c – t2c | = 2.75 hrs. The 
difference between the two size measurements, Dsc = | 
s1c – s2c | = 4316 LOC. 

Null hypotheses, H01, and H02, are rejected. The 
first alternate hypothesis, Ha1, is verified. For the 
second alternate hypothesis, Ha2, the opposite is 
verified. 

3.3 Complete Implementation Data   
This section compares the two methods as a whole – 

server and client side. 
 
TABLE 5 – EJB Services and Client Classes 

System Classes LOC Hrs GEN WRT 
Services 28 2452 8.25 9 19 
Client 9 1036 7.50 0 9 
Total  37 3515 15.75 9 28 
 
t1a => measure of time for EJB = 15.75 hrs 
s1a => measure of size for EJB = 3515 LOC 

 
TABLE 6 – Web Services and Client Classes 

System Classes LOC Hrs GEN WRT 
Services 13 1765 6.75 0 13 
Client 60 5352 4.75 51 9 
WSDL 3 335 3.00 3 0 
Total  76 7452 14.5 54 22 
 
t2a => measure of time for WS = 14.50 hrs 
s2a => measure of size for WS = 7452 LOC 

3.3.1 Comparison Analysis 
The difference between the two time-to-market 

measurements, Dta = | t1a – t2a | = 1.25 hrs. The 
difference between the two size measurements, Dsa = | 
s1a – s2a | = 3937 LOC.  

Null hypotheses, H01, and H02, are rejected. The 
first alternate hypothesis, Ha1, is verified. For the 
second alternate hypothesis, Ha2, the opposite is 
verified. 

3.4 Written Implementation 
This section compares only the written portions of 

the two methods for both services and clients.  
 

TABLE 7 – Written EJB Services  
System Classes LOC Hrs 
Services 19 1836 8.25 
Client 9 1063 7.50 
Total  28 2899 15.75 
 
t1w => measure of time for EJB written = 15.75 hrs 
s1w => measure of size for EJB written = 2899 LOC 
 
TABLE 8 – Written WS Services 
System Classes LOC Hrs 
Services 13 1765 6.75 
Client 9 906 4.75 
Total  22 2671 11.5 
 
t2w => measure of time for WS written = 11.5 hrs 
s2w => measure of size for WS written = 2671 LOC. 

 

3.4.1 Comparison Analysis 
The difference between the two time-to-market 

measurements, Dtw = | t1w – t2w | = 4.25 hrs. The 
difference between the two size measurements, Dsw = | 
s1w – s2w | = 228 LOC. 

Null hypotheses, H01, and H02, are rejected. 
Alternate hypotheses, Ha1, and Ha2, are accepted. 

4. Discussion 
As a whole, the implementation time was less for 

the WS method than the EJB method. However, there 
was a steep learning curve to learn the WS facilities 
within the IDE. As a result, the experiment design did 
not account for such time. 

The LOC for the WS was almost twice that of the 
EJB method. The big difference in the LOC for the WS 
method was due to the amount of generated code by the 
IDE.  

4.1 Server-Side Implementation 
For the server-side, the EJB method was faster. The 

main reason for this was the time it took to generate the 
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WSDL files in the WS method. It took about three 
hours to generate these files due to the intricacies of the 
IDE and the successive allocation of the services’ 
classes in the right directories. This undermines the 
validity of the results since they depend on the IDE and 
subject’s experience.  

The LOC for the WS method was less than that of 
the EJB method. The reason was the higher number of 
generated files in the EJB method. The IDE generated 
three container-related classes for each service in the 
EJB method, whereas only one file was generated per 
service in the WS method. Nevertheless, the hypothesis 
was verified in this case. However, the IDE generated 
the extra files in the EJB method; therefore this result 
cannot be externalized to all SOA development.  

4.2 Clients Implementation 
The WS method was faster. The main cause for this 

result was that clients need to execute several steps to 
find and bind to EJBs, whereas in the WS method, 
clients use proxy files to invoke methods directly on 
WS.  

Although it was faster to implement the WS client-
side, the LOC was five times higher than that of the 
EJB method. This significant difference was due to the 
large number of generated files in the client-side of the 
WS. The majority of these files implemented a 
proprietary serialization and de-serialization mechanism 
for the value objects that are passed between clients and 
services. In fact, we were surprised by the large number 
and intricacies of these generated files. Again, the IDE 
affected this result and it definitely cannot be 
externalized.  

4.3 Written Implementation 
Because of the large number of generated files in 

various stages of both development methods, we also 
compared just the classes that were written by the 
subject.  

There were 28 written classes in the EJB method 
and 22 written classes in the WS method. It took four 
hours less to implement the classes in the WS method. 
The LOC was slightly smaller in the WS method. Based 
on these results, the main hypothesis of this study holds 
for the written classes in the object application. In other 
words, it took less time to implement the written classes 
in the SOA method and these classes were smaller in 
size compared to the DOA method. 

The results of this particular comparison are 
important, because they suggest that once developers 
get familiar with their IDEs, they can concentrate on 
their core business logic rather than on the intricacies of 
the IDEs. The idea is that developers will write the 
same number of core classes regardless of the used 
IDE.  

5. Conclusions 
We found no published evidence that support the 

claimed benefits of SOA. As a result, this experiment 
attempted to verify two claimed benefits of SOA: short 
time to market and small size of code (LOC). Web 
Services were used to represent SOA and EJBs were 
used to represent DOA. 

The experiment hypothesized that applications 
developed using SOA are faster to implement and 
smaller in size compared to those developed using 
DOA. The results show that, as a whole, the 
implementation time for the WS method (SOA) was 
shorter than that of the EJB method (DOA). 
Furthermore, they show that the LOC of the WS 
method was almost twice that of the EJB method. These 
results confirm the time-to-market part of the 
hypotheses, but refute the LOC part.  

The results also show that when compared based on 
the implementation of the server-side only, the EJB 
method was faster to implement. However, the LOC 
was smaller for the WS method than that of the EJB 
method.  

When the client-side of the two methods was 
compared, the results show that the WS method was 
faster to implement. Conversely, the LOC of the WS 
method was five times higher than that of the EJB 
method. Lastly, when only the written classes were 
compared in both methods, the WS method was faster 
to implement and it had smaller LOC. Thus, the two 
parts of the hypothesis were confirmed in this case. 

Although the results of the experiment were mixed, 
the overall hypothesis was confirmed when only the 
written code was compared. However, the overall 
conclusion suffers from some validity threats as 
explained in section 2.2. Mainly, the choice of the IDE 
may have confounded some results. Therefore, 
replication of this experiment is needed to enable 
researchers to draw more accurate conclusions.  Future 
replication should include more subjects, several IDEs, 
design as an independent variable, and investigation of 
maintainability, reliability, and coupling as dependent 
variables. 
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