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Abstract

A central task in multimedia systems is image management (storage
and retrieval). As information is disseminated across vast networks, such
as the Internet, methods of locating authored media are desirable. Digital
watermarks provide a means to embed copyright and other information
for identification and tracking. However, many watermarking techniques
are vulnerable to distortion. We provide a means to identify images based
on salient features within an image; a “fingerprint” that survives affine
distortions and can be used to recognize images.

1 Introduction

The task of recognizing images can be defined as matching invariant features.
These features may be artificial additions or salient parts of images. An example
of embedding information to facilitate image identification is digital watermark-
ing. This embedded information is susceptible to attack through filtering and
geometric transformations [3, 5]. Making a watermark robust enough to survive
such distortions may distort the image to the point of making the watermark
visible.

How then, can one track digital images over a broad network such as the
Internet when the tracking signal (the watermark) is damaged? An alternative
to embedding a watermark is to use salient characteristics of an image for iden-
tification as a “fingerprint” [1, 4]. In [1], we described a method for recognizing
images based on the concept of an identification watermark that requires only
a small number of salient feature points. Within the scope of this paper, the
term salient feature refers to an object native to the image that is invariant to
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changes in color, file formats, image compression, and affine transformations.
Salient features that we use include edges and corners. We show that, using our
method, it is possible to recognize distorted images and recover their “original”
appearance [1]. These features cannot be removed without severely distorting
the image to the point that it cannot be easily recognized.

The remainder of this paper is organized as follows: Section 2 describes
the mathematical background required for our method of recognizing distorted
images based on invariant image properties. Section 3 describes our method
of recognizing images. Conclusions and suggestions about future research are
presented in Section 4.

2 Preliminary Information

In this section we provide mathematical preliminaries for our work. In Section
2.1 we define affine transforms and describe some affine-invariant image proper-
ties that can be used for image recognition. In Section 2.2 we give the expression
for normalized cross-correlation and explain its geometric meaning. Finally, in
Section 2.3 we introduce a measure for salient point selection.

2.1 Affine Transforms and Invariants

Let (x, y) be image points in the image I(x, y) and let the center be at (0, 0).
An affine transform of I(x, y) is given by
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where (x′, y′) are image coordinates in the transformed image I ′(x′, y′) and a...f
are the transform parameters.

Given two images I and I ′, such that I ′ can be obtained through an affine
transform of I, we are interested in features of I that remain unchanged in I ′;
these features are usually called geometric invariants [7]. Let P1 = (x1, y1),
P2 = (x2, y2), and P3 = (x3, y3) be three noncollinear image points in the image
I and let P ′

1 = (x′
1, y

′
1), P ′

2 = (x′
2, y

′
2), and P ′

3 = (x′
3, y

′
3) be their corresponding

points in the image I ′. The mapping between the points of I and I ′ is given
by (1). The area of the triangle ∆P1P2P3 is given by the determinant

S123 =
1
2

∣∣∣∣∣∣
x1 y1 1
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x3 y3 1

∣∣∣∣∣∣ , (2)

and the area of the corresponding triangle ∆P ′
1P

′
2P

′
3 is given by S′

123 = (ad −
bc)S123, where a, b, c, and d are given by (1). The area of the triangle, formed
by three noncollinear points, is a relative affine invariant of image I [7]. Since
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ad− bc does not change for triples of image points, the ratio of the areas of two
triangles is an absolute affine invariant.

2.2 Normalized Cross-correlation

Let w1 = I1(x1 + i, y1 + j) and w2 = I2(x2 + i, y2 + j), i = −W, ..., W, j =
−W, ..., W be two square image windows centered at the locations (x1, y1) and
(x2, y2) of images I1 and I2, respectively. The normalized cross-correlation
(NCC) of w1 and w2 is given by

NCC(w1, w2) =
(w1 − w1) · (w2 − w2)
‖w1 − w1‖ ‖w2 − w2‖ (3)

where w1 and w2 are treated as vectors. (a · b stands for the inner product of
vectors a and b, a for the mean value of the vector elements and ‖a‖ for the
2-norm of vector a.) For two windows whose pixel values differ by a scale factor
only, NCC will be equal to 1; if the windows are different NCC has value less
than 1. For two non-zero binary patterns which differ in all pixels NCC is −1.
Normalized cross-correlation corresponds to the cosine of the angle between w1

and w2; as this angle varies between 0◦ and 180◦, the corresponding cosines vary
between 1 and −1.

2.3 Local Neighborhood Structure

Consider the spatial image gradient [Ex, Ey]T , computed for all points (x, y) of
an image area (neighborhood) A. The matrix M , defined as

M =
(

ΣE2
x ΣExEy

ΣExEy ΣE2
y

)
, (4)

where the sums are taken over the image neighborhood, captures the geometric
structure of the gray level pattern of A. M is a symmetric matrix and can
therefore be diagonalized by rotation of the coordinate axes, so with no loss of
generality, we can think of M as a diagonal matrix [2]:

M =
(

λ1 0
0 λ2

)
, (5)

where λ1 and λ2 are the eigenvalues of M .
We can choose λ1 as the larger eigenvalue so that λ1 ≥ λ2 ≥ 0. If A

contains a corner, then we expect λ1 > λ2 ≥ 0, and the larger the eigenvalues,
the stronger (higher contrast) their corresponding edges. A corner is identified
as two strong edges; therefore as λ1 > λ2, a corner is a location where λ2 is
sufficiently large [6].

3



3 A Method for Recognizing Images

Image recognition can be defined as matching invariant features. These features
may be salient parts of images or they may be artificial additions to them.
In digital watermarking the information is typically embedded into images to
facilitate identification of images. The embedded information is susceptible to
attack through filtering, compression, and geometric transformations [3, 5].

Instead of relying on the survivability of embedded information, salient fea-
tures of images can be used as registration patterns or identification marks [1].
Perceptually important image features are used for image identification, and
removing these features is not possible without destroying the image.

In this section we describe our method of recognizing images that have been
subjected to unknown affine transforms, using salient image points. Isolated im-
age points are not sufficient for image recognition since they are not necessarily
unique for the image, as differing images may contain similar points. However,
groups of points tend to exhibit uniqueness; also, ratios of areas enclosed by
triples of points are invariant to affine transforms (see Section 2.1).

Our recognition method consists of two phases. In Section 3.1, we select a set
of representative feature points at multiple resolutions of an image I (see Figure
2). Then in Section 3.2, using the points of I obtained at the lowest resolution,
we try to find matches with images in a collection of unknown images S′

I .

3.1 Selecting Feature Points

Our approach is based on finding unique points in each image at multiple res-
olutions. For each resolution we identify the unique points separately. The
points are represented by small rectangular neighborhoods (we use neighbor-
hood sizes from 3× 3 to 11× 11 pixels). The selected points usually differ when
the resolution changes.

Our method of choosing unique feature points consists of several steps. First,
we identify the corner points using the measure described in Section 2.2. We
consider all image points for which λ1 ≥ τ and λ1/λ2 ≤ κ. In our experiments
we use τ equal to one-twentieth of the maximum λ1 in the entire image and we
use κ = 2.5. This reduces the number of feature points selected for recognition
(see Figure 1). Note that decreasing τ or increasing κ will typically result in a
larger number of candidate points.

Second, for each of the selected points we compute the similarity of its local
neighborhood to the local neighborhoods of other candidate points in the image.
In the remainder of this paper we will use the term image point and feature
point to represent the point and its neighborhood. We use the normalized
cross-correlation as the similarity measure (see ?? for details). Figure 2 shows
selected feature points at three different resolutions. Notice that the number of
feature points goes down as the resolution decreases. Also, image points that are
not unique at higher resolutions may become prominent at lower resolutions.
This is to counter scaling and blurring so the image can still be recognized.

4



These sets of feature points provide a compressed representation of the original
image and can be used to identify variations of the same image.

(a) (b)

Figure 1: Identifying likely feature points: (a) An original image. (b)
The image points with large values of gradient magnitude and candidate
feature points (in red).

Figure 2: Selected feature points for full, 1/2, and 1/4 resolutions; each
point is shown with its neighborhood.

3.2 Recognizing Images

Given a collection of unknown images SI′ , and a known image I, we seek an
image I ′ ∈ SI′ , such that I ′ and I are similar up to some affine transform.
We assume that for image I we have selected sets of feature points at multiple
resolutions (Section 3.1). In this section we describe a recognition procedure
that is used to match a single unknown image I ′ with I. (This procedure can
be repeated for all images in SI′ .) Using the feature points of I obtained at the
lowest resolution, we try to find matches with images in a collection of unknown
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images SI′ . We use the normalized cross-correlation defined in Section 2.2 for
point matching.

This comparison produces one of three results. If no point matches are found
then we can reject image I ′ due to lack of similarity with image I. If a number
of points match, then we have a candidate image I ′ that matches I. (Note that
very few points are actually required to match two images. Only three points
are required to calculate an inverse affine transform that will recover some of
the features lost if any distortion has taken place. Details and examples of
the recognition and recovery processes are given in [1]). At low resolutions,
we may have matches with multiple images in SI′ . In this case we use feature
points obtained at higher resolutions for verification and refinement. When a
significant number of point matches with some image I ′ ∈ SI′ is found, we
accept image I ′ as a match for I. (In [1], we illustrate how we can obtain the
approximate scale of I ′ from the image scales of the matching resolutions of I
and I ′.)

(a) (b)

Figure 3: Recognizing images: (a) A distorted version of the image from
Figure 1a. (b) A cropped and slightly blurred version of the image in (a).

Figure 3 shows two images derived from the image in Figure 1a. Figure 3a
was created by applying an affine transform (cropping, scaling, and rotating) to
the original. Figure 3b was created by cropping the image in Figure 3a. Follow-
ing the steps described in this section we created image pyramids for both of
these images with the lowest resolution being 1/4 of the size of each image. A
significant number of point matches were found between the image from Figure
1a and the images in Figure 3 when compared to our collection of images at
the lowest resolution (1/4 that of the original image). Additional confirmation
was obtained by finding point matches at higher resolutions. Figures 4 and 5
shown results of matching between the image in Figure 1a and the images in
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Figure 3. The vectors correspond to the displacements between feature points
in the original and unknown/distorted images. The long vectors in Figure 4
correspond to incorrect matches; the correct matches correspond to short vec-
tors. The correct matches in Figure 5 are represented by the parallel vectors;
the incorrect matches cut across the parallel lines.

Figure 4: Matching results for the image in Figure 3a. Vec-
tors show displacements between the original and the distorted
images.

Figure 5: Matching results for the image in Figure 3b. Vectors
show displacements between the original and the distorted images.

Additional confirmation of recognition results was obtained by evaluating
the absolute affine invariant properties of triples of image points between the
original and distorted images (see Section 2.1). Examples of results are shown
in Figure 6. The x -axes correspond to areas of triangles formed by triples of
features points in the original images; the y-axes correspond to the areas of
triangles formed by matched triples of points in the distorted/unknown images.
The correct matches correspond to a line in this space; incorrect matches pro-
duce points that do not fall on this line. Strong lines in these plots confirm that
the images are correctly recognized.
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Figure 7 shows two images from our database. The matching results between
the image in Figure 1a and these images are shown in Figure 8. Few matches
produce very irregular vector fields. This is further confirmed by the fact that
there are no line structures in the plots in Figure 9.
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(a) (b) (c)

Figure 6: Affine invariants for the image in Figure 3b. The x-axis cor-
responds to areas of triangles formed by triples of feature points in the
original image. The y-axis corresponds to areas of triangles formed by
triples of corresponding feature points in the distorted image. Resolu-
tions: (a) full, (b) half, and (c) quarter.

(a) (b)

Figure 7: Additional images used in our experiments.

4 Conclusion

A central task in multimedia information systems is the management of images
(storage and retrieval). Digital watermarks provide a means to identify and
track digital images. However, embedded watermarks may become disabled
due to accidental corruption or attack by cropping and/or affine distortions
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(a) (b)

Figure 8: Matching results for the images in Figure 7. Vectors show
displacements between the original (see Figure 1) and these images.
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Figure 9: The x-axes correspond to areas of triangles formed by triples of feature
points in the original (see Figure 1a) image. The y-axes correspond to areas of
triangles formed by triples of corresponding feature points in the images shown in
Figure 7.
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[3, 5]. This hampers the ability to locate and identify watermarked images over
distributed networks such as the Internet.

In this paper, we have presented a method for image recognition, based on
inherent features within images that can be used as identification marks. These
identification marks can be applied to locate images and recover image size and
aspect from distorted images [1]. Our methods of image recognition (fingerprint-
ing) do not rely on embedded information and can be used to recognize images
distorted by various geometric transformations. We continue to investigate ways
to make these methods more efficient for image recognition and recovery.

[Add ref to the papers from MIS99, IHW99, and look for updated references.
Also add a section about Delunay triangulation.]
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