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Abstract—Prediction of promoter regions continues to be a
challenging subproblem in mapping out eukaryotic DNA. While
this task is key to understanding the regulation of differen-
tial transcription, the gene-specific architecture of promoter
sequences does not readily lend itself to general strategies.

To date, the best approaches are based on Support Vector
Machines (SVMs) that employ standard ”spectrum” features and
achieve promoter region classification accuracies from a low of
84% to a high of 94% depending on the particular species
involved. In this paper, we propose a general and powerful
methodology that uses Genetic Programming (GP) techniques
to generate more complex and more gene-specific features to be
used with a standard SVM for promoter region identification.

We evaluate our methodology on three data sets from different
species and observe consistent classification accuracies in the 94-
95% range. In addition, because the GP-generated features are
gene-specific, they can be used by biologists to advance their
understanding of the architecture of eukaryotic promoter regions.

Index Terms—Promoter Prediction, Evolutionary Algorithms,
Support Vector Machines

I. INTRODUCTION

The human genome project revealed a wealth of information
about genomic sequences, such as the location of protein-
encoding genes, gene types, and presence of other functional
elements [1]. One of the most important yet poorly understood
functional elements in DNA is the promoter region. Promoters
are responsible for initiating and regulating transcription. They
precede protein-encoding genes and contain specific signals
tied to specific classes of genes and transcription regulation.
Annotating promoter regions, currently not annotated in ge-
nomic sequences, is an important task towards improving the
detection of specific classes of genes with a desired program
of regulation [2].

The architecture of promoter regions in eukaryotic DNA
is very complex. Eukaryotic promoters, often referred to as
PolII promoters, bind RNA polymerase II among many other
transcription factors. Transcription of a gene starts only when
all transcription factors bind onto the promoter resulting in
a productive complex [3]. What makes promoters unique
to specific gene classes and programs of regulation is their
content and arrangement of transcription factor binding sites.

The complex and gene-specific architecture of promoter
sequences makes their recognition by computational methods
especially challenging. General purpose promoter prediction
methods, summarized and compared in [2], can recognize

only about 50% of promoters with a false positive rate of
about 1 per 700-1000 base pairs (bp). Employing a Hidden
Markov Model (HMM) and incorporating prominent known
motifs results in recognition of 50% of eukaryotic promoter
regions with a 1/849 bp false positive rate [4]. A combination
of neural networks and genetic algorithms in the Promoter2.0
method increases prediction accuracy to 67%. Non-linear time
series descriptors and non-linear machine learning algorithms
such as Support Vector Machines (SVM) in [5] result in 84%
accuracy in 7-fold cross-validation. Other methods that focus
on promoters of specific species achieve similar accuracies [6].

The current most successful promoter prediction method
achieves accuracies ranging from 84-94% depending on the
particular species. The method enumerates all finite subse-
quences of length 4 base pairs (bp), also referred to as 4-
mer motifs, and employs these motifs as spectrum features
to transform input sequences into feature vectors. An SVM
is then trained to separate feature vectors associated with
promoter sequences from those associated with non-promoter
sequences [7]. While promising, the method is limited in the
number and types of features it can enumerate. First, the
enumeration of k-mers constrains the size and complexity
of the feature space one can explore. Second, enumeration
requires explicit listing of the feature types considered.

While the presence or absence of specific motifs may allow
discriminating among promoter and non-promoter sequences,
other more complex and interesting features that consider
dependencies, motifs, and positions may reveal deeper insight
into promoter architecture. One such feature is illustrated
in Fig. 1 in a tree representation. Complex features that
encode conjunctive and disjunctive dependencies and keep
track of both motifs and positions may be better suited to
capture the intricate architecture of promoter sequences. Such
features may also better summarize the specific arrangement of
transcription factor binding sites and other signals. However,
expanding the scope and complexity of feature generation can
quickly result in search processes known to be NP-hard [8].

In this paper we explore the use of evolutionary algo-
rithms (EAs) to search large and complex feature spaces for
interesting new features that discriminate among promoter
and non-promoter sequences. Our approach involves the use
of Genetic Programming (GP) techniques to evolve complex
feature structures like the one illustrated in Fig. 1. We refer
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Fig. 1. The tree represents the feature: “GC in position i AND TTA anywhere.

to this method as EFG for Evolutionary Feature Generation.
Through the use of an efficient fitness function, EFG identifies
a set of candidate features (a hall of fame) that discriminate
among promoter and non-promoter sequences. This feature set
is further reduced through a correlation-based feature selection
technique that identifies a most relevant and non-redundant
subset of features. The resulting features are then evaluated in
the context of SVM classification.

Direct comparisons with state-of-the-art promoter prediction
methods show that EFG reaches consistent reliable accuracies
of 94-95% on promoter sequences obtained from various
species. In addition, the structure and specificity of the gen-
erated features make it possible for biologists to study and
analyze these features in detail and obtain further insight into
the architecture of promoter regions in eukaryotic DNA.

The rest of this paper is organized as follows. A brief
summary of related work is provided in section I-A. Our
method is described in section II. Results follow in section III.
The article concludes with a discussion in section IV.

A. Related Work

Some of the most well-known promoter prediction meth-
ods include Neural Network Promoter prediction (NNP) [9],
SoftBerry [10], ProScan [11], Dragon Promoter Finder [12],
Promoter2.0 [13], and K-merSVM [7]. While both NNP
and Promoter2.0 employ neural networks and achieve similar
specificities of 76 and 78%, respectively, the employment of a
genetic algorithm for further optimization allows Promoter2.0
to additionally achieve a high sensitivity of 68%. Promoter2.0,
specifically suited to recognize promoters in the Adenovirus
genome, identifies some known promoter features, such as
the TATA box cap site, CCAAT box, and GC-box. Dragon
promoter finder (DBF), which uses sensors for exons, introns,
and promoters, is reported by the authors to achieve higher
accuracy than NNP and Promoter2.0 [12].

ProScan, which compares the density of TSP sites between
primate promoter and non-promoter sequences, achieves a
prediction accuracy of 70% with a 1/5600 bp false positive
rate [11]. Softberry considers an expanded set of known
promoter features that include TSSP, TATA boxes, and regu-
latory motifs. By using linear discriminant functions that take

into account conservation features and nucleotide sequences
of promoters in orthologous genes, SoftBerry achieves 88%
and 90% sensitivity and specificity, respectively, on two sets
of orthologous genes [10]. Currently, the highest accuracy
(84-94%) is achieved by Kmer-SVM, which employs 4-mer
spectrum features in the context of SVM classification [7].

The approach taken here is not to limit features to known
promoter features or enumeration of k-mer motifs. Instead,
the proposed EFG method employs evolutionary strategies to
generate complex features. EFG introduces evolutionary-based
feature generation in the context of feature-based classification
for promoter prediction. Many studies demonstrate the advan-
tages of employing EAs for feature generation [14], [15], [16],
[17], [18], [19], [20], [21], [22], [23], [24].

EAs for complex feature generation are starting to gain
momentum in bioinformatics, because EAs are capable of
searching complex feature spaces. The method proposed here
employs GP, which is a well-studied EA where individuals are
variable-length trees composed of functions and variables [25],
[26], [27]. GP-based approaches are growing in their applica-
tion on diverse problems in bioinformatics [14], [28], [29],
[20], [18], [21], [22], [30]. Applications include organismal
classification, classification of fMRI data, cancer classification,
and even drug design [29], [20], [18], [21], [31].

This paper shows how GP can be effectively employed to
generate predictive features from sequence data in the context
of promoter prediction.

II. METHODS

The method we propose consists of three main components:
(i) a GP-based evolutionary algorithm that samples the feature
space in search of a few thousand of top features, (ii) a feature
selection technique that further reduces this set of features
by eliminating redundancies, and (iii) an SVM model that
operates over the feature vectors based on the features obtained
in (ii). The interplay of these three components is illustrated
in the overall diagram of the method in Fig. 2.

Fig. 2. The diagram shows the main components of the proposed method.
The top features obtained by EFG are further reduced with a feature selection
technique. The resulting features allow transforming input sequences into
feature vectors. An SVM classifier then operates on these vectors.

The evolutionary algorithm we propose, EFG, samples the
feature space by constructing complex features. The features
are represented internally as GP trees. A surrogate fitness
function is employed to evaluate constructed features on
promoter training. Top features with the highest fitness values
are incrementally collected via a “hall of fame” mechanism
during the algorithm’s evolutionary search for features.

A feature selection technique, implemented as in [32] and
summarized below, allows reducing the large (a few thousand)
hall of fame set of features into a smaller (a few dozen) subset
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of most discriminating non-redundant features. The reduction
brings down the length of feature vectors that the features
allow associating with input sequence data. An SVM operating
over the feature vectors finally allows evaluating the accuracy
of the resulting classifier.

EFG is general and can be applied to diverse sequence-
based classification problems. The input training data and the
application of the surrogate fitness function to evaluate features
on the training data are the only components that are specific
to a particular problem.

A. The EFG Algorithm

EFG employs a standard GP search to obtain complex
and potentially useful features. Represented as standard GP
trees, the features are evolved in populations over time. The
evolution employs the standard genetic operators of mutation
and crossover. The features are evaluated through a surrogate
fitness function, since employing SVM classifiers for the
evaluation is computationally intensive. The surrogate fitness
function is designed to estimate the usefulness of the features
in discriminating among promoter (positive) and non-promoter
(negative) sequences. A hall of fame collects the top features of
each population for subsequent reduction by a feature selection
technique. The resulting smaller subset of features is employed
to transform input sequence data into feature vectors which
are then fed to an SVM. The representation of features as GP
trees, their construction in the first initializing population, their
evolution in subsequent generations with the genetic operators,
and the fitness function are now summarized below.

1) Representation of Features as GP Trees: EFG is capable
of constructing complex features beyond simple k-mers due to
its internal representation of features as parse trees [27]. The
leaves of a parse tree, referred to as terminals or ephemeral
constants (ERCs), are characters from the {A, C, G, T} DNA
alphabet (ERC-char) or integers corresponding to positions
or lengths (ERC-int). Internal nodes are functional operators.
Subtrees of an internal node form arguments to the operator
at that node. Fig. 1 illustrates a feature generated by EFG.

The operators employed here are Position, Motif-*,
Matches, MatchesAtPosition, AND, OR, and NOT. The
operator Motif-* actually refers to six different operators,
Motif-1 through Motif-6, which denote the fact that
the motif lengths considered here are in the 1-6 range. The
ERCs, non-terminals and their arguments, return-types, and
constraints are listed in Table I.

2) Feature Generation: Features are evolved over gener-
ations. Generation 0 initializes the search with N = 5, 000
randomly generated features using the well-known ramped
half-and-half generative method [27]. Subsequent generations
are evolved through standard selection, crossover and mutation
mechanisms. The evolution of features continues for a fixed
number of generations, set to 25 in this work. Convergence of
fitness values is observed after 20 generations.

The population size decreases by 10% over subsequent
generations in an effort to address the observation that GP
becomes less effective at optimization with further generations.

Name Args Return
Type

Constraints

Matches Motif Boolean
MatchesAtPosition Motif, Position Boolean
AND 2 non-terminals Boolean
OR 2 non-terminals Boolean
NOT 2 non-terminals Boolean
Motif-* ERC-chars Motif
Position ERC-int Integer
ERC-char Character {A, C, G, T}
ERC-int Integer {1, . . . , 250}

TABLE I
A TABLE OF THE NON-TERMINALS AND TERMINALS EMPLOYED.

The population distribution tends to settle around the same
local minima in the objective function being minimized. The
ever-decreasing population model employed here regularly
decreases population size over generations, thus introducing
selection pressure in a population and avoiding meaningless
computations in later generations [33].

Features in subsequent generations are evolved by applying
the genetic operators (described below) over parent features in
the generation. The ` = 250 fittest features in each generation
are collected in the hall of fame. The growing hall of fame also
serves to seed a generation with diverse fit individuals. Parent
features for a generation are obtained by selecting m = 100
features at random from the hall of fame.

3) Genetic Operators: After selecting parent features in a
generation from the hall of fame, the rest of the features in
the generation are generated with the mutation and crossover
operators. Three breeding pipelines are employed, mutation-
ERC, mutation, and crossover. Two types of mutations are
possible, one that replaces an entire subtree, and another
that replaces only ERCs. The three pipelines are executed in
parallel to obtain new offsprings until the goal population size
is reached. The mutation and mutation-ERC pipelines each
have a Pm probability of performing a mutation on a selected
parent. The crossover pipeline has a Pc probability of carrying
out a crossover on a selected parent. In our implementation,
we employ standard Pm = 0.05 and Pc = 0.9 values [27].

a) Mutation-ERC: Tournament selection is employed to
select a parent for mutation. Several tournaments are carried
out among a few individuals (7 in our case) chosen at
random from a population. The winner of each tournament,
the individual with the highest fitness value, is selected for
mutation. A terminal node in the selected individual is chosen
with probability 0.1. Correspondingly, a non-terminal node
is chosen with probability 0.9. When the chosen node is
a terminal, hence an ERC, the Gaussian delta technique is
employed to replace the node with another ERC generated
according to a Gaussian probability over the range of values
of the chosen ERC. If the chosen node is a non-terminal, only
its ERC arguments are replaced as detailed.

b) Mutation: The mutation pipeline proceeds differently
from mutation-ERC. Any node with the Motif return type in
the tree is selected equally at random. A character in the Motif
is then selected equally at random and replaced with any letter
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of the DNA alphabet, as illustrated in Fig. 3.

Fig. 3. Mutation: a randomly selected motif is modified by replacing a
randomly selected character in it to any letter of the DNA alphabet.

c) Crossover: Two individuals are obtained from a pop-
ulation by carrying out two tournament selections. A standard
Koza-style subtree crossover [27] of the two selected parents
proceeds as illustrated in Fig. 4.

Fig. 4. Crossover: the subtrees at the crossover points are swapped to obtain
a new individual.

4) Bloat Control: EFG uses the standard bloat control
mechanisms, namely setting a fixed depth limit for evolved
trees (17 in these experiments), and lexicographic tournament
selection (i.e., if multiple individuals have the same fitness,
the individual with the smaller depth is chosen) [27].

5) Fitness Function: We employ a surrogate fitness func-
tion, or a “filter” approach, instead of a more accurate but
computationally costly “wrapper” approach that feeds features
to a machine learning process for evaluation [34]. An effective
fitness function is simple yet correlates well with the true
objective function of an optimization problem. Since the goal
is to improve precision while managing the discriminating
power of features, we formulate:

Fitness(f) = C+,f

C+
∗ |C+,f

C+
− C−,f

C−
|.

In this equation, f refers to a feature, C+,f and C−,f are the
number of positive (promoter) and negative (non-promoter)
training sequences that contain the feature f , respectively.
C+ and C− refer to the total number of positive and neg-
ative training sequences, respectively. This function tracks the
occurrence of a feature in positive sequences, as negative
sequences may not share features or signals, while penalizing
non-discriminating features equally found in positive and neg-
ative sequences. Our goal is to maximize the fitness function.

6) Hall of Fame: The hall of fame collects the ` fittest
individuals of each generation. The hall of fame serves to
guarantee that fit individuals will not be lost or changed over
generations. Two reasons justify maintaining a hall of fame:
(i) the hall of fame serves as an external memory of the best
individuals and maintains diversity in the solution space; (ii)
the hall of fame represents the solution space at the end of
a generational run. Keeping the fittest individuals in a hall of
fame guarantees optimal performance [35].

B. Post EFG Feature Selection

The set of features in the hall of fame is further reduced
through the filter selection technique proposed in [32]. Briefly,
given a set of features, the technique selects a subset of
relevant but redundant features. A feature is deemed “good”
and selected if it is highly correlated with the class but not
highly correlated with the rest of the features. The technique
combines the advantage of the classical linear correlation
approach with information theory through an entropy-based
approach. A symmetrical uncertainty (SU) measure evaluates
the goodness of a feature:

SU(X, Y ) = 2 IG(X|Y)
H(X)+H(Y ) .

In this equation, X and Y refer to features. H refers to entropy
and measures the uncertainty of a random variable:

H(X) = −
∑

P (xi) · log2(P (xi))

The entropy of X after observing values of Y is given by:

H(X|Y ) = −
∑

j P (yj) ·
∑

i P (xi|yj) · log2(P (xi|yj)).

The information gain IG(X|Y ) = H(X)−H(X|Y ), measures
the amount by which the entropy of X decreases from
additional information about X provided by Y [36].

C. Support Vector Machines as Classifiers

The features obtained after the feature selection technique
allow transforming input sequences into feature vectors. The
feature vectors associated with training sequences are then
employed to train an SVM classifier and further estimate
the discriminating power afforded by the top EFG-obtained
features. Our reason for employing an SVM classifier is due
to SVMs becoming one of the most popular machine learn-
ing techniques. SVMs have shown great success in difficult
classification problems and have solid theoretical foundation
in statistical learning theory [37], [38]. Describing an SVM
in great detail is not the focus of this paper, and we direct the
reader to [38] for a detailed presentation.
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D. Implementation Details

EFG is implemented on top of the standard of the basic
GP infrastructure provided in ECJ software [39]. In general,
default settings were used, as detailed above. The feature
selection technique was implemented using Weka [40]. Se-
quence matching and pattern recognition were implemented
using BioJava [41]. SVM training and classification was
implemented using LibSVM [42]. The experiments reported
here use a Radial Basis kernel function (RBF). The kernel
parameters and the SVM cost function are tuned through the
standard grid search mechanism [43].

III. RESULTS

A. Data Sets

The input data set consists of promoter and non-promoter
sequences obtained from various species. The validation of our
method focuses on three species, plant, human, and drosophila.

a) Plant Data Set: The plant promoter data set consists
of 305 promoter sequences obtained from the PlantProm
database. The database contains annotated and non-redundant
PolII promoter sequences with experimentally-determined TSS
from various plant species [44]. The length of these pro-
moter sequences upstream of the TSS is 251 bp. Position
201 corresponds to the TSS, and promoter sequences occupy
the region [−200 : +51]. Our non-promoter data (i.e., the
negative training instances) also consists of 305 sequences.
To ensure that these sequences do not contain promoter
regions, we extract them from known coding sequences of
the same length obtained from Genome database of NCBI
(http://www.ncbi.nlm.nih.gov/). Coding sequences are known
not to contain promoter signals. Since the plant promoter data
consists of various plant organisms, we make sure that this
data reflects the same distribution of organisms.

b) Homo Sapiens and Drosophila Data Sets: Data sets of
1922 Homo Sapiens and 1863 Drosophila promoter sequences
are obtained from the Eukaryotic Promoter Database [45].
Similarly, the non-promoter data for each species is con-
structed by extracting non-promoter sequences of the same
length from coding sequences. Coding sequences for Homo
Sapiens and Drosophila are obtained from the Berkeley
Drosophila Genome Project [9].

B. Overview of Experiments and Measurements

Four sets of experiments are conducted. First, using the
features obtained by our method, three different SVM models
are trained separately on the data sets described above for
plant, Homo Sapiens, and Drosophila. 7-fold cross-validation
is performed in order to directly evaluate the classification
performance with the results reported in [7]. Essentially, the
data set is randomly divided into 7 subsets of equal size.
The model is trained on 6/7 of the data and tested on
the remaining subset. The area under the receiver-operating-
characteristic (ROC) curve is reported as an average over the
7-fold validations. It is worth mentioning that 5-fold and 10-
fold cross-validation results in similar performance as 7-fold
cross-validation (data not shown).

The second and third sets of experiments test SVM and
EFG features on testing data sets extracted from input data
sets. In the second set of experiments, 50 promoter and 50 non-
promoter sequences are withdrawn from the plant, Drosophila,
and Homo Sapiens data sets to employ as data sets. The
performance of the SVM models trained on the remaining
data set for each species is compared in detail with the K-
merSVM in [7]. The third set of experiments then tests the
features on a plant data set of 10 promoter and 40 non-
promoter sequences extracted from the plant data set before
training the SVM on the rest of the sequences. The goal is to
measure performance when negative sequences significantly
outnumber positive sequences. The fourth set of experiments
compare performance to that of state-of-the-art methods on
the plant testing data set of 50 promoter and 50 non-promoter
sequences extracted from the plant input data set.

Performance is quantified in terms of the standard measures
of sensitivity, specificity, precision, recall, and false positive
rate (FPR). Sensitivity is measured as TP/(TP + FN), and
specificity is TN/(FP+TN), where TP, TN, FP, and FN refer to
the number of true positives, true negatives, false positives, and
false negatives. Recall is TP/(TP + FN), precision is TP/(TP
+ FP), and FPR is FP/(FP + TN).

1) Cross-validation on Training Data Sets: We performed
standard cross-validation experiments consistent with those
used to evaluate the K-merSVM method in [7]. Table II shows
the comparative results with respect to the AUC metric (the
area under the ROC). The AUCs reported for our method are
additionally averaged (shown as AUCµ) over 30 different sets
of features obtained from 30 independent EFG runs. Standard
deviations (AUCσ) are also shown. Since EFG is by nature a
stochastic search, we execute it 30 different times in order
to obtain 30 different halls of fame. Applying the feature
selection technique results in 30 different sets of features.

Organism K-MerSVM AUC EFG AUCµ EFG AUCσ

Plant 83.8 94.6 0.4
Homo Sapiens 91.25 94.1 0.6
Drosophila 94.82 95.3 0.3

TABLE II
CROSS-VALIDATION COMPARISON BETWEEN K-MERSVM AND EFG.

The results shown in Table II make the case that the EFG
features allow obtaining consistent accuracies in the 94-95%
regardless of the species. The range of accuracies for K-
merSVM is larger, in the 84-94% range depending on the
species. The performance increase by EFG is most significant
for the plant data set, followed by the Homo Sapiens and
Drosophila data sets. Obtained α values from EFG were
consistently 0.0001 for each training data set.

2) Evaluating Performance on Testing Data Sets: The
performance of EFG is further tested and compared with K-
merSVM over the testing data sets detailed above. Table III
shows various statistical measurements for K-merSVM and
EFG when applying trained SVMs over the testing data
sets of each species (Plant, Drosophila, and Homo Sapiens).
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The results show improvements over all measurements when
employing the EFG features. For instance, testing the SVM on
the plant testing data set shows 12% increase in sensitivity, 6%
increase in specificity, 7% increase in PPV, and 9% increase in
NPV compared to the respective measurements obtained from
K-merSVM. Additionally, reductions to plant FNR and FPR
by 4% to 10% and 2% to 14% show low false positive and
false negative predictions by the model on unseen sequences.

Performance is further tested when negative sequences
outnumber positive sequences in the plant testing data set
(constructed as described above). Precision versus recall values
are measured and shown in the curve in Fig. 5. The break-even
point on the curve is 77% for K-merSVM and 88% for EFG,
showing that a high number of true positives is predicted even
with a large negative data set. Fig. 5 also shows the FPR versus
recall curves. At very high recall, the FPR of K-merSVM is
higher than for EFG, suggesting that EFG features allow better
classifying a data set where negative sequences significantly
outnumber positive sequences.

KMer-SVM 

EFG

KMer-SVM 

EFG

Fig. 5. Precision versus recall (top) and FPR versus recall (bottom) curves
are drawn for K-merSVM (light gray) and EFG (dark gray).

3) Performance Comparison with State-of-the-Art Methods:
State-of-the-art methods in promoter prediction, summarized
in our related work, such as (NNP) [9], SoftBerry [10],
ProScan [11], Dragon Promoter Finder [12], Promoter2.0 [13],
and K-merSVM [7] report various measurements on the plant
testing data set. This provides an opportunity to directly
compare the performance of EFG with these methods, which
we do in Table IV. The results shown in Table IV make
the case that EFG is consistently among the top-performing
methods in the various measurements. For instance, compared
to SoftBerry, EFG improves specificity by 16%.

Algorithms Sensitivity Specificity Corr. Coef
NNP Threshold(0.8) 68 76 0.44
SoftBerry 88 90 0.78
ProScan (v1.7) 0 100 N/A
DFB (v1.4) 12 100 0.25
Promotor2.0 0 78 N/A
Kmer-SVM 86 90 0.77
EFG 98 96 0.94

TABLE IV
COMPARISON BETWEEN EFG AND OTHER METHODS OVER THE PLANT

TESTING DATA SET

.

C. Analysis of Top Features

The F-score that SVM models associate with support vec-
tors provides another measure of the relative importance of
features. As described in [46], the F-score measures the
discrimination of two sets of real numbers. Given training
vectors xk, where k ∈ {1, . . . ,m}, with n+ and n− denoting
the number of positive and negative instances, respectively, the
F-score of the ith feature is defined as:

F (i) =
(x̄+

i − x̄i)2 + (x̄−i − x̄i)2)
1

n+−1

∑n+
k=1(x

+
k,i − x̄+

i )2 + 1
n−−1

∑n−
k=1(x

−
k,i − x̄−i )2

In the above equation, x̄i, x̄+
i , and x̄−i are the average of

the ith feature of the whole, positive, and negative datasets,
respectively. Similarly, x+

k,i, is the ith feature of the kth

positive instance, and x−k,i is the ith feature of the kth negative
instance. The numerator measures the discrimination between
the positive and negative sets, whereas the denominator mea-
sures the one within each of the two sets.

The F-score is often used as a feature selection criterion,
but we use it here as an additional measure by which to show
the relative importance of the top 95 features obtained after
the correlational feature selection technique. Fig. 6 compares
the F-scores of the features obtained by our approach to the F-
scores of the 128 4-mer motif features employed in the SVM
classification in [7]. Higher F-scores are associated with the
EFG features than the 4-mers employed by K-MerSVM.

Inspecting the top discriminating features reveals many
well known 4-mer motifs, such as AAAA, TTTT, AAAT,
and TATA, in agreement with the analysis of 4-mers in [7].
In addition to these 4-mer motifs, we observe many 5-mer
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Organism Method TP FP FN TN Sn Sp Corr. FPR FNR PPV NPV PL NL
Plant K-MerSVM 43 5 7 45 0.86 0.9 0.761 0.1 0.14 0.89 0.86 8.6 0.15
Plant EFG 49 2 1 48 0.98 0.96 0.94 0.04 0.02 0.96 0.98 24.5 0.02
Drosophila K-Mer SVM 48 4 2 46 0.96 0.92 0.881 0.08 0.04 0.92 0.95 12 0.04
Drosophila EFG 49 1 1 49 0.98 0.98 0.96 0.02 0.02 0.98 0.98 49 0.02
Homo Sapiens K-MerSVM 44 4 6 46 0.88 0.92 0.801 0.08 0.12 0.92 0.88 11 0.13
Homo Sapiens EFG 48 5 2 45 0.96 0.9 0.86 0.1 0.04 0.90 0.95 9.6 0.04

TABLE III
COMPARISON BETWEEN K-MERSVM AND EFG OVER TESTING DATA SETS.

Fig. 6. Left: F-scores of top 95 features obtained by EFG. Right: F-scores
of 128 4-mer features employed in [7].

compositional motifs, such as GAGCT, GATGA, GAAGG,
and TCATG that have not been observed by previous methods
but are predominant among our top-ranking features. Other
interesting features emerge, such as this correlational feature:

(AND(MatchesAtPosition(Motif-3 GCA) 26)
(MatchesAtPosition(Motif-2 AT) 28))

Such features encode interesting signals of the correlational
presence of two or more motifs in promoter sequences.

Since non-promoters were obtained from coding sequences,
many other interesting features are observed. For instance,

(Not(AND(Matches(Motif-3 TTC)
(Matches(Motif-3 CGA)))

were examples of discriminating features present in coding
sequences but not present in promoter sequences. The top
95 features contained additional complex disjunctive features,
such as:

(AND
(Not(MatchesAtPosition(Motif-3 GCG)103))
(OR (Matches (Motif-2 CC))

(OR (MatchesAtPosition
(Motif-3 GCA) @ 26)

(MatchesAtPosition
(Motif-6 GCGTTA) 204)))).

All these features are available to researchers interested in
analyzing them for their biological significance and role in

promoter architecture at:
http://cs.gmu.edu/∼ashehu/PromoterEFGFeatures 2011.zip.
The shared data additionally contain sample plant promoter
and non-promoter sequences, weka-formatted datasets using
these sequences, EFG features (the entire hall of fame and the
top 95 features yielded by the feature selection technique),
and K-MerSVM features. All F-scores are also provided for
both K-MerSVM and EFG features.

IV. CONCLUSION

We have described an evolutionary-based search method,
EFG, for exploring a large and complex feature space. Em-
ploying EFG for feature generation result in features that
significantly improve the problem of promoter prediction. The
detailed comparisons in section III show that the features ob-
tained by EFG confer higher classification accuracies, higher
sensitivities, and higher specificities. The F-score analysis
above shows that the features obtained by EFG are more
relevant than the 4-mers employed by K-merSVM.

Analysis of EFG features reveals the presence of known
promoter features and some important 4-mers also captured by
K-merSVM in [7]. In addition, EFG features include complex
conjunctive and disjunctive features. Such features may be
worth studying in greater detail for additional insight into a
specific arrangement of promoter features they may capture.

While the work in this paper focuses on evaluating EFG
features in the context of standard SVM classification, there
are additional opportunities for further improvements promoter
prediction. One particularly intriguing direction is to use
these same GP techniques to improve the kernels used by an
SVM classifier [47], [30]. Additionally, in the work presented
in this paper we employ a fitness function that maximizes
both precision and the ability to discriminate. Rather than
combining these two terms in one single fitness function,
alternative implementations could pursue optimizing each term
as part of a multi-objective fitness function.

ACKNOWLEDGMENT

The authors would like to thank Rezarta Islamaj Dogan for
help procuring the non-promoter plant training data set and
for providing insightful comments on this manuscript.

REFERENCES

[1] Consortium IHGS, “Finishing the euchromatic sequence of the human
genome,” Nature, vol. 431, no. 7011, pp. 931–945, 2004.

[2] J. W. Fickett and A. G. Hatzigeorgiou, “Eukaryotic promoter recogni-
tion,” Genome Res., vol. 7, no. 9, pp. 861–878, 1997.

283



[3] M. Sawadogo and A. Sentenac, “RNA polymerase B (II) and general
transcription factors,” Annu. Rev. Biochem., vol. 59, pp. 711–754, 1990.

[4] U. Ohler, S. Harbeck, H. Niemann, E. Noeth, and M. G. Reese,
“Interpolated Markov Chains for eukaryotic promoter recognition,”
Bioinformatics, vol. 15, no. 5, pp. 362–369, 1999.

[5] R. Gangal, “Human Pol II prediction: time series descriptors and
machine learning,” Nucl. Acids Res., vol. 33, no. 4, pp. 1332–1336,
2005.

[6] I. A. Shahmuradov, V. V. Solovyev, and A. J. Gammerman, “Plant
promoter prediction with confidence estimation,” Nucl. Acids Res.,
vol. 33, no. 3, pp. 1069–1076, 2005.

[7] F. Anwar, S. M. Baker, T. Jabid, M. M. Hasan, M. Shoyaib, H. Khan,
and R. Walshe, “Pol II promoter prediction using characteristic 4-mer
motifs: a machine learning approach,” BMC Bioinformatics, vol. 9, pp.
414–421, 2008.

[8] R. Riviere, D. Barth, C. J., and A. Denise, “Shuffling biological
sequences with motif constraints,” J. Discrete Algo., vol. 6, no. 2, pp.
192–204, 2007.

[9] M. G. Reese, N. L. Harris, and F. H. Eeckman, “Large scale se-
quencing specific neural networks for promoter and splice site recog-
nition,” in Biocomputing: Proc. of Pacif. Symp., L. Hunter and T. E.
Klein, Eds. Singapore: World Scientific Publishing Co., 1996,
http://www.fruitfly.org/seq tools/promoter.html.

[10] V. V. Solovyev and I. A. Shahmuradov, “PromH: Promoters identifica-
tion using orthologous genomic sequences,” Nucl. Acids Res., vol. 31,
no. 13, pp. 3540–3545, 2003.

[11] D. S. Prestridge, “Predicting Pol II promoter sequences using transcrip-
tion factor binding sites,” J. Mol. Biol., vol. 249, no. 5, pp. 923–932,
1995.

[12] V. B. Bajic, S. H. Seah, A. Chong, G. Zhang, J. L. Koh, and V. Brusic,
“Dragon promoter finder: recognition of vertebrate RNA polymerase II
promoters,” Bioinformatics, vol. 18, no. 1, pp. 198–199, 2002.

[13] S. Knudsen, “Promoter2.0: for the recognition of PoIII promoter se-
quences,” Bioinformatics, vol. 15, no. 5, pp. 356–361, 1999.

[14] J. R. Koza, “Evolution of a computer program for classifying protein
segments as transmembrane domains using genetic programming,” in
Proc Int Conf Intell Syst Mol Biol, vol. 2, 1994, pp. 244–252.

[15] L. I. Kuncheva and L. C. Jain, “Nearest neighbor classifier: simultaneous
editing and feature selection,” Pattern Recogn. Lett., vol. 20, no. 11-13,
pp. 1149–1156, 1999.

[16] M. L. Raymer, W. F. Punch, E. D. Goodman, L. A. Kuhn, and A. K.
Jain, “Dimensionality reduction using genetic algorithms,” IEEE Trans.
Evol. Comput., vol. 4, no. 2, pp. 164–171, 2000.

[17] I.-S. Oh, J.-S. Lee, and B.-R. Moon, “Hybrid genetic algorithms for
feature selection,” IEEE Trans. on Pattern Analysis and Mach. Learn.,
vol. 26, no. 11, pp. 1424–1437, 2004.

[18] R. A. Davis, A. J. Chariton, S. Oehlschlager, and J. C. Wilson, “Novel
feature selection method for genetic programming using metabolomic
1H NMR data,” Chemometrics and Intell. Laboratory Sys., vol. 81, no. 1,
pp. 50–59, 2005.

[19] R. Leardi, R. Boggia, and M. Terrile, “Genetic algorithms as a strategy
for feature selection,” J. Chemometrics, vol. 6, no. 5, pp. 267–281, 2005.

[20] J. Yu, J. Yu, A. A. Almal, S. M. Dhanasekaran, G. D., W. P. Worzel,
and A. M. Chinnaaiyan, “Feature selection and molecular classification
of cancer using genetic programming,” Neoplasia, vol. 9, no. 4, pp.
292–303, 2007.

[21] R. Ramirez and M. Puiggros, “A genetic programming approach to
feature selection and classification of instantaneous cognitive states,”
Lecture Notes in Computer Science: Applications of Evolutionary Com-
puting, vol. 4448, pp. 311–319, 2007.

[22] A. Kernytsky and B. Rost, “Using genetic algorithms to select most
predictive protein features,” Proteins: Struct. Funct. Bioinf., vol. 75,
no. 1, pp. 75–88, 2009.

[23] U. Kamath, K. A. De Jong, and A. Shehu, “Selecting predictive features
for recognition of hypersensitive sites of regulatory genomic sequences
with an evolutionary algorithm,” in GECCO: Gen. Evol. Comp. Conf.
New York, NY, USA: ACM, 2010, pp. 179–186.

[24] U. Kamath, A. Shehu, and K. A. De Jong, “Using evolutionary com-
putation to improve SVM classification,” in WCCI: IEEE World Conf.
Comp. Intel. IEEE Press, 2010, in press.

[25] S. F. Smith, “A learning system based on genetic adaptive algorithms,”
Ph.D. dissertation, University of Pittsburgh, 1980.

[26] N. L. Cramer, “A representation for the adaptive generation of simple
sequential programs,” in Intl. Conf. on Genet. Algo. and the Applications,
Pittsburgh, PA, 1985, pp. 183–187.

[27] J. R. Koza, On the Programming of Computers by Means of Natural
Selection. Boston, MA: MIT Press, 1992.

[28] J. R. Koza and D. Andre, Classifying protein segments as transmembrane
domains using architecture-altering operations in genetic programming.
Cambridge, MA, USA: MIT Press, 1996, pp. 155–176.

[29] V. Venkatraman, A. R. Dalby, and Z. R. Yang, “Evaluation of mutual
information and genetic programming for feature selection in QSAR,”
J. Chem. Inf. Comput. Sci., vol. 44, no. 5, pp. 1686–1692, 2004.

[30] U. Kamath, A. Shehu, and K. De Jong, “A two-stage evolutionary
approach for effective classification of hypersensitive DNA sequence,”
J. Bioinf. & Comp. Biol., 2011, in press.

[31] J.-H. Hong and S.-B. Cho, “Lymphoma cancer classification using
genetic programming,” in Seventh European Conf. (EuroGP), 2004, pp.
78–88.

[32] L. Yu and H. Liu, “Feature selection for high-dimensional data: A fast
correlation-based filter solution,” in Intl. Conf. on Mach. Learn. AAAI
Press, 2003, pp. 856–863.

[33] S. Luke, G. C. Balan, and L. Panait, “Population implosion in genetic
programming,” in Genetic and Evolutionary Computation Conference,
2003.

[34] R. Kohavi and G. H. John, “Wrappers for feature subset selection,”
Artificial Intelligence, vol. 97, no. 1-2, pp. 273–324, 1997.

[35] C. D. Dosin and R. K. Belew, “New methods of competitive coevolu-
tion,” Evol. Comput., vol. 5, no. 1, pp. 1–29, 1997.

[36] J. Quinlan, C4.5: Programs for machine learning. San Francisco, CA:
Morgan Kauffman, 1993.

[37] V. N. Vapnik, The nature of statistical learning theory. New York, NY:
Springer, 1995.

[38] ——, Statistical learning theory. New York, NY: Wiley & Sons, 1998.
[39] S. Luke, L. Panait, G. Balan, S. Paus, Z. Skolicki, E. Popovici,

K. Sullivan, J. Harrison, J. Bassett, R. Hubley, A. Chircop, J. Compton,
W. Haddon, S. Donnelly, B. Jamil, and J. O’Beirne, “ECJ: A java-
based evolutionary computation research,” 2010. [Online]. Available:
http://cs.gmu.edu/ eclab/projects/ecj/

[40] Waikato Machine Learning Group, “Weka,” 2010. [Online]. Available:
http://weka.org

[41] R. C. Holland, T. A. Down, M. Pocock, A. Prlic, D. Huen, K. James,
S. Foisy, A. Draeger, A. Yates, M. Heuer, and M. J. Schreiber, “BioJava:
an open-source framework for bioinformatics,” Bioinformatics, vol. 24,
no. 18, pp. 2096–2097, 2008.

[42] R.-E. Fan, P.-H. Chen, and C.-J. Lin, “Working set selection using
the second order information for training SVM,” J. Mach. Learn. Res.,
vol. 6, no. 1532-4435, pp. 1889–1918, 2005.

[43] C. Staelin, “Parameter selection for support vector machines,” 2002.
[44] I. A. Shahmuradov, A. J. Gammerman, J. M. Hancock, P. M. Bram-

ley, and V. V. Solovyev, “Plantprom: a database of plant promoter
sequences,” Nucl. Acids Res., vol. 31, no. 1, pp. 114–117, 2003.

[45] C. D. Schmid, R. Perier, V. Praz, and P. Bucher, “EPD in its twentieth
year: towards complete promoter coverage of selected model organisms,”
Nucl. Acids Res., vol. 34, no. Database issue, pp. D82–D85, 2006.

[46] Y.-W. Chen and C.-J. Lin, “Combining SVMs with various feature
selection strategies,” in Feature Extraction, ser. Studies in Fuzziness
and Soft Computing, I. Guyon, M. Nikravesh, S. Gunn, and L. Zadeh,
Eds. Springer Berlin / Heidelberg, 2006, vol. 207, pp. 315–324.

[47] U. Kamath, K. De Jong, and A. Shehu, “Feature and kernel evolution for
recognition of hypersensitive sites in DNA sequences,” in Intl. Conf. on
Bio-Inspired Models of Network, Information, and Computing Systems.
Boston, MA: ICST, in press.

284


