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ABSTRACT
Ab-initio structure prediction refers to the problem of us-
ing only knowledge of the sequence of amino acids in a
protein molecule to find spatial arrangements, or conforma-
tions, of the amino-acid chain capturing the protein in its
biologically-active or native state. This problem is a cen-
tral challenge in computational biology. It can be posed as
an optimization problem, but current top ab-initio proto-
cols employ Monte Carlo sampling rather than evolution-
ary algorithms (EAs) for conformational search. This paper
presents a hybrid EA that incorporates successful strategies
used in state-of-the-art ab-initio protocols. Comparison to a
top Monte-Carlo-based sampling method shows that the do-
main=specific enhancements make the proposed hydrid EA
competitive. A detailed analysis on the role of crossover op-
erators and a novel implementation of homologous 1-point
crossover shows that the use of crossover with mutation is
more effective than mutation alone in navigating the protein
energy surface.

Categories and Subject Descriptors
J.3 [Computer Applications]: Life and Medical Sciences;
I.6.3 [Computing Methodologies]: Simulation and Mod-
eling—Applications

General Terms
Algorithms

Keywords
evolutionary algorithms; conformational search; local min-
ima; molecular fragment replacement; protein native state.
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1. INTRODUCTION
Knowledge of the three-dimensional biologically-active or

native structure of a protein is central due to the promise
that structure holds in revealing important information on
protein function in the living and diseased cell. The na-
tive structure illustrated for a protein molecule in Fig. 1a
corresponds to a particular spatial arrangement, or confor-
mation, of the chain of amino-acids that make up a protein
molecule. As Fig. 1b shows by zooming on three amino acids
of this protein, amino acids are the building blocks of a pro-
tein molecule, and they link in a serial fashion to form the
protein chain. Structure prediction refers to the problem of
finding conformations of the native state. On many proteins,
this state is unique, and the term native structure refers to
an average over the native conformations.

When no sequence-homologous proteins of known native
structures are available to construct a template structure for
the protein sequence of interest, ab-initio protocols provide
the only route to structure prediction [25]. These protocols
use of an energy function for evaluating conformations and
an algorithm capable of searching through conformations.
The energy function biases the search towards low-energy
conformations of the given sequence, based on the thermo-
dynamic hypothesis that places native conformations at the
global minimum of the protein energy surface [2, 32]. Yet, in-
accuracies in energy functions, inadequate exploration of the
conformational space, or a combination of the two are main
reasons why ab-initio structure prediction remains challeng-
ing [25], particularly for protein chains more than 70 amino-
acids long and/or certain native topologies [21, 33, 37].

One of the challenges is that the protein conformational
space is vast and high-dimensional. All-atom representa-
tions of conformations offer greatest structural detail, but
the ensuing conformational space would have 3N dimensions
for a chain of N atoms and would be infeasible for search.
Reduced representations improve feasibility but can be lim-
iting. For instance, representations that limit atoms to a lat-
tice cannot capture important structural detail and are not
used by ab-initio protocols [6, 8, 17, 5, 36, 37, 27, 39]. Cur-
rently, lattice representations are only employed in studies
assessing the use of Evolutionary Algorithms (EAs) for con-
formational search [11, 23, 12, 19]. Current ab-initio proto-
cols employ reduced off-lattice representations also known as
coarse-grained representations. These model mainly back-
bone atoms and a designated atom or pseudo-atom to track
the location of each side chain. Spatial information for the



modeled atoms is obtained through an application of for-
ward kinematics on an internal angular representation that
consists of the backbone φ, ψ, and ω dihedral angles for each
amino acid [6] (see Fig. 1b for an illustration).

In this paper we present a hybrid EA that incorporates
successful strategies used in state-of-the-art ab-initio proto-
cols. The main premise for the work presented in this pa-
per is that EAs that incorporate such ab-inito features hold
great promise for their ability to improve the state-of-the-art
in ab-initio structure prediction.

Our EA incorporates the coarse-grained representation
used in the well-known Rosetta ab-initio package and the
Rosetta energy function accompanying this representation [24].
This representation, consisting of only the φ, ψ, and ω an-
gles, is adopted by many protocols routinely performing at
the top of the CASP competition for ab-initio structure pre-
diction [39, 24]. The Rosetta energy function is also consid-
ered among the most reliable coarse-grained functions for ab-
initio structure prediction [36]. Our hybrid EA also uses the
molecular fragment replacement technique which has been a
major advance in ab-initio structure prediction [6]. The idea
is to obtain a new conformation by replacing the configura-
tion of an entire fragment of the chain in an old conformation
with a configuration sampled from a pre-calculated fragment
configuration library. To the best of our knowledge, no cur-
rent EA makes use of coarse-grained representations and
molecular fragment replacement.

We analyze in detail the role of reproductive operators,
such as mutation and crossover in isolation and combination
in sampling low-energy regions. The analysis, conducted
over diverse proteins even longer than 70 amino acids, shows
that the combination of crossover with mutation enhances
sampling over mutation alone. An important final contribu-
tion of this paper is the proposal of a new implementation of
homologous crossover. Our analysis reveals that homologous
crossover allows our hybrid EA to more efficiently sample
lower-energy regions than 1-point and 2-point crossover.

The rest of this paper is organized as follows. After a
summary of related work in section 1.1, we proceed with
a description of our hybrid EA in section 2. Analysis and
results are presented in section 3, followed by a discussion
in section 4.

1.1 Related Work
State-of-the-art ab-initio protocols split structure predic-

tion in two stages. Typically, a search procedure that launches
many independent Metropolis Monte Carlo (MMC) trajec-
tories is used in the first stage is to obtain a broad view
of low-energy regions [39, 6, 17]. A broad view is essential
when employing a coarse-grained representation and energy
function. In particular, the energy function may define an
underlying energy surface that is rich in false local minima
and may not place native conformations at the lowest-energy
basin. These inaccuracies necessitate that the first stage not
be as discriminating and retain more than just the lowest-
energy conformations. The first stage terminates with end-
points of MMC trajectories collected in an ensemble of con-
formations known as decoys. The second stage, known as
selection, uses information on number of neighbors rather
than energies through clustering to decide which subset of
decoys are relevant for the native state. The operating as-
sumption is that a coarse-grained energy function may pre-
serve the breadth rather than the depth of the native basin.

The subset of interest is then further optimized at all-atom
structural detail with a more accurate and expensive all-
atom energy function. Final energy rankings are used to
make predictions on which resulting conformation is most
likely to represent the sought native structure.

Great attention is paid to enhancing exploration capabil-
ity in the first stage [8, 17, 5, 36, 35, 37]. While many search
algorithms build on the basic procedure of launching many
MMC trajectories by enhancing sampling of the conforma-
tional space through temperature schedules, conformation
exchanges, deformations of the energy surface, multiscaling,
and other techniques [8, 17, 5, 36, 37], other search algo-
rithms explicitly enforce structural diversity among sampled
conformations during exploration [35, 31].

While EAs should, in principle, provide high sampling ca-
pability, they are not adopted in the first stage in ab-initio
protocols. Reasons include not making use of coarse-grained
representations and molecular fragment replacement. To
date, EAs struggle to report conformations closer than 6Å to
the experimentally-determined native structure (see section 2
for details on the distance measure) on all but very short
protein chains of up to 25 amino acids [38, 9, 10, 3, 20, 18].

Other key limitations in current EAs are ineffective mu-
tation and crossover operators. Even if one considers avoid-
ance of self collisions as the only energetic constraint on
a protein conformation, the likelihood that a conformation
sampled at random will be invalid due to self collisions in-
creases dramatically. Moreover, since low-energy conforma-
tions corresponding to the native state tend to be highly
compact, even a small mutation to them can cause dramatic
structural changes and energy increases. In this context,
even mutations that essentially modify individual backbone
angles can be highly ineffective. One of the key results in
this paper is that the employment of molecular fragment
replacement as a mutation operator is highly effective.

Similarly, when employing crossover on backbone dihedral
angles from two compact conformations, the chance of colli-
sions is even higher, especially around the crossover point(s).
As a consequence, most current EAs for off-lattice ab-initio
structure prediction do not employ crossover, leaving opened
the question of how a powerful probabilistic sampling tech-
nique like crossover can best be leveraged for proteins [13,
14, 26]. The work we present in this paper provides a first
step in addressing this question, namely, the design and eval-
uation of a homologous crossover operator that retains good
structural segments of the two conformations being joined.

The EA presented in this paper is also a “memetic” EA
in that it combines both global and local search to improve
exploration capability. The employment of local search is in-
spired by related studies on EAs for conformational search
that show that the added optimization of sampled confor-
mations improves te quality of conformations and leads to
lower-energy regions during search [1, 20, 38].

2. METHODS
The hybrid EA we describe in this paper to enhance sam-

pling of low-energy regions in the protein conformational
space for the purpose of ab-initio structure prediction makes
use of the Rosetta coarse-grained representation and the
Rosetta coarse-grained energy function summarized in sec-
tions 2.1 and 2.2. Details of the hybrid EA are provided in
section 2.3. The local search that makes use of the molecular
fragment replacement technique is described in section 2.5,
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Figure 1: (a) The native structure under id 1dtdB in the Protein Data Bank (PDB) [4] of deposited native
structures is shown using the New Cartoon graphical representation (rendered by VMD [22]). (b) A short
portion (amino acid positions 11−13) of this structure is shown in greater detail. The backbone atoms of
these amino acids are drawn in dark blue, and the corresponding side-chain atoms are in light grey. The
backbone dihedral angles are annotated for these three amino acids, and their values in the native structure
are shown below in degrees. An angular coarse-grained representation would store only these angles for each
conformation of the amino-acid chain. Forward kinematics would be used to obtain the cartesian coordinates.

whereas the different crossover operators we have evaluated
in the context of our hybrid EA are detailed in section 2.6.

2.1 Coarse-grained Representation
A conformation is represented in this work as a vector of

3n angles for a chain of n amino acids. These are the φ, ψ,
and ω dihedral angles (defined on the second of three con-
secutive bonds in the chain) illustrated in Fig. 1b. This rep-
resentation idealizes protein geometry, assuming the main
source of variation in native conformations is due to dihe-
dral angles rather than bond lengths and angles (defined be-
tween two consecutive bonds). This assumption is valid, as
statistical analysis over known native structures has shown
bond lengths and bond angles adopt characteristic values
depending only on the types of atoms involved. Given pre-
computed bond length and angles [7], dihedral angles can
then yield cartesian coordinates for modeled atoms through
application of forward kinematics [40].

As in the Rosetta ab-initio protocol, the atoms explicitly
modeled are backbone atoms of an amino acid (shown in
dark blue in Fig. 1b) and a centroid pseudo-atom for the
amino-acid’s side chain. Centroids are given steric-free ini-
tial locations in an extended conformation, and application
of forward kinematics rigidly moves these centroids in carte-
sian space as the backbone deforms. It is useful to note that
the employment of backbone dihedral angles for the internal
representation is suitable for the ensuing molecular fragment
replacement technique described in section 2.4.

2.2 Potential Energy Fitness Function
The fitness of a conformation is computed here through

the Rosetta coarse-grained energy function estimating the

conformation’s potential energy (lower energy means higher
fitness). The function operates over cartesian coordinates,
which are calculated through forward kinematics over the
internal representation of a conformation as described above.
The Rosetta energy function we use here corresponds to the
score3 setting in the Rosetta ab-initio protocol, which is the
full coarse-grained energy function.

The full Rosetta coarse-grained energy function is a lin-
ear combination of terms measuring repulsion, amino-acid
propensities, residue environment, residue pair interactions,
interactions between secondary structure elements, density,
and compactness (see Ref. [34] for more details). It is worth
pointing out that even a coarse-grained energy function is
computationally expensive, as the steric repulsion term, for
instance, measures distances of atom pairs. Moreover, even
though the Rosetta energy function is considered state of
the art, the energy surface it defines is full of local minima.
Some potential artifacts are due to the estimation of weights
scaling the contribution of each energy term during the de-
sign of this function. Structural changes to a conformation
may lower the value of one term while increasing that of
another. The result is a multimodal energy surface.

2.3 Our Hybrid EA
A schematic of the hybrid EA evaluated in this paper is

shown in Fig. 2. An initial population, P0, is constructed
as p copies of an extended conformation subjected to n ran-
dom mutations, where n is the length of the target protein
system (the mutation employs molecular fragment replace-
ment, detailed below). The population Pi in each subse-
quent generation i is obtained as follows. All conformations
of the previous population Pi−1 are first duplicated, then



subjected to crossover, mutation, and finally projected to a
nearby local minimum through a local search. Three dif-
ferent crossover implementations are considered: 1-point, 2-
point, and homologous 1-point crossover. The result of this
process is p child conformations that are added to popula-
tion Pi. The k% conformations with highest fitness in Pi−1

are also added to Pi in order to maintain low-energy con-
formations captured in previous generations. The resulting
population is reduced down to the same constant size of p
individuals through truncation selection. All experiments in
this paper employ p = 100 and an elitism rate of k = 25%
based on fitness. These values are as in related work on EAs.

Crossover

Mutation

Local Search

Evaluate

Elitist-based 
Truncation 
Selection

Random Initial 
Population

Figure 2: Flowchart of our hybrid EA. In each gen-
eration, the chosen crossover operator is followed by
a mutation operator and a local search to optimize
a conformation to a nearby local minimum. The
new population of local minima competes with elite
members of the parent population through trunca-
tion selection.

2.4 Implementing Mutation through Molecu-
lar Fragment Replacement

Our implementation of the mutation operator makes use
of the molecular fragment replacement technique. The main
motivation for using this technique is that the use of bond
angles found in nature significantly improves sampling of
near-native conformations over rotating angles by values
sampled uniformly at random [6]. More importantly, the
process of generating physically-realistic conformations is
made much simpler when sampling values for a sequence of
consecutive backbone dihedral angles simultaneously rather
than sampling for one angle at a time. For these reasons,
fragment replacement is now common practice in ab-initio
structure prediction [39, 6, 8, 17].

Fragment length and construction of fragment configura-
tion libraries is the subject of much ongoing research [21].
Here we use molecular fragments of length l = 3 and the lat-
est fragment configuration libraries employed by the Rosetta
ab-initio protocol [24]. A fragment configuration library
for fragments of length l consists of 3l backbone dihedral

angles extracted for each sequence of l consecutive amino
acids found in proteins with known native structures. In
the Rosetta libraries, clustering is used to store no more
than 200 configurations for each possible fragment. Given a
fragment configuration library, a mutation is performed on
a conformation C as follows. First, an amino-acid position i
is sampled uniformly at random over positions [1, n− l+ 1],
where n is the total number of amino acids in the chain.
The amino-acid sequence of the fragment from position i
to i + l − 1 is used to find configurations available for that
fragment in the fragment configuration library. A configu-
ration is selected uniformly at random from those available.
The selected configuration replaces the 3l backbone dihe-
dral angles in the selected fragment in C, yielding a new
conformation Cnew.

2.5 Local Search Operator
The local search operator maps a conformation to a nearby

local minimum in the protein energy surface. The local
search operator accomplishes the goal of explicitly sampling
local minima conformations while ensuring that these are in
feasible regions of the search space. Our implementation is
a greedy local search with molecular fragment replacement
found to be effective in our previous studies on the basin
hopping framework [28, 30, 29]. Essentially, the local search
is implemented as a 1+1 EA with truncation selection us-
ing the same mutation operator described in section 2.4.
Each local search continues until m consecutive fragment
replacements fail to improve the fitness of a conformation.
The local search encapsulates the precise definition of a lo-
cal minimum with the value of m determining the depth at
which each local minimum is probed. Analysis in previous
work suggests setting m to the number of amino acids in the
target protein sequence [29].

2.6 Crossover Operators
This work investigates the effectiveness of different crossover

operators, comparing standard 1-point and 2-point crossover
operators to a homologous 1-point crossover operator.

For each parent in the population, a second parent is
selected uniformly at random for crossover, and each pair
of parents produce a single offspring. In 1-point and 2-
point crossover, the crossover points are selected uniformly
at random over amino acid positions in the target protein
sequence. In homologous 1-point crossover, the crossover
point is selected uniformly at random over the set of amino
acids for which both parents share the same φ and ψ di-
hedral bond angles. This effectively creates a bias towards
selecting a crossover point based on the number of consec-
utive amino acids with matching φ and ψ angles. In the
case that there are no matching pairs of φ and ψ angles, a
standard 1-point crossover is performed instead.

To provide baseline comparisons, two additional experi-
ments have been included: one with just the fragment mu-
tation operator (i.e., no crossover), and a second experiment
using only a random replacement operator that performs n
fragment mutations (n is the number of amino acids), effec-
tively restarting at a conformation randomly sampled from
the fragment configuration library.

3. RESULTS
Systems of study and performance measurements:

Performance is evaluated on 10 proteins with known native



structures. These proteins range in length from 61 to 123
amino acids and represent a diverse set of α, β, and α/β
native fold topologies, as listed in columns 2−4 in Table 1.
On many of these systems, comparative results are available
from other conformational search procedures consisting of
multiple MMC trajectories.

Experimental setup: The parameters for each experi-
ment are a particular crossover operator (1-point crossover,
2-point crossover, homologous 1-point crossover, random re-
placement, or mutation only) and a target protein system.
Each experiment is an execution of our EA with the selected
parameters for a fixed budget of 10, 000, 000 energy function
evaluations. Each run is repeated 30 times, with means and
best runs reported. In practice, 10, 000, 000 energy evalua-
tions takes 7−24 hours of CPU time on a 2.4Ghz Core i7
processor, depending on protein length.

Because of the variable number of evaluations of the local
search operator, the number of generations is not the same
across experiments. Each experiment is run until the gen-
eration for which the number of energy evaluations exceeds
10, 000, 000. As a result, the actual number of energy eval-
uations can also vary slightly between runs; however, this
does not significantly affect results, since differences do not
exceed 0.5% of total run time, and results are averaged over
30 independent runs.

Types of analyses and performance measurements:
Section 3.1 compares reproductive operators on the lowest
energy values reached in order to determine which operator
results has higher sampling capability. Section 3.2 provides
further details into how the fitness improvement of each op-
erator relates to the sampling of low-energy conformations.

Finally, because one of the objectives of this work is to
provide the first steps in making EAs competitive and thus
useful in the context of ab-initio structure prediction, sec-
tion 3.3 analyzes the lowest RMSD reached to the known
native structure of a protein. RMSD stands for root-mean-
squared-deviation and is a common measurement of dissim-
ilarity between two conformations. RMSD scales Euclidean
distance between corresponding atoms in two conformations
by the number of atoms. Here we report RMSD after an op-
timal superposition is found of the two conformations under
comparison that minimizes distances due to rigid-body mo-
tions. Additionally, in keeping with how results are reported
by other search procedures, we calculate RMSD only over Cα
atoms. This final analysis provides insight into the ability
of different reproductive operators to approach the native
structure and how that compares with established MMC-
based search procedures for ab-initio structure prediction.

3.1 Navigating the Protein Energy Surface
Table 1 shows the lowest energy across all the conforma-

tions sampled during each experiment. The value shown
is the mean over 30 runs, with the minimum of 30 shown
in parentheses. Values shown for the random replacement
operator in column 5 provide a baseline of comparison. Col-
umn 6 shows values reached by the mutation-only EA with
no crossover. Columns 7−9 show values for the 1-point, 2-
point, and homologous 1-point crossover, respectively (recall
that mutation and local search follow after each crossover
operator). Examination of these values shows that in nearly
every instance, the addition of crossover results, on aver-
age, in lower energies. In only the single case of 2ezk does
employment of mutation alone yield a slightly lower energy

than 2-point crossover. These results make the case that
use of a crossover operator allows our hybrid EA to more
effectively navigate the protein energy surface and access
lower-energy conformations.

A downside to employing crossover over mutation alone
is that the larger moves in dihedral angle space tend to re-
quire a longer local search to return to a local minimum. As
a result, our hybrid EA with mutation only is able to sam-
ple significantly more conformations for the same number
of energy evaluations (data not shown here). While 1-point
and 2-point crossover allow sampling on average 11% and
21% fewer conformations than mutation-only, respectively,
homologous 1-point crossover averages only a 7% reduction
and never more than 11% across all proteins. This sug-
gests that homologous crossover is less “disruptive” to local
structure than other crossover operators and thus increases
sampling diversity without as much of an increase in the
time required to map a conformation to a local minimum.

The effect of this “disruption” is particularly evident be-
tween the 1-point and 2-point crossover methods. As in-
dicated in Table 1, improvements in energy over mutation
alone are found to be statistically significant with 95% con-
fidence by the Mann-Whitney U test for 6 of the proteins
when employing 1-point and homologous 1-point crossover.
However, statistical significance is only achieved for 4 pro-
teins using 2-point crossover. This suggests that the in-
creased disruption found in 2-point crossover makes it less
suitable for use in protein structure prediction.

3.2 Fitness Improvement
Fig. 3 shows the mean fitness improvement (x-axis) versus

the lowest energy (y-axis) reached for each experiment on all
proteins. Fitness improvement is defined as the difference
between parent energy and child energy (energy is averaged
over the two parents in crossover). Fig. 3 shows a strong lin-
ear correlation, particularly at lower energies reached. This
suggests that a more explorative reproductive operator, such
as crossover, which is likely to have lower fitness improve-
ment, will ultimately reach lower energy levels than a more
exploitative operator, such as mutation.

3.3 Sampling Near-native Conformations
Section 3.3.1 evaluates the effectiveness of the crossover

operators in terms of the lowest RMSD they reach to each
of the known native structures. These RMSDs are then
compared with published RMSDs by a study on a state-
of-the-art MMC-based search procedure in section 3.3.2.

3.3.1 Effectiveness of Crossover
Table 2 shows the lowest Cα-RMSD to the known native

structure over all conformations sampled during each exper-
iment. The value given is the best result over all 30 runs.
Examination of columns 6−9 in Table 2 shows no consistent
improvement in Cα-RMSD between crossover methods and
mutation alone; a difference of less than 0.5Å Cα-RMSD is
not considered structurally significant. This suggests that
while crossover is able to reach lower energy regions of the
conformational space, inaccuracies in the Rosetta energy
function prevent it from fully capitalizing on this success
with respect to getting closer to the known native structure.

Column 11 in Table 2 quantifies energy function inaccu-
racies for each protein in terms of the Pearson correlation
coefficient between the energy of each conformation and its



Table 1: Columns 2−4 show PDB Id of the native structure, number of amino acids, and native fold topology
for each target protein, respectively. The remaining columns show the lowest energy sampled during each
experiment, averaged over 30 runs. The minimum lowest energy over all runs is shown in parentheses. Results
for which the mean difference between crossover and mutation only are statistically significant are given in
bold (≥ 95% confidence according to the Mann-Whitney U test).

Native Lowest Energy Value Sampled

Fold Random Mutation Crossover and Mutation

PDB Id Size Topology Replacement Only 1-point 2-point Homologous

1 1dtdB 61 α/β 43.2(36.2) -11.3(-38.8) -19.1(-38.8) -14.3(-37.7) -12.7(-34.3)

2 1isuA 62 α/β 35.9(28.3) 1.1(-13.4) -0.4(-13.4) -1.5(-19.2) -2.9(-15.3)

3 1c8cA 64 α/β 14.3(2.2) -40.1(-67.0) -45.6(-66.5) -45.6(-64.2) -45.9(-68.3)

4 1sap 66 α/β 5.6(-5.2) -53.7(-76.5) -58.6(-86.2) -58.2(-83.2) -57.8(-78.7)

5 1hz6A 67 α/β 21.3(-5.8) -56.9(-81.3) -63.0(-99.8) -64.3(-84.8) -64.7(-89.0)

6 1wapA 68 β 25.8(11.2) -51.0(-93.3) -60.8(-86.3) -55.9(-74.0) -59.7(-81.5)

7 1ail 70 α 30.7(26.0) -6.2(-23.3) -12.6(-25.8) -13.6(-22.7) -13.3(-27.3)

8 1aoy 78 α/β 19.3(5.8) -28.6(-51.3) -37.4(-52.5) -36.4(-48.8) -41.7(-56.9)

9 2ezk 93 α 22.8(16.9) -18.7(-29.1) -21.2(-33.8) -18.4(-31.3) -20.8(-31.6)

10 2h5nD 123 α 45.2(31.4) -20.5(-40.1) -30.4(-48.9) -23.1(-39.7) -29.5(-53.0)
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Figure 3: The mean fitness improvement between
parents and children is given for each experiment
versus the average lowest energy reached. A strong
linear correlation is noted, suggesting a more ex-
plorative variation operator with lower mean fitness
improvement will allow an EA to maintain breadth
in search and access lower energies.

Cα-RMSD across all experiments for a given protein. In
only a single protein (1hz6A) is this correlation above 52%,
indicating the difficulty inherent in protein structure predic-
tion as an optimization problem. On 1isuA, 1ail, and 2ezk
where the correlation is bellow 40%, the random replacement
method is actually competitive with crossover and mutation
only. The fact that random replacement is able to find low
RMSD structures for 1ail and 2ezk underscores the advan-
tage of employing molecular fragment replacement.

3.3.2 Comparison to Published Results
Column 10 in Table 2 shows the lowest Cα-RMSD achieved

by the ItFix algorithm as reported in [16]. ItFix is represen-
tative of search algorithms that consist of many independently-
run MMC trajectories. Comparison of columns 9 and 10
shows that our hybrid EA with homologous 1-point crossover
achieves a Cα-RMSD at least 0.5Å lower than ItFix for all
9 proteins where ItFix results are available. Since ItFix is
not an EA and employs different algorithmic components,
it is difficult to draw a further comparison to our EA. How-
ever, the results suggest that our hybrid EA is at least as
effective as ItFix and can be an effective search procedure
for ab-initio structure prediction protocols. It is also worth
noting that homologous 1-point crossover is the only version
of our hybrid EA which consistently finds Cα-RMSD values
at least 0.5Å lower than the MMC-based method.

4. CONCLUSION
This work makes the case that EAs can offer effective and

powerful search procedures for the coarse-grained stage in
ab-initio structure prediction. In order to make EAs com-
petitive with the MMC-based procedures typically employed
in state-of-the-art ab-initio protocols, a coarse-grained rep-
resentation (and the energy function that goes with it) and
molecular fragment replacement are incorporated in the pro-
posed EA. The employed representation and energy function
are those used in the well-known Rosetta ab-initio protocol.

The proposed hybrid EA also employs local search to map
each child conformation to a nearby local minimum. Differ-
ent reproductive operators are evaluated according to vari-
ous performance measurements. Analysis of sampled ener-
gies reveals that the use of crossover results in a higher explo-
ration capability over mutation alone. Furthermore, results
suggest that there is an advantage to 1-point crossover over
2-point crossover due to the more locally disruptive nature
of 2-point crossover.

An interesting result in this paper is that, while crossover
enhances sampling capability, accessing lower-energy regions
does not necessarily translate to better proximity to the na-
tive structure. This result confirms other recent findings



Table 2: The lowest Cα-RMSDs to the known native structure over conformations sampled during each
experiment are given. Columns 5−9 report results for experiments performed in this work, while Column
10 shows the lowest Cα-RMSD reported for each protein by the ItFix algorithm [16]. Column 11 shows the
Pearson correlation coefficient between energies of sampled conformations and their Cα-RMSD across all
experiments.

Native Lowest Cα-RMSD Conformation Found (Å) Energy

Fold Random Mutation Crossover and Mutation ItFix to RMSD

PDB Id Size Topology Replacement Only 1 point 2 point homologous [16] Correlation

1 1dtdB 61 α/β 5.9 5.3 4.2 4.8 4.8 5.7 0.49

2 1isuA 62 α/β 6.1 5.9 6.3 5.7 5.9 6.5 0.31

3 1c8cA 64 α/β 5.9 2.5 3.5 4.5 3.2 3.7 0.52

4 1sap 66 α/β 5.5 3.5 2.4 2.7 3.6 4.6 0.48

5 1hz6A 67 α/β 4.0 1.9 1.8 2.3 1.9 3.8 0.68

6 1wapA 68 β 7.1 6.2 6.1 5.6 6.5 8.0 0.42

7 1ail 70 α 4.1 3.9 3.5 4.2 3.7 5.4 0.06

8 1aoy 78 α/β 5.4 3.6 4.0 3.7 3.2 5.7 0.50

9 2ezk 93 α 3.8 3.5 3.1 3.0 3.0 5.5 0.25

10 2h5nD 123 α 7.5 6.2 7.4 6.7 6.6 NA 0.48

that even enhanced sampling search procedures have to op-
erate within the limitations of coarse-grained energy func-
tions [30, 36, 15, 5, 35]. Our detailed analysis shows that
even the Rosetta energy function can associate very low en-
ergies with non-native conformations, as confirmed by other
studies [36, 15, 5].

Comparison with other MMC-based search procedures shows
that the proposed hybrid EA is just as effective. We believe
that further work, particularly on enhancing structural di-
versity, may open the way towards EAs becoming the search
procedure of choice in ab-initio protocols. With their en-
hanced sampling capability, EAs can also aid researchers in
improving energy functions on non-native low-energy con-
formations revealed by the EA.
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