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Due to rapid sequencing of 
genomes, there are millions 
of deposited protein 
sequences with no known 
function. Fast 
sequence-based 
comparisons allow 
detecting close homologs 
for a protein of interest to 
transfer functional 
information from the 
homologs to the given 
protein. Sequence-based 
comparison cannot detect 
remote homologs, in which 
evolution has adjusted the 
sequence while preserving 
structure. Structure-based 
comparisons can detect 
remote homologs but are 
too expensive to apply at a 
large scale over structural 
databases of proteins. 
Fragment-based structural 
representations allow fast 
detection of remote 
homologs with reasonable 
accuracy and can also be 
used to obtain 
linearly-reducable maps of 
protein structure space.
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Represent a protein 
structure as a 
vector whose en-
tries record the 
number of times 

“Fragbag”

each of the fragments in the compiled library of frag-
ments approximates a segment in the given protein 
backbone [1].

Latent Dirichlet Allocation [8] Dimension Reduction
Principal Component Analysis, PCA, is a linear 
dimensionality reduction technique which !nds an 
orthogonal transformation of points given in some 
original high-dimensional space such that the new 
axes maximize variance in the projected data:  

Topic Space is Low-Dimensional

Topics Have Semantic Meaning in Protein Structure Space

Reduced Dimensions Capture
Structural Similarity

Fig 1: (a) shows projection of all domains on the top two 
PCs. Di#erent colors are used to separate classes in the top 
level and (b) superfamily level of the SCOP hierarchy.
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This work has shown that novel categoriza-
tions can be obtained with tools currently pop-
ular in text mining. Speci!cally, topics ob-
tained through LDA are shown to capture both 
structural similarity and yield low-dimensional 
maps of protein structure space preserving 
groupings by structure and function. More-
over, taken together, the results suggest that 
topic representations can be used to correct 
classi!cations in structural databases. The work 
presented in this paper opens exciting new 
venues in extracting and organizing informa-
tion about protein structures and protein 
structure space through text mining tools.

Conclusion

Topics Capture Structural Similarity
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TABLE I: Avg. AUCs over fragbag and topic representations

Fig. 3: Heatmaps highlight “signature” topics per class in (a) level one and (b) superfamily 
level of SCOP hierarchy. Blue- to-red color scheme tracks low-to-high representation.

Fig. 2: Symmetric KL distance between 
each topic and baseline fragment 
distribution over entire corpora is 
shown.
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