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1.1 INTRODUCTION

In this chapter, we explore means for predicting protein residues that interact with
small molecules. We will motivate the problem by describing potential uses for such
information and proceed to discuss methods advanced for prediction. We describe
our sequence-based approach and contrast it with another current method which relies
on predicted protein structure to help identify ligand-binding residues. In the last part
of the chapter, we employ sequence-based predictions in a homology modeling task
which shows that the predictions are presently accurate enough to improve down-
stream performance.

1.1.1 Background on Ligand-binding

Recent advances in high-throughput sequencing technologies have continued to in-
crease the gap between the number of proteins whose function is well-characterized
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and the proteins for which there is no experimental functional data. As a result, life
sciences researchers are becoming increasingly more dependent on computational
methods to infer the function of proteins. To address this challenge, a number of
novel and sophisticated methods have been developed within the field of computa-
tional biology which are designed to predict different aspects of a protein’s function.

Our focus is on methods that predict, from a protein’s primary sequence, the
ligand-binding residues that bind to small molecules. Small molecules interact with
proteins in regions that are accessible and that provide energetically favorable con-
tacts. Geometrically, these binding sites are generally deep, concave shaped regions
on the protein surface, referred to alternately as clefts or pockets.

Identifying ligand-binding residues reliably aids the overall understanding of the
role and function of a protein by using them to subsequently predict the types of ligands
to which they bind and, in the case of enzymes, the types of reactions that are catalyzed.
Moreover, knowledge of the residues involved in protein-ligand interactions has broad
applications in drug discovery and chemical genetics, as it may be used to better
virtually screen large chemical compound libraries [7] and to aid the process of lead
optimization [6, 43]. In addition, the ligand-binding residues of a protein can be used
to influence target-template sequence alignment in comparative protein modeling
which has been shown to improve the quality of the 3D models produced for the
target’s binding site [22]. These quality improvements in the binding site’s 3D model
are critical to docking-based approaches for virtual screening [28].

1.1.2 Overview of Methods

Predicting ligand-binding site residues from sequence information is similar to sev-
eral site interaction prediction problems involving DNA [31, 1, 38], RNA [41, 24],
and other proteins [32, 25, 23]. Existing approaches for identifying ligand-binding
residues can be broadly classified into two groups which alternately use machine
learning and sequence homology to solve the problem.

1.1.2.1 Machine Learning Approaches A number of groups have employed
supervised machine learning techniques for binding residue prediction. This involves
using some proteins to develop a model of what constitutes a binding residue and
then testing the model on an independent set of proteins. A variety of features and
techniques have been explored but the consensus seems to be that sequence profiles
and conservation are the important features and support vector machines provide the
best discrimination.

Fischer and coworkers presented a method for functional residue prediction based
on sequence features [15]. They studied prediction for residues contacting ligands
and also for the more restrictive catalytic site residues as defined in the Catalytic
Site Atlas [36]. A Bayesian-type learner was trained to produce the probability of a
residue being a binder with the primary feature of interest being residue conservation.
The authors introduced a new conservation measure, FRcons, which proved the most
effective in their benchmark but achieved a precision of less than 30% at sensitivity
equal to 50%.
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Petrova and Wu performed a fairly comprehensive evaluation of machine learning
algorithms and features useful for direct prediction of catalytic residues in a small set
of proteins [34]. They found that support vector machines were the most powerful
method for this task. The features they found to be most important were residue
conservation, amino acid identity, entropy, and characteristics of the nearest cleft to
a residue. The first three of these are sequence features which may be utilized even
when no structure is available for the target. Features of clefts necessitate the target
structure to be either known or predicted.

Youn et al. also studied the use of various features with support vector machines
for catalytic residue prediction [44]. Their evaluation encompassed a large set of 987
protein domains from SCOP [29, 3] which they analyzed at the family, superfamily,
and fold levels. They achieved a ROC of 0.866 for feature-only predictions at the
family level. However, catalytic residues are a more restricted set than general ligand
binders: only 1.1% of the residues are in the positive class in their study while 8.6%
of residues in our data were in the positive class. The precision and recall reported
at the family level by [44] is quite low: 16.6% precision at 15.1% recall. Feature
ranking was done and they found that PSSMs and the information per position (IPP)
reported by PSI-BLAST were most useful for prediction. Structural conservation
was found to be the next best feature.

1.1.2.2 Homology-Based Approaches The transfer of sequence properties,
such as ligand binding status, to the target based on its alignment to templates is a
common method for prediction. These techniques are often referred to as as homology
transfer (HT) as properties of the target sequence are predicted by transferring them
from homologous templates. Homology transfer is a close relative of nearest neighbor
methods frequently employed for machine learning tasks. The primary difference
is that nearest neighbor methods typically deal with individual objects with feature
representations, while in homology transfer predictions are made on a per residue basis
but similarity search is done using whole sequences with the sequence alignments
determining individual residue relations.

The firestar algorithm of [26] utilizes homology transfer and conservation scores
to make binding residue predictions from sequence. A profile is calculated for a target
using PSI-BLAST and significant alignments are searched in their FireDB which is
composed of ligand-binding proteins. The resulting multiple sequence alignment is
used to estimate conservation of target residues which are then predicted to be binders
if they align to template residues which are binders. In firestar, profiles are used to
estimate the reliability of alignments between target and templates to determine when
transfer should occur, but not to directly characterize ligand-binding residues.

Brylinski and Skolnick recently introduced FINDSITE as a method for making
predictions about protein-ligand interactions [8, 40]. The method belongs to the
homology transfer category but uses structural measures of similarity rather than
sequence alignment. FINDSITE identifies templates by threading the target sequence
through candidate template structures and retaining high-scoring templates. The
accumulated templates are then structurally aligned to the target structure. If the
target structure is not available, it is predicted using one of several methods. The
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binding status of template residues is then transferred to target residues based on this
structural correspondence.

The drawback of FINDSITE is that the target structure is required for the alignment
of templates. In cases where the target structure is available, FINDSITE can exploit
it well to make binding site predictions. However, when it is not available, predicting
the structure of the target protein can be a computationally expensive proposition with
no guarantees on quality.

1.2 EVALUATION OF LIGAND BINDING PREDICTION METHODS

1.2.1 Methods

In this section we describe prototype algorithms which represent the basic ideas
behind most sequence-based binding residue predictors. We begin by discussing
relevant features to both types of algorithms. Sequence alignment plays a central
role in the homology-based method and is described subsequently. With these tools
laid out, two prototype prediction methods are described: homology-based transfer
and machine learning with support vector machines. LIBRUS combines these two
approaches and is described in the last section. We also briefly discuss FINDSITE
which uses predicted structures to make its predictions rather than direct predictions
from sequence.

1.2.1.1 Relevant Sequence Features The primary source of information about
proteins of unknown structure is their amino acid sequence. Evolutionary information
may be inferred from the sequence using PSI-BLAST which computes a substitution
profile for each residue in the protein sequence [2]. This profile has two parts: a
position specific scoring matrix (PSSM ) and a position specific frequency matrix
(PSFM ). The PSSM is a real-valued matrix of dimension n × 20 where n is the
length of the protein. A row represents the log-odds probability of each of the twenty
amino acids occurring at that sequence position. The row of a PSSM may be used
directly as a feature vector for a residue as is done in the machine learning case or
may be utilized along with the PSFM in alignment scoring schemes as will be done
for the homology-based transfer method.

Secondary structure in proteins are locally recurring structures which are com-
monly divided into three major classes: α-helices (H), β-sheets (S), and unstructured
coils (C). Each residue of the protein may be assigned one of these classes based
on its tertiary structure, a feature referred to as secondary structure elements (SSE)
and encoded as an n × 3 matrix. A popular and long-standing means of assigning
SSE is the DSSP program of Kabsch and Sander [19]. Many methods have been
studied to predict secondary structure from protein sequence and some studies have
shown that these methods can positively impact downstream prediction tasks [11, 16].
A relatively recent approach using support vector machines is YASSPP [20] which
produces, for each residue of a protein, a likelihood of being helix, sheet, and coil.
This predicted secondary structure, referred to as SSP , is used as a surrogate for
SSE when the true secondary structure is unavailable.
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1.2.1.2 Alignment Techniques Given two protein sequences, a core problem
is to construct a sequence alignment. The scoring mechanism used to construct
this alignment can have drastic effects on the constructed alignment similarity score
assigned to two sequences. The profile-based alignment scoring scheme that we used
is derived from the work on PICASSO [27] which was shown to be very sensitive in
subsequent studies [18, 37]. Our own work aligns sequences by computing an optimal
alignment using an affine gap model with aligned residues i and j in sequences X
and Y , respectively, scored using a combination of profile-to-profile scoring and
secondary structure matching. The score is given by

S(Xi, Yj) =
20∑

k=1

PSSMX(i, k)× PSFMY (j, k)

+
20∑

k=1

PSSMY (j, k)× PSFMX(i, k)

+ wSSE

3∑
k=1

SSEX(i, k)× SSEY (j, k),

(1.1)

where PSSM , PSFM , and SSE are the profile matrices and secondary structure
elements described in Section 1.2.1.1. We will frequently deal with the case of
aligning a target of unknown structure with a template of known structure. In this
situation, predicted secondary structure (SSP ) is used in place of true secondary
structure for the target. The parameter wSSE is the relative weighting of the secondary
structure score which is set to wSSE = 3 based on our experience [22].

1.2.1.3 Homology-Based Transfer Alignment of protein sequences is a pow-
erful tool which allows characteristics of one to be inferred from the other. This is
the crux of homology-based methods. Given a target protein, a database of template
sequences with known binding information is searched for high scoring alignments to
the target. Once good templates are identified, a score is assigned to each residue in
the target based on the number of template residues which aligned against it and are
known to be ligand binders. This score is referred to as the homology-based transfer
score or HTS.

There are a number of dimensions along which alignment and prediction may be
adjusted including the scoring mechanism and weighting of template contributions to
the final prediction. The alignment scoring of Section 1.2.1.2 may be applied in many
alignment frameworks (see Chapter 11 of [17]). Our experience has been that local
alignments provide the best results due to reporting only the best matching target-
template subsequences which can increase the reliability of prediction. The top 20
alignments should be used with weighting for each residue based on the alignment
score in a window of seven residues. See our previous work for additional details [21].

1.2.1.4 Support Vector Machine Prediction In this method, the prediction
problem is treated as a supervised learning problem whose goal is to build a model that
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Table 1.1 Average norms of residue features.

Statistic PSSM SSP HTS

Average 13.53 2.00 0.07
Std. Dev. 3.88 0.53 0.11
Weight 1.00 6.75 207.00

Columns are position specific scoring matrices (PSSM), predicted secondary structure vector (SSE), and
homology transfer scores (HTS). The bottom row is the weight used on these features in SVMs for
sequence-based predictions.

can predict whether a residue is ligand-binding or not, a binary classification problem.
In supervised learning, each object of interest is encoded by a feature vector and a
model is learned that can predict the class based on those features.

Recent research on building models for predicting various structural and functional
properties of protein residues in [20] and [38] has suggested training SVMs [42]
on sequence features of each residue to classify the residue as a ligand-binder or
nonbinder. Effective features include position specific scoring matrices (PSSM )
and predicted secondary structure (SSP ) in a window around each residue. Sliding
windows are an easy way to expand feature vectors. The results shown later use
a window of nine residues centered on the residue of interest and concatenated the
PSSMs and SSP s of adjacent residues for a total of 207 features per residue (9×
(20 + 3)). Window features which extended beyond the first or last residue of the
sequence were assigned zero values. This feature representation is closest to that of
[44] where PSSMs in a sliding window of size 21 were employed in one of their
methods for the related problem of predicting a protein’s catalytic residues.

One important aspect of combining different types of features is providing proper
weights on them as their numerical ranges may vary greatly. In the results reported
later, we combined features by weighting them to have equal norm. Examples of the
norms and weighting are given in Table 1.1. Properly weighting the combination of
features significantly enhanced the performance of the final model.

1.2.1.5 LIBRUS: Combining SVM and Homology-based transfer Direct
prediction by SVMs and prediction by homology-based transfer utilize training in-
formation in different ways to make their predictions. SVMs utilize intrinsic features
of the residue represented as PSSMs and SSP s with little context for the residue
within the whole protein nor any relation of the containing protein to other proteins
in the training set. Conversely, homology-based transfer solely relies on the global
context of the residue: where it is located in alignments of the containing protein
against other proteins and how many ligand-binding residues align against it. The
different characteristics of the information utilized by the two approaches suggests
that their combination can lead to a better overall predictor.
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A simple linear combination of SVM and homology transfer scores may be used.
With proper weights set on the two scores, this approach works rather well as will be
seen in the results.

Alternatively, an SVM may be trained on the PSSMs and SSEs of the direct
prediction method and the homology-based transfer scores of the HT method. The
resulting hybrid predictor utilizes both types of features. We have built such a pre-
dictor called LIBRUS [21] which uses a total of 9 × (20 + 3 + 1) = 216 features
weighted according to Table 1.1.

1.2.1.6 FINDSITE The methods mentioned in the previous sections solely utilize
sequence information for targets of unknown structure to directly predict ligand bind-
ing residues. Alternatively, the target structure can be predicted and then utilized to
identify binding residues. This is the approach taken in FINDSITE which is a recent
approach to binding site identification [8]. The results of this method on one dataset
are provided later to contrast the direct predictions made by sequence-based methods.

FINDSITE identifies a number of predicted binding sites with associated binding
residues for each target. The prediction values for these correspond to the fraction of
template structure residues that were identified as ligand binding and aligned against
the target residue. Up to the first five predicted binding sites are reported in the results
section. Some residues appear as part of multiple binding sites in the FINDSITE
predictions and have different scores associated with them in the different sites. In
those cases, the score from the first binding site a residue occurred in was used as this
was typically the largest and most well defined predicted binding site.

1.2.2 Experimental Setup

1.2.2.1 Sequence Data The sequence-based methods were evaluated on a dataset
referred to as DS1 which consists of 885 protein chains (268,699 residues) that were
derived from the RCSB Protein Data Bank in October of 2008 (PDB, [5]). The set of
proteins in DS1 were selected so that they satisfy the following constraints: (i) has
better than 2.5 Å resolution, (ii) is longer than 100 residues, (iii) has an unbroken
backbone, and (iv) has at least five residues in contact with a ligand. Finally, the
dataset was culled so that no two sequences have above a 30% sequence identity
according to NCBI’s blastclust program.

Ligands in our datasets were small molecules in contact with proteins identified by
scanning the PDB using the ‘has ligand’ search option. DNA, RNA, and other large
proteins were excluded as candidate ligands as were ligands with fewer than eight
heavy (non-hydrogen) atoms. We required proteins to have ligand-binding residues
with a heavy atom within 5 Å of a ligand. By this definition, 8.6% of DS1 residues are
ligand-binding residues (positive class). In-house software was developed to identify
ligands and ligand-binding residues.

Protein sequences were derived directly from the structures using in-house soft-
ware. When nonstandard amino acids appeared in the sequence, the three-letter to
one-letter conversion table from ASTRAL [10] version 1.55 was used to generate the
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sequence1. When multiple chains occurred in a PDB file, the chains were treated
separately from one another. Profiles for each sequence were generated using PSI-
BLAST version 2.2.13 [2] and the NCBI NR database (version 2.2.12 with 2.87
million sequence, downloaded August 2005). PSI-BLAST produces a position spe-
cific scoring matrix (PSSM ) and position specific frequency matrix (PSFM ) for a
query protein, both of which are employed for our sequenced-based prediction and
alignment methods. Three iterations were used in PSI-BLAST with the default e-
value threshold for inclusion in the profile and default expectation value (options -j
3 -h 2e-3 -e 10).

True secondary structure (SSE) for each protein of DS1 was obtained using the
DSSP program [19] while predicted secondary structure (SSP ) was obtained using
YASSPP [20]. YASSPP predicted the correct secondary structure for 83% of the
residues in DS1.

In the homology-based transfer method, template proteins are assumed to have
known structure and therefore SSE is available for them while the targets must use
SSP as they have unknown structure. Care must be taken so that the encoding of
SSE is compatible with SSP . A straightforward means of defining the SSE is, for
each residue, assign 1 to the dimension corresponding to its true state and 0 to the other
dimensions: e.g. for a true helix, the encoding would be [1, 0, 0], a true sheet [0, 1, 0],
and true coil [0, 0, 1]. Our experience has been that a better means of encoding true
SSE to compare it to YASSPP’s SSP is the following. The average YASSPP vector
of all true helices was computed. For a true helix, the SSE is assigned this average
vector. Similar averaging steps for sheets and coils were computed and used for true
secondary structure. This ensures that SSE and SSP are scaled similarly.

A second dataset, referred to as DS2, was derived from the set of proteins used
to evaluate FINDSITE in [8]. DS2 consists of 564 proteins (136,316 residues) after
eliminating those sequences with 35% identity or better to any sequence in DS1
according to BLAST. This dataset was used to illustrate the relative performances of
LIBRUS and FINDSITE with LIBRUS using DS1 as training data. Sequence features
for the members of DS2 were derived as they are in Section 1.2.2.1.

1.2.2.2 Evaluation Metrics Three-fold cross validation is used on DS1 to assess
how well the methods generalize. In each step, two sets of the data were used to learn
a model and predictions were made on the remaining set of targets. This generated
a single prediction of binding/nonbinding for each residue which was subsequently
used in evaluation.

To generate homology-based transfer scores, all targets in set one used sets two
and three as the template database and similarly for sets two and three. This amounts
to having two thirds of the data as templates for training with the remaining third
as the test set. This allows us to directly compare the performance achieved by
direct SVM predictions, homology-based transfer, and LIBRUS as all methods use
identical training and testing data. The same cross-validation approach was also used

1http://astral.berkeley.edu/seq.cgi?get=release-notes;ver=1.55
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to compute the predictions for linear combination of homology-based transfer and
SVM scores (Section 1.2.1.5).

We evaluated the performance of the different methods using the receiver oper-
ating characteristic (ROC) curve [13]. This is obtained by varying the threshold at
which residues are considered ligand-binding or not according to value provided by
the predictor. In the case of the SVM predictions, a continuous prediction value is
produced which is the distance from a hyperplane optimized to separate the positive
and negative classes. This is the threshold which is varied to produce the ROC curve.
For homology-based transfer scores, the threshold to be assigned a ligand-binding
residue is varied to produce the ROC curve. The area under the ROC curve, abbre-
viated ROC (note italics), summarizes the predictor behaviour: a random predictor
has ROC = 0.5 while a perfect predictor has ROC = 1.0 so that a larger ROC
indicates better predictive power.

For any binary predictor, the number of true positives (TP), false positives (FP), true
negatives (TN), and false negatives (FN) determines standard classification statistics
which we use later for comparison. These are

Precision =
TP

TP + FP
, and (1.2)

Recall = Sensitivity =
TP

TP + FN
. (1.3)

Fischer et al. noted in their study of functional residue predictions that analyzing only
an ROC curve can be misleading in terms of the performance of the predictor [15].
As an alternative, they present precision vs. recall plots (called precision-sensitivity
plots in their work, referred to as PR curves here) as a means to compare performance.
We provide this measure as well, both graphically and summarized by the area under
the PR curve, abbreviated PR (note italics).

Performance differences between FINDSITE and LIBRUS on DS2 are illustrated
using the Welch’s t-test. This test assumes the populations are normally distributed
with potentially unequal variance and calculates a p-value that the mean of one is
higher than the other. In our case, this corresponds to one method outperforming
another. Welch’s t-test was used in favor of Student’s t-test as the latter assumes
equal variance of the populations which may not be the case for the methods under
consideration. The populations we analyzed are the ROC and PR scores of each
protein according to the predictions of LIBRUS and FINDSITE. The test allows us
to determine whether, on average, one of the two methods outperforms the other on
per-protein identification of ligand-binding residues.

1.2.3 Results

1.2.3.1 Performance of Direct Sequence-based Predictors The perfor-
mance of the prototype methods described in Section 1.2.1 on dataset DS1 are shown
in Table 1.2 and Figure 1.1. The methods are grouped into three classes: SVM predic-
tion, homology transfer, and combined. Comparing the best performance achieved
by each of the classes, we see that the combined methods achieve the best overall
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Table 1.2 Cross validation results on the DS1 dataset

Overall Per Protein
Method ROC PR µROC σROC µPR σPR

SVM with PSSM 0.7545 0.2637 0.7487 0.1492 0.2930 0.1722
SVM with PSSM, SSE 0.7737 0.2942 0.7648 0.1532 0.3177 0.1886

Homology Transfer 0.7845 0.4516 0.7581 0.1811 0.4024 0.2971

Linear SVM and HTS 0.8259 0.4792 0.8030 0.1666 0.4342 0.2838
LIBRUS 0.8334 0.4807 0.8066 0.1686 0.4374 0.2809

Three-way cross validation was used on the set of 885 proteins of the DS1 dataset. The overall area under
curve is given for ROC and precision/recall (PR) curves in the first two columns. The per protein averages,
µ, and standard deviation, σ, for these two statistics are also given.

Figure 1.1 ROC and PR curves of some sequence-based predictors

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  0.2  0.4  0.6  0.8  1

T
P

R

FPR

Homology Transfer
SVM w/ PSSM, SSE

LIBRUS
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9  1

P
re

ci
si

on

Recall (Sensitivity)

Homology Transfer
SVM w/ PSSM, SSE

LIBRUS

(a) (b)

Curves are given for the overall performance on the DS1 dataset. (a) ROC curves and (b) Precision vs.
Recall.

results. Among the two methods that fall in that category, LIBRUS, which uses SVM
to combine this information, achieves the best overall results. Specifically, it achieves
an overall ROC = 0.8334, which is better than the ROCs of 0.7737 and 0.7849 that
were obtained by the SVM and homology-based transfer methods, respectively. Its
performance in terms of the overall PR is also better, achieving a PR = 0.4807
compared to the PRs of 0.2942 and 0.4516 achieved by the other two classes of
methods. These relative performance gains also hold when the experiments are eval-
uated in terms of the average per-protein ROC and PR. The performance of the
simple linear combination of SVM and HTS scores also performs quite well, further
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Table 1.3 Results on the DS2 dataset.

Overall Per Protein
Method ROC PR µROC σROC µPR σPR

FINDSITE 1 Site 0.8088 0.4955 0.7981 0.2040 0.4841 0.2978
FINDSITE 2 Sites 0.8187 0.4258 0.8043 0.1935 0.4360 0.2697
FINDSITE 3 Sites 0.8216 0.3760 0.8034 0.1852 0.3957 0.2436
FINDSITE 4 Sites 0.8182 0.3370 0.7970 0.1808 0.3620 0.2228
FINDSITE 5 Sites 0.8155 0.3074 0.7918 0.1716 0.3340 0.2055

LIBRUS 0.8169 0.4565 0.7982 0.1600 0.4165 0.2550

Combined 0.8617 0.5618 0.8410 0.1741 0.5324 0.2991

The performance of FINDSITE considering the first 5 binding sites and the best SVM method, LIBRUS,
are shown. The dataset comprised 564 proteins from the FINDSITE benchmark that were sequence
independent from the DS1 dataset that was used to train LIBRUS. The last row shows the results obtained by
linearly combining the predictions produced by LIBRUS and FINDSITE 1 Site. For column descriptions,
see Table 1.2.

re-enforcing the fact that coupling the two sources of information leads to a better
overall predictor.

Comparing the other two classes of methods, we see that homology-based transfer
outperforms the direct SVM-based approach that utilizes PSSM- and SSE-based fea-
tures. The performance difference between these two schemes is more pronounced
when the methods are evaluated in terms of their PR (both overall and per-protein).

Finally, the results of Table 1.2 show that when predicted secondary structure
information is used to augment the PSSM-based features, the performance of the
SVM-based method improves. This fact is in agreement with a number of studies
that have shown that the inclusion of this type of information helps the performance
of supervised learning methods [11, 16].

1.2.3.2 Performance of LIBRUS and FINDSITE Performance measures for
FINDSITE and LIBRUS predictions on the proteins in dataset DS2 are summarized
in Table 1.3 while Figure 1.2 plots the ROC and PR curves obtained. Note that Tables
1.3–1.4 and Figure 1.2 also contain results for the scheme that combines the LIBRUS
and FINDSITE predictions, which are discussed later in Section 1.2.3.3. Table 1.4
shows the results of a paired Welch’s t-test comparing the methods. Comparisons on
both ROC and PR are done in parts (a) and (b) of Table 1.4 respectively.

Examining the predictions of the various versions of FINDSITE and LIBRUS, in
Table 1.3 we see that their overall prediction performance is quite close. The FIND-
SITE results using one site achieve the best PR (0.4955), whereas the FINDSITE
results using three sites achieve the best ROC (0.8216). However, compared to the
former method, LIBRUS achieves a better ROC (0.8169 vs 0.8088), whereas com-
pared to the latter method, LIBRUS achieves a better PR (0.4565 vs 0.3760). The
difference between FINDSITE and LIBRUS is somewhat more consistent when the
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Table 1.4 Statistical comparison of methods on the DS2 dataset.

(a) Per Protein ROC p-values

FS 1 FS 2 FS 3 FS 4 FS 5 LIB. Comb.

FS 1 0.500 0.701 0.675 0.464 0.289 0.503 1.000
FS 2 0.299 0.500 0.466 0.257 0.126 0.281 1.000
FS 3 0.325 0.534 0.500 0.281 0.140 0.308 1.000
FS 4 0.536 0.743 0.719 0.500 0.310 0.545 1.000
FS 5 0.711 0.874 0.861 0.690 0.500 0.740 1.000
LIB. 0.496 0.719 0.692 0.455 0.260 0.500 1.000
Comb. 0.000 0.000 0.000 0.000 0.000 0.000 0.500

(b) Per Protein PR p-values

FS 1 FS 2 FS 3 FS 4 FS 5 LIB. Comb.

FS 1 0.500 0.002 0.000 0.000 0.000 0.000 0.997
FS 2 0.998 0.500 0.004 0.000 0.000 0.106 1.000
FS 3 1.000 0.996 0.500 0.008 0.000 0.919 1.000
FS 4 1.000 1.000 0.992 0.500 0.014 1.000 1.000
FS 5 1.000 1.000 1.000 0.986 0.500 1.000 1.000
LIB. 1.000 0.893 0.081 0.000 0.000 0.500 1.000
Comb. 0.003 0.000 0.000 0.000 0.000 0.000 0.500

Performance of the methods is compared via p-values on Welch’s t-test. For the entry at row i, column j of
the table, the alternate hypothesis that Method i has a higher mean than method j is tested as an alternative
to the methods having equal means. A low p-value indicates that method i has better performance than
method j. Part (a) of the table shows performance comparisons in terms of per protein ROC while part
(b) shows per protein PR comparisons. FINDSITE for various number of sites are reported in the FS
row/columns, LIBRUS in LIB, and the combined FINDSITE/LIBRUS predictor in Comb.

per-protein results are considered, in which case the FINDSITE results using two
sites lead to average ROC and PR (0.8043 and 0.4360) that are better than those
produced by LIBRUS (0.7982 and 0.4165).

Figure 1.2 shows the ROC and PR plots graphically. According to part (a), the
strength of LIBRUS is at higher false positive rates where it exceeds the TPR of
FINDSITE. At low FPR, FINDSITE dominates LIBRUS with the crossing point at
FPR=0.35 and FPR=0.40 for one and two sites respectively. In part (b), LIBRUS is
seen to have better precision at very low recall, but falls below FINDSITE at 11%
recall for one site and at 34% recall for two sites. At 50% recall, LIBRUS achieves
40% precision while FINDSITE achieves 55% and 49% precision for one and two
sites respectively.

One aspect that we have not touched on empirically so far is the time required
to make predictions. According to communications with the FINDSITE authors,
running their program for a protein takes from 30 minutes to several hours. This is not
surprising as FINDSITE needs to initially predict the structure of the protein and also
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Figure 1.2 Comparison of FINDSITE and LIBRUS.
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Overall comparison of FINDSITE to the sequence-only SVM learner developed in this work on the 564
independent proteins from the FINDSITE benchmark. (a) ROC curves of FINDSITE based on the top
binding sites, the SVM approach, and the combined predictor. (b) Precision vs. Recall of the methods.

identify good templates from their database. The amount of time required by LIBRUS
to predict the ligand-binding residues of a protein is much lower. Based on the
average performance over many proteins, LIBRUS predictions can be made in under
10 minutes which encompasses profile generation, secondary structure prediction,
alignment to the database, and final SVM prediction. A larger template database will
lengthen this process somewhat, but we expect it to remain faster.

1.2.3.3 Complementary Nature of Sequence and Structure Predictions
While analyzing the nature of the predictions produced by FINDSITE and LIBRUS,
we noticed that, though there is agreement on many of the residues they identified as
being ligand-binding, there are enough differences to merit further inquiry. Figure 1.3
illustrates these differences by plotting the prediction scores produced by LIBRUS
and FINDSITE (using one site) for the positive instances (ligand-binding residues)
and the negative instances (nonbinding residues). In Figure 1.3(a) (positive class)
we see that there are two clusters, one on the right and one on the left of the plot.
The cluster on the right contains residues that FINDSITE predicts correctly, whereas
the cluster on the left contains residues that FINDSITE mispredicts. The predictions
produced by LIBRUS are, to a large extent, in agreement for the right cluster (even
though LIBRUS mispredicts some of these residues) but are split for the left cluster.
LIBRUS predicts correctly (i.e., positive SVM score) a noticeable fraction of the
residues that are falsely predicted as negative by FINDSITE. Overall, the Pearson
correlation coefficient between FINDSITE predictions and LIBRUS predictions is
0.48.
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Figure 1.3 Heatmap illustrating FINDSITE and LIBRUS prediction values.
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Heatmap illustrating FINDSITE and LIBRUS values on the positive class (a) and the negative class (b). The
positive LIBRUS predictions on some mispredicted FINDSITE residues indicates LIBRUS may provide
additional information in some cases. The correlations between FINDSITE and LIBRUS are 0.52 on
the positive class, 0.27 on the negative class, and 0.48 overall. Note that residues which had FINDSITE
predictions of zero were eliminated as they dominate the nonzero predictions.

Figure 1.4(a) illustrates how the above trend carries over to the whole protein. It
plots the per-protein ROCs of LIBRUS and FINDSITE (one site) on DS2 against
one another. The greatest density lies in the upper right corner where both methods
achieve high ROCs. Points below the main diagonal indicate where LIBRUS out-
performs FINDSITE while points above indicate the opposite. The large number of
off-diagonal points shows that if information from both predictors can be exploited,
overall predictions may be improved.

Motivated by the above differences, we linearly combined the prediction scores
of LIBRUS and FINDSITE. The results of this combined predictor are reported at
the bottom of Table 1.3, and in Figure 1.2. The combined predictor achieves higher
overall ROC and PR than either approach on its own. Also notable is the superior
per-protein prediction rate of both ROC and PR for the combined method which is
statistically significant (Table 1.4, row/column Comb). This improvement is apparent
in Figure 1.4 (b) in which the combined method achieves performance close to the
maximum of both LIBRUS and FINDSITE.

1.2.3.4 Sequence and structure carry nearly the same amount of pre-
dictive information Table 1.4 (a) shows that there is no statistical difference be-
tween LIBRUS and FINDSITE in terms of per-protein ROC performance. This is
seen in the LIB row and column of the table in which no small p-values occur. This
lack of significance is interesting as it shows sequence and predicted structure carry
approximately equal amounts of information that may be used to identify ligand-
binding residues. In terms of PR (Table 1.4 (b)), examining a single FINDSITE site
outperforms LIBRUS at a statistically significant level (p = 0.002) while examining
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Figure 1.4 Complementary nature of FINDSITE and LIBRUS predictions.
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(a) LIBRUS vs. FINDSITE. The abundance of off-diagonal entries indicate LIBRUS and FINDSITE
outperform one another on certain proteins and must be exploiting different signals for those proteins.
(b) The ROC of the combined method is plotted against the maximum of LIBRUS and FINDSITE and
achieves nearly the same performance.

two FINDSITE sites is not significantly better than LIBRUS (p = 0.106). LIBRUS
is nearly better than FINDSITE with three sites at a significant level (p = 0.081), and
better than four and five sites (p = 0.000 for both).

1.3 APPLICATION: HOMOLOGY MODELING OF BINDING SITES

The preceding sections have shown that binding residues can be identified from se-
quence alone with reasonable accuracy. The sequence-based LIBRUS achieves close
to the same accuracy as structure-based FINDSITE. The next logical step is to put
those sequence-based predictions to use in some application.

In this section we explore such an application. Binding residue predictions are
exploited to aid the development of a homology model of a protein. In drug discovery
applications, the primary interest is in the binding site of the protein. By allowing
predicted binding labels to influence the target-template alignment, the quality of the
resulting predicted binding site structure is improved. This effect is most prevalent
when the homology modelling problem is difficult, i.e. there is little relation between
target and template.

1.3.1 Background on Homology Modeling

Accurate modeling of protein-ligand interactions is an important step to understanding
many biological processes. For example, many drug discovery frameworks include



16 LIGAND-BINDING RESIDUE PREDICTION

steps where a small molecule is docked with a protein to measure binding affinity[28].
A frequent approximation is to keep the protein rigid, necessitating a high-quality
model of the binding site. Such models can be onerous to obtain experimentally.

Computational techniques for protein structure prediction provide an attractive
alternative for this modeling task[14]. Protein structure prediction accuracy is greatly
improved when the task reduces to homology modeling[4]. These are cases in which
the unknown structure, the target, has a strong sequence relationship to another protein
of known structure, referred to as the template. Such a template can be located through
structure database searches. Once obtained, the target sequence is mapped onto the
template structure and then refined. A detailed discussion of homology modelling
appears in Chapter XXX of this book.

A number of authors have studied the use of homology modeling to predict the
structure of clefts and pockets, the most common interaction site for ligand binding[12,
9, 35]. Their consensus observation is that modeling a target with a high sequence
similarity template is ideal for model quality while a low sequence similarity template
can produce a good model provided alignment is done correctly. This sensitivity
calls for special treatment of the interaction site during sequence alignment assuming
ligand-binding residues can be discerned a priori.

The factors involved in modeling protein interaction sites have received atten-
tion from a number of authors. These studies tend to focus on showing relation-
ships between target-template sequence identity and the model quality of surface
clefts/pockets.

DeWeese-Scott and Moult made a detailed study of CASP targets2 that bind to
ligands [12]. Their primary interest was in atom contacts between the model protein
and its ligand. They measured deviations from true contact distances in the crystal
structures of the protein-ligand complexes. Though the number of complexes they
examined was small, they found that errors in the alignment of the functional region
between target and template created problems in models, especially for low sequence
identity pairs.

Chakravarty, Wang, and Sanchez did a broad study of various structural prop-
erties in a large number of homology models including surface pockets[9]. They
noted that in the case of pockets, side-chain conformations had a high degree of
variance between predicted and true structures. Due to this noise, we will measure
binding-site similarity using the α-carbons of backbone residues. They also found
that using structure-induced sequence alignments improved the number of identical
pockets between model and true structures over sequenced-only alignments. This
point underscores the need for a good alignment which is sensitive to the functional
region. It also suggests using structure alignments as the baseline to measure the
limits of homology modeling.

Finally, Piedra, Lois, and Cruz executed an excellent large-scale study of protein
clefts in homology models[35]. To assess the difficulty of targets, the true structure
was used as the template in their homology models and performance using other

2http://predictioncenter.org



APPLICATION: HOMOLOGY MODELING OF BINDING SITES 17

Figure 1.5 Distribution of Homology Pairs.
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The heatmap varies in intensity based on the number of homology modeling pairs that have the se-
quence/structure relationship at the center pixel. A sliding window of 20% sequence identity and 0.8
Å is used to create the counts. Darker colors correspond to more pairs.

templates was normalized against these baseline models. Though a good way to
measure the individual target difficulty, this approach does not represent the best
performance achievable for a given target-template pair. This led us to take a different
approach for normalization. We follow their convention of assessing binding site
quality using only the binding site residues rather than all residues in the predicted
structure. As their predecessors noted, Piedra et al. point to the need for very good
alignments between target and template when sequence identity is low.

The suggestion from these studies, that quality sequence alignments are essential,
led us to employ sensitive alignment methods discussed in Section 1.3.4.

1.3.2 Homology Modeling with Binding Residue Predictions

Assuming that the ligand-binding residues of all template proteins are known, we
illustrate a method to modify alignments of target and template. The modification
influences ligand-binding residues to align to one another and discourages the align-
ment of binders to nonbinders. Once the target-template alignment is constructed,
standard homology modeling techniques are employed to produce the target struc-
ture prediction. An analysis of the ligand binding site shows that these modified
alignments improve the accuracy of this part of the model over standard alignment
techniques.

1.3.3 Experimental Setup

In homology modeling experiments, target-template pairs are required. We used the
set of 885 proteins in DS1 as the targets (structures to be predicted). We used the
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MAMMOTH structure alignment program to search the PDB for other proteins which
had a significant structure alignment [33]. Of these, we kept templates which had a
bound ligand which would allow ligand binding residues to be used to influence the
target-template alignment. We then proceeded to generate homology models for each
target template pair using techniques described below. The final result included 2045
homology pairs and 862 individual target proteins. The distribution of these pairs in
the sequence and structure relation space is given in Figure 1.5.

1.3.4 Alignment Modification by Binding Prediction

The basic framework for sequence alignment is identical to that of Section 1.2.1.2.
As special attention needs to be given to the ligand binding residues, an additional
term is incorporated into Equation 1.1 to reflect this goal.

Each residue is labelled either as ligand-binding or not. In the case of the targets,
these labels the sequence-predicted labels obtained from LIBRUS. Templates always
used true labels. Binding residue predictions that come from LIBRUS are a continuous
valued numbers with positive values indicating stronger confidence that the residue
is a binding residue. To convert this into a discrete label, thresholding can be used.
In the following results, a threshold of 0.7 was used so that residues above this value
were labeled as predicted binders and those below were labeled nonbinders.

A a very simple approach to influence target-template alignments with predicted
ligand binding labels is to add a constantmbb whenever a predicted and binding residue
in the target aligned with a true ligand binding residue in the template. Settingmbb = 0
gives standard alignments which do not incorporate the predictions while setting
mbb > 0 gives a modified alignment. Setting mbb > 0 encourages the alignment of
binding residues and for the results reported below, mbb = 15.

1.3.5 Homology Model Generation

Once a sequence alignment has been determined between target and template, ho-
mology modelling may be used to predict the target structure using a variety of
standard tools described elsewhere. The results shown here employed version 9.2
of the MODELLER package which is freely available [39]. As input, MODELLER
takes a target-template sequence alignment and the structure of the template. An op-
timization process ensues in which the predicted coordinates of the target are adjusted
to violate, as little as possible, spatial constraints derived from the template.

MODELLER offers a high degree of flexibility and automation through a pro-
grammable interface. Modeling can be done using only a target sequence and a
database of known structures. However, the comments by the software authors and
numerous studies indicate that a crucial step in the problem is aligning target and tem-
plate sequences. This is where predicted binding residues can be useful to influence
the proper alignment of target and template.
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1.3.6 Evaluation Metrics for Homology Modeling

The root mean squared deviation (RMSD) is a standard metric used to compare two
protein structures. A low RMSD between target and template indicates similarity
between two structures. Typically, only the α-carbon coordinates are used for the
RMSD computation. Our interest is in the binding site and thus only a good measure
of success is to consider the RMSD between the ligand-binding residues in the true and
predicted structures which follows the convention of Piedra et al. [35]. For brevity,
this will be called the ligRMSD for ligand-binding residues RMSD.

Student’s t-test is used on the ligRMSD of the standard alignment predictions
paired with the corresponding ligRMSD of modified alignments to show when their
performance differs significantly. The null hypothesis is that the two have equal mean
while the alternative hypothesis is that the modified alignments produce models with
a lower mean ligRMSD (a one-tailed test). We report p-values for the comparisons
noting that a p-value smaller than 0.05 is typically considered statistically significant.
We also report the mean improvement (gain) from using modified alignments. If the
mean of all ligRMSD for the standard alignments is R̄stand and that of a modified
alignment is R̄mod, the percent gain is

%Gain =
R̄stand − R̄mod

R̄stand
. (1.4)

A positive gain indicates improvement through the use of the ligand-binding residue
predictions while a negative gain indicates using predictions degrades the homology
models.

Finally, a permutation test can be used to assure us that the observed gains are not
tied to tightly to the particular data being used. For the sequence/structure subgroups
of interest, the permutation test examines a random subsets one third the size of
the subgroup and performs a paired Student’s t-Test on the standard and modified
ligRMSDs. The mean p-value over 100 random subsets are reported as µp and may
be used as an indication of how well the parameters are expected to perform on future
data. The standard deviation of the permutation test p-values is also given as σp.

1.3.7 Model Quality Improvements

We are interested in knowing when it is worth the extra effort to predict ligand-binding
residues from sequence. For the homology modelling task, we would not expect the
alignment of very similar target and template to benefit much from the additional
knowledge of ligand-binding residues: as long as the alignment method is sensitive a
good correspondence should be obtainable solely from sequence similarity. However,
when the target and template are sufficiently different, ligand-binding residues have
more potential to influence the proper alignment of binding residues.

Table 1.5 shows the results of homology modeling experiments restricted to dif-
ferent regions of target-template relationship. A t-test is conducted to determine if
the average ligRMSD of models produced using LIBRUS-predicted binding labels is
lower than for models produced using standard alignments. A small p-value indicates
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Table 1.5 Results of Homology Model Experiment

SeqID RMSD N p-val %Gain µp σp

0 ≤ 30 0 ≤ 2 27 0.8210 -3.61 0.5467 0.2679
0 ≤ 30 2 ≤ 4 1078 0.0000 2.61 0.0003 0.0009
30 ≤ 60 0 ≤ 2 347 0.9516 -1.44 0.8145 0.2070
30 ≤ 60 2 ≤ 4 438 0.0321 -0.83 0.2417 0.2011
60 ≤ 100 0 ≤ 2 166 0.9437 -8.14 0.7496 0.2157
60 ≤ 100 2 ≤ 4 35 0.7908 -0.33 0.6655 0.2564

Results of the homology modeling experiment are divided into regions according to sequence identity and
RMSD relations between the target and template. The p-value indicates whether gains from using predicted
binding labels are statistically significant: smaller p-values correspond to greater significance. Gain is
defined in Equation 1.4. N is the number of homology pairs satisfying the sequence/RMSD relationship
and are used to compute the statistics. The final two columns are the mean (µp) and standard deviation
(σp) of p-values in a permutation test which measures robustness of the results. A smaller µp indicates
the results are robust.

significant improvement in ligRMSD. The percentage improvement (gain as defined
in Equation 1.4) is given for each subgroup along with the size of the subgroup. A
negative gain indicates models using predicted labels were worse than those using
standard alignments. The final two columns describe the mean and standard deviation
of p-values for permutation tests on the subgroups.

Our intuition on the effectiveness of predicted binding labels is confirmed in Ta-
ble 1.5. The regions with low sequence identity and high structure difference between
target and template see the most improvement. For pairs with less than 30% sequence
identity and more than 2Å RMSD, we can expect to get around 2.61% improvement
in RMSD. These results appear highly robust in the permutation test (µp = 0.0000).
For pairs with a close structure relationship (0 to 2 Å RMSD), it does not appear
predicted labels are useful as the gains are all negative in these cases (note, however,
the small sample size for low sequence identity in the first line).

Figure 1.6 graphically represents the homology modeling results. In part (a),
the intensity of each pixel of the figure corresponds to the p-value of a t-test on a
subgroup of the dataset. The position along the Sequence Identity and RMSD axes
indicates which pairs are used in the comparison. Subgroups are comprised of pairs in
a window of 20% sequence identity and 0.8 Å RMSD around the center. For example,
at sequence identity of 20% and RMSD of 3.0 Å , target-template pairs related by
10-30% sequence identity and 2.6-3.4 Å RMSD are used to compute the p-value.
The same approach is used in Figure 1.6 (b) which shows the subgroup percentage
gain.

The pattern in Figure 1.6 follows that of Table 1.5: the region of low sequence and
structure similarity (upper left corner) produces the significant results and positive
gains. There are some large positive gains in a few other regions of the similarity space,
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Figure 1.6 Homology Model Improvements.
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(a) Statistical significance of homology model improvements. Pixels denote whether predicted ligand-
binding residues improve homology models of the binding site. Pixel intensity corresponds to the p-value
of a t-test measuring whether the mean ligRMSD of models which used predicted labels is lower than
that of standard alignments. Dark pixels represent low p-values and statistical significance. Significant
improvements are achieved when the target and template have low sequence identity and large RMSD
(upper left corner). (b) Percentage of improvement (gain). The intensity of each pixel represents a lower
ligRMSD using predicted labels in modified alignments versus using standard alignments. The gains are
small but statistically significant in the region of low sequence identity and high RMSD between target
and template. Greater gains occur in a few other regions but are not statistically significant.

particularly 50-60% sequence identity for high RMSD, but they are not statistically
significant.

Practical lessons can be drawn from this experiment. When faced with generating a
homology model of a ligand-binding site, one should consider the available templates
carefully as this is the most critical step. Once selected, the template(s) should be
aligned to the target sequence using the most sensitive alignment approach available.
If it is found that the sequences are very similar, modeling can proceed as normal. If
they are dissimilar, it is likely worth the effort to predict the ligand-binding residues
of the target using a method such as LIBRUS and then recompute the alignment.
Alternatively, the modeler may wish to first generate the usual homology model, use
a structure-based method such as FINDSITE to predict the binding site, and then
possibly re-align target and template to produce a better model. As mentioned in
Section 1.2.3.4 it is not clear whether this latter approach will improve the binding-
site predictions significantly. This is a matter which will require further study.
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1.4 CONCLUSION AND FUTURE OUTLOOK

This chapter has discussed the identification of protein residues involved in ligand
binding. Identification may be done based solely on the protein sequence or by
utilizing structure information when it is available. There are several downstream
applications of this capability and we have illustrated that sequence-based predictions
are presently accurate enough to impact homology modeling of the binding site in a
positive fashion.

Though we have seen that the accuracy of binding site homology models increases
by leveraging predicted binding residues, examining how these models actually affect
docking experiments is unexplored territory. A simple benchmark would measure the
docking scores of ligands using the true structure of the protein as the baseline and test
whether homology models which use binding residues behave more or less closely to
the baseline than models which do not use such predictions. An alternative approach
is to modify the scoring function or energy measure in docking experiments to favor
locations with predicted residues. This may improve accuracy or intelligently bias
the search space of docking locations. Success on any of these experiments would
have a positive impact on docking-based virtual screening.

Another potential application of binding residues is to compare protein structures
based on binding site and potential ligands. This is most applicable when structures are
available and are thus appropriate for structure-based methods. Discovering proteins
with a similar binding site to a particular target can help elucidate side-effects of
introducing a small molecule. FINDSITE has already developed some methodologies
to determine a ligand profile for a target protein and was utilized to examine function
prediction of the protein based on the ligand profile. With the need for automated
function assignment for proteins on the rise, it is likely that this trend will continue
and develop additional sophistication.

Finally, recent work has used generic machine learning models which incor-
porate protein similarity to determine the structure-activity relationship of small
molecules [30]. In this setting, the set of positive ligands for a target protein can
be expanded by identifying other similar targets and adopting their positive ligands.
Several methods of target similarity are developed from the standpoint of having
no target structures. Sequence-based binding residue predictions may be leveraged
in such cases to aid in determining the similarity of two protein targets. In cases
where a structure is available, protein similarity for this application should likely be
based upon binding sites which requires identification of binding residues by either
sequence or structure means.

With a good body of foundational work and variety of downstream applications,
the ligand-binding residue identification problem is likely to remain a topic of interest
for bioinformatics and cheminformatics researchers for some time to come. We hope
that this chapter has provided a sufficient overview to guide readers to future advances
in the area.
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