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Abstract Software maintenance is one of the most crucial aspects of software devel-
opment. Software engineering researchers must develop practical solutions to handle
the challenges presented in maintaining mature software systems. Research that
addresses practical means of mitigating the risks involved when changing software,
reducing the complexity of mature software systems, and eliminating the introduction
of preventable bugs is paramount to today’s software engineering discipline. The
Software Architecture Change Characterization Scheme (SACCS) provides software
maintainers with a systematic approach to analyzing and characterizing the impact of
a change prior to its implementation. SACCS was designed to help novice developers
understand change requests, facilitate discussion among developers, and provide a
higher-quality change compared with an ad hoc approach. In addition, this paper
describes three controlled experiments designed to assess the viability of using
SACCS and its ability to fulfill its goals. The successive studies build upon each
other to enable progressive insights into the viability of the scheme. The results
indicate that SACCS: 1) provides insight into the difficulty of a change request by
assisting novice developers to consider various aspects of the request’s potential to
impact the system, 2) helps to facilitate discussion among developers by providing a
common tool for change assessment, and 3) is a useful tool for supporting change
implementation. The three experiments provide insight into the usefulness of SACCS,
motivate additional research questions, and serve as a baseline for moving forward
with research and further development of the approach.
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1 Introduction

Software plays a crucial role in society as it controls critical infrastructure such as
electrical grids, manages medical records and assists air traffic controllers. A surety of
software engineering is that software change is inevitable. Software must evolve to
meet the ever-changing needs of its users. Therefore, as software evolves, it must be
maintained so that it continues to function correctly and so that future changes are
easier and less likely to introduce faults.. Software maintenance, an important aspect
of the development process, typically focuses on routine functional changes. While
each change may not have a large impact on the software architecture, the cumulative
effect of many changes can disrupt the overall system architecture and make future
changes more difficult.

Software architecture is defined as the set of structures needed to reason about the system
(Clements et al. 2010). These structures are often overlooked during the discussion of
maintenance activities and techniques. However, software architectures are important in
the maintenance process because changes that affect the architectural structure of a system
can be difficult to implement. Changes that increase the architectural complexity of a system
make it less understandable and can lead to the introduction of faults. While it is important to
design a flexible architecture that can easily absorb changes, it is equally important to ensure
that the architecture retains its flexibility throughout the maintenance process. Due to the
number and frequency of changes to mature systems, maintenance has been regarded as the
most expensive phase of the software lifecycle. Therefore, maintainers must understand how
individual changes affect the overall architecture.

Effectively maintaining software is an essential activity for software engineers. As
software systems evolve to keep up with technological advancements and meet the needs
of increasingly demanding and sophisticated users, software maintenance tools and methods
must also advance to remain effective. The terms software maintenance and software
evolution have often been used interchangeably. However, these two terms refer to different
aspects of software development.

Software maintenance refers to:

The process of modifying a software system or component after delivery to correct
faults, improve performance or other attributes, or adapt to a changed environment
(IEEE standard glossary of software engineering terminology 1990).

Software evolution is defined as:

The dynamic behavior of programming systems as they are maintained and enhanced
over their lifetimes (Belady and Lehman 1976).

Software evolution is also loosely defined as: change over time. This change should be
consistent with the designer’s intentions even when unplanned phenomena occur that affect
the system (Godfrey and German 2008). Software engineers need tools and techniques that
not only assist in the maintenance process, but also help them characterize system evolution
so they can properly handle any deviations.

Late-lifecycle changes (i.e. requested or required changes that occurs after at least
one cycle of the development process has been completed and a working version of
the system exists) are of particular interest when trying to minimize the increase in
system complexity. These crucial changes result in time pressures that prevent devel-
opers from fully evaluating the change’s impact on the architecture. As a result, the
architecture degrades, leading to lower system quality and making future changes
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more difficult (Belady and Lehman 1976; Lehman et al. 1998a). Furthermore, uncon-
trolled system evolution also degrades the architecture leading to an increase in
change difficulty (Eick et al. 2001; Hochstein and Lindvall 2005). This situation
results in confusion for developers which leads to either a major reengineering effort
or an early retirement of the system (Brooks 1975; Hochstein and Lindvall 2005).
Change difficulty is reflected by the cost (in person-hours), interval (time to com-
plete), quality of the change, and actual work performed by the developer (e.g., LOC
changed, modules touched).

To address these problems, developers need a way to better understand the effects of a
change prior to its implementation. Previously we performed a systematic literature review
to create the Software Architecture Change Characterization Scheme (SACCS) in response
to the ever-increasing demand of software engineers to effectively assess and implement
late-lifecycle changes (Williams and Carver 2010). These late changes are a part of the
regular maintenance process, but they also affect the evolutionary characteristics of the
system. Other researchers have classified changes and developed tools for change assess-
ment, but much of that work focuses on atomic, code-level changes without assessing the
impact to the architecture over time (Chesley et al. 2005; Ferzund et al. 2009; Fluri and Gall
2006; Kim et al. 2005; Ren et al. 2004a).

SACCS helps software engineers perform routine maintenance operations and
provides a means to characterize system evolution over time. It assists maintainers
by allowing them to characterize a change request prior to its implementation. This
activity provides a systematic way for all developers interested in the change to
conceptualize and better understand how they should implement the change and what
effect that change will have on the architecture. SACCS also provides a framework
that allows developers with differing opinions to discuss a change and reach consen-
sus on the change’s impact. Developers use SACCS to augment the information
typically reported during development (e.g., check-in comments, forum posts, blog
entries etc.). The SACCS characterization for a change request is recorded along with
the issue in the project’s issue/bug tracking system. This recorded characterization
provides additional insight into the type, scope, effect and location of the change. As
changes are requested, characterized and implemented, future changes with similar
characteristics can be modeled based on change history. Application-specific heuristics
can then be developed to help software engineers address certain types of frequent
changes. When new changes are more difficult to implement than previous changes,
developers will have a quantitative basis upon which to ascertain whether to refactor
the software.

This paper describes three empirical studies conducted to evaluate and improve SACCS.
We published one of the three studies and the systematic review mentioned above (Williams
and Carver 2007; Williams and Carver 2010). This paper’s contribution includes the
presentation of the results from the other two studies and lessons learned from the combined
studies. The results support SACCS’s usefulness as a tool for qualitatively assessing change
impact and its serving as a platform for discussion among developers considering a change
request. SACCS enables developer to express the properties and attributes of architecture
components that are targets for a change. It also supports novice developers in performing a
comprehensive assessment of change impact. The remainder of this paper is organized as
follows: Section 2 describes related research. Section 3 presents the SACCS details.
Section 4 describes each study along with its results. Section 5 discusses the results and
conclusions. Section 6 explains the major threats to validity. Finally, Section 7 contains the
conclusions and future work.
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2 Background and Related Work

This section describes literature on important concepts and related work that motivated the
development and analysis of SACCS.

2.1 Software Change

Software change is inevitable. The need for change arises from multiple sources, including: a
change in user needs, a change in the operating environment, a problem in the software, or
even the need to prevent future changes. Software engineers are developing increasingly
sophisticated ways to handle changes, regardless of their origin.

Software change is a well-studied topic. Manny Lehman, a pioneer of the study of
software changes, identified the Laws of Software Evolution (Lehman 1980). These laws
describe characteristics of evolving (E-type) software. E-Type software must continually
evolve to maintain user satisfaction (Lehman and Belady 1985). SACCS specifically
addresses the negative effects resulting from Laws I, II, VI, and VII.

Law I Continuing Change. Software is continually maintained and developed due to the
mismatch between its current capability and the environmental requirements (Leh-
man 1980). This mismatch could result from changes in: protocols, standards,
hardware, or handing utilization needs. Developers can systematically handle
changes if they understand the reason for the change.

Law II Increasing Complexity. If developers do not properly handle changes, the software
tends to become more complex. Changes resulting from adaptation can lead to an
increase in the interactions and dependencies. These interactions may be unstruc-
tured and increase entropy. If developers to not properly handle entropy, the
software will become too complex for developers to adequately maintain. Law
II is one of the primary reasons why the maintenance phase is typically the most
expensive phase of software development. To reduce and manage complexity,
developers need better ways of understanding changes and how to incorporate
those changes into the architecture.

Law III Continuing Growth. The number of modules tends to increase linearly with each
release. Developers must continually increase functionality to maintain user
satisfaction over the lifetime of a system (Lehman 1980). While this law is similar
to Law I, instead it focuses on changes that result from the users’ tendency to
demand a more robust set of features. These changes also result from features that
users deem unsatisfactory (Lehman 1996).

Law IV Declining Quality. This law grows out of the previous three laws (Lehman et al.
1998b). As changes are made, complexity increases. Introduction of new features
results in software growth. These two factors reduce the perceived quality of the
software. When software quality is reduced, its users encounter more problems,
which leads to higher maintenance costs. To address these user-related problems,
developers must make changes. These changes are likely to further increase the
complexity and size of the software which will, in turn, further reduce its quality
(Lehman and Belady 1985). If it is not properly addressed, this cycle results in a
continuous downward spiral of quality.

As a result of the frequent study of the Laws of Software Evolution (Cook et al. 2001;
Godfrey and Tu 2000; Herraiz et al. 2006; Raja and Barry 2005), researchers have developed
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methods for handling changes, e.g., using change classification schemes, performing impact
analysis, and developing effort prediction models (Giroux and Robillard 2006; Graves and
Mockus 1998; Li et al. 2004; Nurmuliani et al. 2004; Ostrand et al. 2007). Many of these
existing approaches incorporate the use of automated tools to extract data from repositories
to assess their classifications and change impact. These methods continue to advance. There
is a need however for empirical analysis using quasi-experimental designs to assess how end
users perceive and benefit from the use of such tools. A subjective, developer focused
assessment is needed to evaluate changes not just at the code level using a software tool,
but also at the architecture level using system architects. As more research is conducted
to understand changes, more must be done to help practitioners implement changes.
Practitioners then will not have to suffer from an uncontrollable increase in complexity
or decline in quality. This paper attempts to address these limitations with the series of
studies described.

2.2 Late Changes

Late changes are changes that occur after at least one completed development cycle. These
late changes tend to increase software complexity. This phenomenon of increasing com-
plexity has been referred to by different names. Eick, et al., called the problem code decay.
They found that a 15-year old system became much harder to change over time. One cause
of this decay was the violation of the original architectural design of the system (Eick et al.
2001). Lindvall, et al., called the problem architectural degeneration. They found that even
for small systems the architecture must be restructured when the difficulty of making a
change becomes disproportionately large relative to its size (Lindvall et al. 2002). Parnas
used the term software aging to identify increased complexity and degraded structure. He
noted that degraded structure increases the number of bugs introduced during incremental
changes (Parnas 1994). Finally, Brooks stated that “all repairs tend to destroy the structure,
to increase the entropy and disorder of the system…more and more time is spent on fixing
flaws introduced by earlier fixes” (Brooks 1975).

2.3 Change Classification

Change classification schemes have been used to qualitatively assess the impact and
risks of making certain types of changes (Briand et al. 2003; Briand et al. 2006). Some
research has focused specifically on source code changes. Kim, et al., described a
taxonomy of signature changes, that is, small changes to function names, parameters,
or orderings in source code (Kim et al. 2005). Ren, et al., developed a taxonomy that
includes adding, deleting, and modifying fields, methods, and classes in source code.
They developed a tool that automates impact assessment of these atomic (i.e., method
level) changes (Ren et al. 2004b). Others have looked at atomic changes and their effect
on code structures such as scope changes, inheritance deviation, signature changes,
modifier, attribute, class declaration, interface and variable changes (Chaumun et al.
2002; Chesley et al. 2005; Fluri and Gall 2006; Kung et al. 1994). Van Rysselberghe
and Demeyer observed frequently applied changes and classified their causes as intro-
duction of duplicated code, repositioning a code fragment, and temporarily adding a
code fragment (Van Rysselberghe and Demeyer 2004). While these approaches are valid
ways to classify changes at the functional level, our approach differs in that its focus is
on the architecture. SACCS also benefits from developer experience and is not an
automated process like many of the methods listed above.
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Change classification schemes also allow developers to group changes based on different
criteria, e.g. cause, type, location, size or potential impact. This grouping allows developers to
identify a common approach to address similar changes, thereby reducing the overall mainte-
nance effort required compared with addressing each change individually (Nurmuliani et al.
2004). Changes can be classified on a continuous scale ranging from purely architectural
changes to functional changes. Purely architectural changes affect only the architecture and
not user-observable functions (Nedstam et al. 2004). Architectural changes, which often take
place to satisfy a quality attribute or non-functional requirement, are often referred to as
refactoring or restructuring (Bosch 2000). They typically impact larger parts of the system
and consist of changes across multiples classes and packages.

Sommerville defined the three major types of changes. Perfective changes result from
new or changed requirements and improve the software to better meet user needs. Corrective
changes occur in response to defects. Adaptive changes occur when moving to a new
environment or platform or accommodating new standards (Sommerville 2004). Lientz
and Swanson studied the frequency of the different types of software maintenance activities
in organizations and observed that 65 % of changes were perfective (Lientz and Swanson
1980). Preventative changes ease future maintenance through restructuring or reengineering
the software (Mohagheghi and Conradi 2004).

Nedstam described the architecture change process as a series of steps (Nedstam et al.
2004):

1. Identify an emergent need
2. Prepare resources to analyze and implement change
3. Make a go/no-go feasibility decision
4. Develop a strategy to handle the change
5. Decide what implementation proposal to use
6. Implement the change.

An architectural change characterization scheme addresses steps 2, 3, and 4 by helping
developers conceptualize the impact of a proposed change through examination of the
change request features.

3 Software Architecture Change Characterization Scheme (SACCS)

This section introduces SACCS. Section 3.1 provides a description of the development of
SACCS and an overview of its contents. Section 3.2 describes how SACCS can be used.
Finally, Section 3.3 introduces a series of empirical evaluations of SACCS, which are
discussed in more detail in Section 4.

3.1 Development of SACCS

SACCS was designed to characterize the effects of architecture changes to object-oriented
software systems and provide a structured approach for impact analysis. SACCS was created
to address the risks of architecture degeneration. It has been refined using results of the three
empirical studies described in this paper. The final version (Fig. 2) was completed based on
the study results and a systematic literature review of late changes, which included 130
papers from software engineering journals and conferences (Williams and Carver 2010). The
high-level question that drove the review was:
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Can a broad set of characteristics that encompass changes to software architectures be
identified using the current software engineering body of knowledge and be used to
create a comprehensive change assessment framework?

This question was then refined to identify specific characteristics of changes that impact
software architecture. These questions include:

1. What are the attributes of existing software change classification taxonomies?
2. How are software architecture elements and relationships used when determining the

effects of a software change?
3. How is the architecture affected by functional and non-functional changes to the system

requirements?
4. How is the impact of architecture changes qualitatively assessed?
5. What types of architecture changes can be made to common architectural views?

The systematic literature review answered these questions and identified a set of charac-
teristics that were included in SACCS. We assigned attributes that further describe the
features of the characteristics that are elaborated further in Section 3.1.1. In addition, the
answer to Question 4 led to the development of the Overall and Specific Impact Scales
(described in the following subsections) that help developers qualitatively predict the impact
of the change.

SACCS evolved based on feedback received from the three studies. The initial version of
the scheme focused on change classification, requiring the user to make a discrete choice for
the value of each attribute. Version 2 refined the original approach by allowing users to
assigning ratings for each attribute based on the anticipated impact. This version also
enhanced the architectural focus by providing an indication of changes to the logical (e.g.,
module decomposition, layers) and runtime (e.g., pipe & filter, parallel processing) views.
Version 3 added attributes that focus on developer experience (i.e., minimal, localized to a
module/subsystem, or extensive) and Version 4 provided insight into the context of the
change request (e.g., stakeholder source, criticality). Table 1 lists the successive versions of
SACCS. The most current version (v4) of SACCS (e.g. after the evolution that resulted from
the studies) is briefly presented in the following subsections. More details can be found in
the SACCS systematic literature review (Williams and Carver 2010).

3.1.1 General Characteristics

Figure 1 provides an example of the graphical notation used to describe SACCS. The key
shows the attributes of a feature model which is the chosen representation for SACCS in this
paper. A feature model can be used to show features of a particular system and its
functionality (Batory 2005; Kang et al. 1990). The features of SACCS are the characteristics
used to describe changes. The characteristics can be either optional or mandatory. For each

Table 1 SACCS evolution

Version Description

SACCS v1 Original classification scheme featuring orthogonal change attribute classes

SACCS v2 Introduction of impact scales for logical/runtime view modifications

SACCS v3 Additional of developer experience attributes

SACCS v4 Change context additions including criticality and source of change request
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characteristic, there are several attributes that are either selected exclusively (xor) or a rating
is provided that allows the user select multiple attributes for a single characteristic (or). A
developer users the Overall Impact Scale, ranging from ‘0’—No Impact to ‘4’—Major
Focus (Table 2) to indicate the extent of the effect of each attribute (e.g. for Criticality/
Importance the developer rates risk, time, cost, safety and requested each on the 0–4 scale)
where multiple selections are permitted. Figure 2 illustrates the general characteristics that
describe how a change affects the software and the development environment. The
topmost set of characteristics represent metadata of the change request and the bottom-
most group highlight the characteristics of change implementation. For readers who are
interested in a more thorough description of SACCS and its characteristics, we provide
a more thorough description in the previously mentioned systematic literature review
(Williams and Carver 2010).

3.1.2 Specific Characteristics

The purpose of the specific characteristics is to allow the developer to analyze the architec-
ture in more detail to determine how to implement the change. The Specific Impact Scale
(Table 3) describes the magnitude of the changes that can be made to the various architectural
structures.

Fig. 1 General characterization
shapes key

Table 2 Overall impact scale (Williams and Carver 2010)

Rating Name Description

0 No impact The property will not be affected by the change request

1 Cosmetic impact The property will be minimally effected with only a
surface level impact

2 Minor impact The property must be considered when planning the
implementation of the change request

3 Substantial impact This property will require considerable attention during
the planning, implementation, and validation of the
change request

4 Major focus of change This property is one of the primary reasons for the change
request and will require an extensive amount of
resources to complete
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Fig. 2 SACCS general characteristics (Williams and Carver 2010)
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SACCS groups the characteristics depending upon the static and dynamic relationships
among the architectural elements. The goal of the specific characteristics is to help a
developer indicate, in a comprehensive manner, which portions of an architecture will be
affected when implementing a change.

Figures 3 and 4 illustrate the specific logical and runtime characteristics included in
the SACCS. Any characteristic a developer identifies as being important during the
rating of the General Characteristics (i.e. given a score of at least 1) he must further
describe by giving the related Specific Characteristics a rating from the Specific
Impact Scale (Table 3).

3.1.3 Logical Characteristics

The logical characteristics describe changes that can be made to elements of the logical
(static) views of the system architecture. Figure 3 provides a visual overview of these
characteristics along with the details of the types of changes that can be made. These
changes include adding, modifying, and removing elements and/or the connections between
them.

The Dependency Relationships view describes the system modules and the relations
between them. The Layers view describes how the system is divided into hierarchical
layers. The Inheritance Structure view depicts parent–child-sibling relationships among
modules. TheModule Decomposition view is the basic view of the system at varying levels
of abstraction. The Source Structure view represents the location of the source code in
folders.

3.1.4 Runtime Characteristics

The runtime characteristics describe changes that can be made to the portions of the
architecture that describe the dynamic aspects of the software. These views contain execut-
able components and the connections between them. Figure 4 shows the types of changes
that can be made to different parts of the architecture.

The Control Flow Processing view shows how system processes interact through a
pipe-and-filter representation of the architecture. The Repository Access view shows
the system in terms of its database and accessor relationship. The Concurrent
Processes view shows the way processes interact as system threads. The Component
Interaction view shows process interaction through the sharing of information in a
publish-and-subscribe architecture view. The Distributed Components view shows

Table 3 Specific impact scale
(Williams and Carver 2010) Rating Name

0 No impact

1 Small impact—single module/component

2 Small impact—multiple modules/components

3 Significant impact—single module/component

4 Significant impact—multiple modules/components
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how remote processes interact. The Component Deployment view shows the compo-
nents and their location on system hardware.

3.2 Use of SACCS

To use SACCS in support of a system modification, a developer first characterizes the
change request using the general characteristics described in Section 3.1.1. The general
characteristics describe the change’s motivation, type, size, impact on static and dynamic
properties, and effect on functional and nonfunctional requirements. For each general
characteristic, the developer assigns a value from the Overall Impact Scale based on his
expectation of the magnitude of the overall change effort. For example, a product owner

Fig. 3 Logical characteristics (Williams and Carver 2010)

Fig. 4 Runtime characteristics (Williams and Carver 2010)
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receives a stakeholder request for a new feature whose implementation is essential for
continued safe operations of a safety critical system. This developer then assigns
values of ‘3’ for the risk attribute of the Criticality/Importance characteristic and ‘4’
for the safety attribute. The developer then examines each attribute to determine if a
value greater than ‘0’ on the impact scale is needed based on his understanding of the
change request.

After characterizing the change request using the general characteristics, the devel-
oper then proceeds to further specify the change request using the specific character-
istics (Sections 3.1.2, 3.1.3, 3.1.4). For each logical and runtime characteristic that
was rated with a value of at least 1 in the general characteristics, the developer then
further characterizes the change using the related specific characteristic.

3.3 Empirical Evaluation of SACCS

To examine the viability of SACCS, we conducted three empirical studies at Mississippi
State University (MSU) in the split-level (i.e., graduate and senior undergraduates) Software
Architecture and Design Paradigms course in successive years. The course was designed to
teach the students concepts related to various architectural views and how to document an
architecture description. The goal of the three studies was to evaluate the usefulness of
SACCS and to suggest improvements. While each study had the same basic objectives, the
hypotheses changed based on lessons learned from the earlier studies. The study goals
became increasingly complex as time progressed. Study 1 addressed the feasibility of using
SACCS, Study 2 compared SACCS to an ad hoc method of change while assessing SACCS
as a framework for obtaining developer consensus, and Study 3 evaluated SACCS based on
the quality of changes produced using the tool.

Section 3.3.1 discusses the objectives and artifacts that are common to all three studies.
Sections 3.3.2, 3.3.3, 3.3.4 provide a high-level overview of the three studies along with the
major results to illustrate study evolution and provide context for the detailed discussions in
Section 4. The goal of this paper is to highlight important results from each study and draw
conclusions across all three studies, rather than to report the details of each study. The details
of each study can be found in Williams’ dissertation (Williams 2009).

3.3.1 Study Objectives, Artifacts and Data

Each study evolved based on the results of the previous study. While the hypotheses tested
changed slightly as the study evolved, the studies had three objectives in common:

Objective 1 Determine whether the use of SACCS helps developers make a more accurate
assessment of the architectural impact of a change prior to making the change
compared with the use of an ad hoc method

Objective 2 Determine whether SACCS provides utility to the developers
Objective 3 Identify how SACCS can be improved for use in a real development environment

Architecture changes tend to have an adverse effect on system quality when they are
implemented without taking the necessary precautions to prevent degradation (Lindvall et al.
2002). Therefore, the focus of each study was to assess how well the participants could use
SACCS to predict the architectural impacts of changes prior to their implementation. In each
study the participants used SACCS to characterize change requests prior to implementing the
change. Throughout each semester the students developed their own architectural document

430 Empir Software Eng (2014) 19:419–464



for a system based on the Tactical Separation Assisted Flight Environment (TSAFE)
requirements. TSAFE is a tool designed to aid air-traffic controllers in detecting and
resolving short-term conflicts between aircraft (Dennis 2003). This experience helped the
students understand both the TSAFE system and the software architecture concepts. As a
point of reference, the gold-standard (i.e. instructor’s) implementation of TSAFE contained
about 80 Java classes and 20K lines of source code. To ensure that all participants began
from the same baseline, unless otherwise noted, they made changes to the “gold standard”
version of the TSAFE architecture rather than the one they created earlier in the semester.
Table 4 lists the five change requests used across all three studies. We designed the change
requests to be complex enough to require architectural modifications while being simple
enough to implement in the allotted time. To serve as a baseline, prior to each study, the first
author used SACCS to characterize the implementation of each change request. The
characterizations were based on the actual, rather than predicted, implementation of the
changes. For each study, effort is approximated using the total number of LOC (when
applicable) and modules modified/added. We did not record the effort required for the
participants to characterize each change request. While SACCS does add overhead to the
change implementation process, evaluating a change using SACCS is not cost prohibitive.
We estimate that even novice developers, will complete a large portion of the characteriza-
tion in mere minutes based on the first authors experience. The difficulty increases in
relation to the difficulty of the required change. As the developer determines where the
change should be applied to the system and how he/she must approach the change, the
SACCS specific characterizations can be made. These remaining SACCS specific charac-
terization attributes can only be selected when an implementation strategy is set. SACCS
assists the developer to identify that strategy.

Common to all three studies, we collected various types of data to assess the fulfillment of
the study objectives and answer the specific questions posed in each study. The data
gathered included:

& SACCS Characterization – The participants used SACCS to predict the impact of each
change prior to making the change.

Table 4 Study change requests

# - Name Description & Impact

1 – Conformance Monitor (Study 1, 2, 3) Calculate whether flights are on set courses and visually
alert Air Traffic Control (ATC) if not. Add module,
determine interface, and change GUI classes.

2 – Feed Display (Study 1) Add connections to data feed to display raw flight
coordinates to ATC. Transfer data from low-level classes
that handle raw flight data to GUI modules.

3 – Loss of Separation Detector
(Study 2 and 3)

Visually alert ATC when 2 flights are within certain distance
from each other. Add module, determine interface, and
change GUI classes.

4 – Dynamic Mapping (Study 3) Include a new textual output window for presenting the results
(e.g. flight data); updates are in the same interval as in
the graphical output

5 – Command Line Interpreter (Study 3) Insert into the menu the option to change maps while running
TSAFE by adding a new tab to the “Parameters” dialog
called “Dynamic Maps.”
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& Updated Architecture Diagrams – The participants modified the architecture diagrams to
make the change.

& Change Detail – The participants used a form to describe, in detail, which modules and
components changed as a result of the change request.

& Rational for Change – The participants described the reasoning behind their specific
choices to justify why their approach to the change was valid.

& Survey and Experience Report – The participants provided qualitative data about the
change task including feedback on how SACCS could be improved.

We used Adobe Acrobat® to develop forms that the participants filled out electronically
to characterize the changes, record change detail, and their rationale information. The
participants also submitted the experience reports electronically. We used paper forms to
collect the survey data.

3.3.2 Study 1 – Feasibility

Study 1 evaluated the initial version of SACCS (v1). The study was a repeated-measures quasi-
experiment (without a control group). The participants were given two successive change
requests for the TSAFE system. The order of these changes was balanced within the group.
For each change, the participants characterized the change using SACCS and then proceeded to
make the change to the gold standard TSAFE architecture and code. The study results indicated
that 1) the participants characterization of each change tended to match the researcher’s
characterization, 2) the participants found SACCS easy to use and 3) SACCS had some
overlapping attributes and ambiguous definitions. The main weaknesses in this study were 1)
the lack of a comparison with non-SACCS participants and 2) requiring participants to
implement the changes was too time-consuming. The promising results of Study 1 motivated
the design of Study 2 to address the weaknesses in Study 1 through addition of a control group.

3.3.3 Study 2 – Comparison with Ad Hoc

Study 2 evaluated the second version of SACCS (v2). This study was a pre-test post-test
quasi-experiment. Study 1 did not provide any point of comparison against which to judge
the performance of developers who used SACCS. Therefore, the goal of this study was to
provide a point of comparison. In this study, the participants were given three successive
change requests for the TSAFE system. Unlike Study 1, the participants made the first
change without using SACCS. They were then taught SACCS and used it to make the
second and third changes. This design allowed us to compare the performance on the two
changes to determine any effect from SACCS. The results of this study supported the
findings of Study 1 and also found that 1) SACCS helps with effort estimation, 2) changes
with different SACCS characterizations require different amounts of effort to implement and
3) SACCS helps facilitate discussion among a development team. The main weaknesses of
Study 2 are 1) it did not provide any insight into the quality of the changes made as a result
of using SACCS and 2) it did not contain an independent control group against which to
compare results. Study 3 was designed to address this question.

3.3.4 Study 3 – Control Group

Study 3 evaluated the third version of SACCS (v3). This study was a repeated-measures
between-groups control group experiment. The goal of this study was to understand whether
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the quality of changes made using SACCS were better or worse than the quality of changes
made without SACCS. We achieved this goal by having participants make two changes to
the TSAFE system. Some participants, the control group, made these changes without using
SACCS during the analysis process while other participants, the experimental group, made
the changes with SACCS. The results of this study showed that 1) the use of SACCS
resulted in higher quality changes and 2) novice SACCS users were as effective as more
experienced SACCS users.

4 Experiment Planning, Execution and Analysis

The following subsections describe the details of each study. For each study, the
experimental tasks are described followed by the results. Section 5 summarizes the
results from all three studies. The general design for the studies was discussed in
Section 3.3. The version of SACCS used (Table 1) is listed in parenthesis for each
section header.

4.1 Study 1 – Feasibility (SACCS v1)

Study 1 was designed to gather evidence about the usefulness and viability of the initial
version of SACCS (Williams 2006). There were two hypotheses aimed at assessing how
well developers understood SACCS and whether there was a difference in implementation
effort for changes with different characterizations. The following subsections describe the
goals, hypotheses, experimental design, and results of Study 1.

4.1.1 Goals and Hypotheses

We defined the goal for this study using the GQM format (Basili et al. 1994):

Analyze SACCS in order to characterize it with respect to usability, effort prediction
and architecture impact estimation from the point of view of the researcher in the
context of a classroom study

The purpose of this study was to determine whether the initial version of SACCS was
useful to a developer while making a change. Based on this goal, the research hypotheses
were:

H1: Using SACCS, developers will consistently characterize changes
H2: Changes of different types will require different amounts of effort to implement.

H1 tested whether the participants would 1) use SACCS as it was designed and 2) reflect
an adequate understanding of its attributes in characterizing a change request. H2

tested whether changes with different characterizations required different amounts of
implementation effort. Specifically, H2 focuses on the difference between architec-
tural and functional changes. We recognize that different types of changes could
require the same amount of effort, but for this study, the seeded changes should
exhibit a significant difference in implementation effort. This requirement is funda-
mental for assessing the impact of various changes. If different types of changes
do not require different amounts of effort, then SACCS is not useful for effort
prediction.
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4.1.2 Experimental Design

This study was a repeated measures quasi-experiment with 15 participants. Prior to the study,
the participants created their own architectural design for the TSAFE system. Then, the
instructor (the second author) gave the participants feedback on their TSAFE architecture
documents. Each participant was then given two successive change requests, Feed Display
and Conformance Monitor (see Table 4). The order in which the participants received the
change requests was balanced across the sample. For each change, the participant began with
the gold standard TSAFE architecture and source code (i.e. they reverted to the gold
standard after making the first change). First, the participant used SACCS to characterize
their estimate of the change’s impact. Next, the participant modified the architecture
documentation to accommodate the change request. Finally, the participant implemented
the change in the source code. Figure 5 shows the experimental design of Study 1.

4.1.3 Experiment Preparation and Procedure

The version of SACCS used in this study differed from the one presented in Section 3. It
contained only a subset of the General Characteristics. In addition, the impact scale had four
levels instead of five: 0) No impact, 1) Small impact, 2) Significant impact, and 3) Major focus

Fig. 5 Study 1 design
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of change. Table 5 shows the detailed steps the participants followed. In Step A1, the instructor
gave the participants feedback on their TSAFE architecture assignments to identify flaws and
improvements that could be made. The researchers then gave the participants two 1-h training
lectures on how to make changes to software systems. The first lecture described the funda-
mental aspects of making changes and included a presentation of SACCS (T1). The second
lecture contained in-class examples using a fictional system (T2a) and a review of the TSAFE
“gold standard” architecture description used a baseline for making the changes (T2b). After the
training, the participants received the change tasks and had 3 weeks to complete both changes
(A2). Finally, the participants answered a post-study a survey to assess their experiences with
changing TSAFE using SACCS (A3).

4.1.4 H1 Results

H1 stated that the participants would characterize the changes consistently. Relative to this
hypothesis, we can make three observations based on the data collected.

Objective 1 The participants’ characterization of each change is similar to the researchers’
characterization of that change

This observation is based on the analysis of data provided by the participants who
submitted characterizations for both changes. The participants characterized each change
by scoring the SACCS Characteristics from 0–3 using the Impact Scale for the initial version
of SACCS. The participants made these characterizations prior to modifying the architecture
documentation or the code. If the participants correctly understood the attributes of SACCS
and how the changes would affect those attributes, then their characterizations should be
similar to the researcher’s characterizations (which were assumed to be correct because they
reflected the actual change implementation in the gold standard).

Table 5 Training and experimental tasks – Study 1

Task Description Time

A1 Researchers provide feedback on TSAFE Architecture Assignment

T1 Lecture on software change and presentation of (SACCS v1) 1-h

T2a In class architecture change exercise 1-h

T2b Review “gold standard” TSAFE architecture diagrams.

A2 Implement change request to architecture and source code (2 changes) 3-week

A2.1 Analyze change request

A2.2 Characterize change using SACCS

A2.3 Record change detail

A2.4 Submit characterization and rationale

A2.5 Change architecture diagrams and record effort

A2.6 Submit modified architecture and effort information

A2.7 Modify TSAFE source code and record effort

A2.8 Submit modified code, additional architecture changes, and effort data

A2.9 Submit experience report

Repeat A2.1 – A2.9 for 2nd change

A3 Post-study survey 1-h

A Activity, T Training
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The Overall Impact Scale is an ordinal scale. We computed the central tendency of the
participants’ rankings by taking the median value across all participants. We then analyzed
similarity between the participants’ rankings and the researchers’ rankings by comparing the
median of the participants’ characterization rankings to the researchers’ rankings. Figures 6
and 7 show how closely the median of the participants’ characterizations matches the
researchers’ characterization for Change #1 and Change #2 respectively. We also evaluated
the participants’ characterizations in terms of consistency between the participants. Figures 8
and 9 show the consistency among the participant characterizations. The x-axis on each
figure are the characteristics found in an earlier version of SACCS.

This data indicates that: 1) the participant characterizations were similar to the
researcher’s; therefore participants likely understood the characterization scheme
(Agreement with researcher characterizations show that the participants had a fair
understanding of how to use SACCS to assess the level of impact each change would
have on the TSAFE architecture and source code—Cronbach’s Alpha 0.842 for
Change #1 and 0.879 for Change #2—higher values indicate a higher degree of
consistency), and 2) while the median values of the participants’ characterization were
similar to the researcher’s characterization, they were not in complete agreement, as
seen by the distribution of the ratings. There was one attribute, “Add” where less than
half of the participants (7) selected the same impact rating (see Figs. 8 and 9). The
low agreement is an indication that the participants had difficulty determining whether
adding modules to address each change request was the major focus versus simply
modifying existing modules.

Objective 2 Survey results show that SACCS was useful

At the end of the assignment, we asked the participants to describe any inconsistencies
they found in SACCS and how it could be improved. We also asked the participants to
indicate their level of agreement with the following statements using a scale ranging from 1
(Totally Disagree) to 5 (Totally Agree). The words in parentheses refer to the labels in
Fig. 10, which shows the results:
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& The attributes are logical and easily understood (Logical Attributes)
& The scheme would be beneficial to a developer making a change (Beneficial for

Developers)
& The scheme has practical application in industry (Practical for Industry)
& The scheme is easy to use (Easy to Use)
& After classifying both changes, I had an idea of which would be the most difficult to

implement (Difficulty Measure)
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Figure 10 shows that the responses are generally skewed towards the Agree and Totally
Agree categories. For the first three statements, only one participant indicated any level of
disagreement. The fourth and the fifth statements had more disagreement than the first three
statements. These results provide some confidence in the usefulness and practicality of
SACCS. We further evaluated the survey results by running a one-sample Wilcoxon signed
ranks test, (a non-parametric equivalent to the one-sample t-test). This test was used to

Fig. 9 Consistency (Change #2)

Fig. 10 Study 1 survey results
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determine whether the participants rated each attribute significantly positive. We chose ‘3’
(Neither Agree or Disagree) as the hypothesized median for each response with a signifi-
cance level of 0.05. The null hypothesis states that the participants valued using SACCS and
would rate each statement positively. The hypothesis was accepted for three of the five
statements. These results are shown in Table 6 with significant results shaded.

Objective 3 SACCS contains some overlapping attributes and ambiguous definitions.

One of the survey questions asked participants to identify ambiguities and inconsistencies
in the SACCS attribute definitions. The answers given by the participants along with a count
(in parentheses) of the number of participants that gave the response are shown below:

& Need a more clear definition of “System” for the Enhancement changes—could be
system interface (5)

& Need a more granular scale for the “Functional vs. Architectural” attribute (5)
& Definitions of “Adaptive” and “Perfective” are too similar (4)
& Program/Subsystem attribute is not needed (2)
& “Documentation” and “Source Code” are the same attributes (2)
& “Corrective” class not needed for Defects category (2)
& “Interface” definition should be split into separate definitions for system interfaces and

GUI interface (1)
& Should define the scale used for impact measurement of each attribute by providing

examples of changes to similar systems and the results the chosen impact value had on
the system (1)

& Need a clearer definition of “Static” and “Dynamic” properties (1)
& Need a rating for number of modules that will be affected by the change (1)
& “Requirements” should be added to the Issues section of the Defect category (1)

These comments illustrate the participants’ confusion with some of the attributes and
provide insight into why SACCS was not viewed as being as easy to use as we hoped. The
comments also illustrate why many participants believed it would be difficult to predict
which change would require more effort simply based on its characterization. Based on these
comments, we modified SACCS.

4.1.5 H2 Results

H2 stated that changes of different types would require different amounts of effort to
implement. Based on the data, we can make one observation relative to this hypothesis.

Objective 4 Change #2 (Feed Display) required more effort than Change #1 (Conformance
Monitor)

Table 6 Statistical survey
results – Study 1 Factor p-value (Wilcoxon

Signed Ranks Test)

Logical Attributes 0.002

Beneficial for Developers 0.003

Practical for Industry 0.001

Easy to Use 0.058

Difficulty Measure 0.544
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Although most participants were not able to completely implement both changes, a
majority (12/18) stated that they believed Change #2 would require more effort and would
be more difficult to implement than Change #1. This result matches the reality that Change
#2 actually required more effort for the researcher to implement than Change #1 required.
This qualitative response is explained in part by the different characterization of the two
changes. The characterization of Change #2 suggested a larger effect on the source code and
a need for more code to be added. The large number of module changes for Change #2
reflects dependencies between the modules that required at least 7 module changes for each
participant that implemented the change request.

In addition to the qualitative responses, we used WinMerge,1 a differencing tool to
compute the actual number of modules and LOC changed. The data shown in Table 7 came
from the five participants who completed the implementation of at least one of the two
changes. This data indicates that, consistent with the qualitative data, Change #2 did require
more LOC and modules to be changed. Because only three participants completed both
change requests, it was not appropriate to conduct statistical tests on this data.

These quantitative results coupled with the qualitative data provide initial evidence that, if
used correctly, SACCS helps developers gain insight into the relative difficulty of changes.
This observation needs to be further evaluated with additional studies.

4.1.6 Study 1 Conclusions and Lessons Learned

Study 1 provided the first user-centered analysis of an early version of SACCS. This study
focused on determining whether SACCS was useful enough to warrant further evaluation
and development. The results indicated that a more refined version of SACCS would be
beneficial for use in future studies. This study however, showed that SACCS could be easily
taught to and used by novice developers. It also revealed weaknesses regarding redundancy
and ambiguity in the definition of some SACCS the attributes. One of the major benefits of
this study was that it demonstrated that changes with different characterizations actually
resulted in different implementation efforts (i.e., LOC and module changes).

In addition to the results, we also learned some lessons about conducting software
architecture studies that motivated changes for Study 2. First, requiring the participants to
implement changes in source code proved to be ineffective given the short time-frame of the
study. Only three participants were able to fully implement both change requests, resulting in
too few data points for statistical analysis. Second, this study did not include a control group
against which to compare the use of SACCS. These issues prompted the need for Study 2.

4.2 Study 2 – Ad Hoc Comparison (SACCS v2)

Based on the lessons learned in Study 1, we designed Study 2 to allow for comparison
against use of an ad hoc approach for making a change (Williams and Carver 2007). We also
evaluated SACCS as a method to measure developer consensus when analyzing a change’s
impact. The following subsections describe Study 2 in detail.

4.2.1 Goals and Hypotheses

The main goal of this study was to gain further insight into the feasibility and usefulness of
SACCS. The two majors additions were: 1) compare SACCS to an ad hoc method and 2)

1 http://winmerge.org
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determine how well the participants could analyze the impact of the change prior to
implementation. The GQM goal was:

Analyze SACCS in order to understand it with respect to usability, viability, and
architecture impact estimation from the point of view of the researcher in the context
of a classroom study

In lieu of a hypothesis, this study addressed several research questions that needed to be
answered prior to conducting further studies. These research questions were:

1. How well did the participants’ change characterizations match the researcher’s change
characterization?

2. Is SACCS easy to use?
3. Does SACCS support effort estimation?
4. Do changes with different SACCS characterizations require different amounts of effort

to implement?
5. Does SACCS add value to the change process?
6. Does SACCS facilitate communication among developers?

4.2.2 Experimental Design

There were 25 participants in this study, which occurred during the final two homework
assignments of the semester. To address the shortcomings of Study 1, we introduced three
major changes to the design for Study 2. First, the participants modified only the architecture
documentation and not the code. Second, participants worked with a partner for a portion of the
study tasks. Third, we added a pre-test task without SACCS. This study followed a repeated-
measures pretest-posttest design. Each participant completed three change requests. The par-
ticipants made the first change request using an ad hoc approach. Therefore this change served
as treatment pre-test against which the later tasks could be compared. After the first change, the
researchers trained the participants in the use of SACCS prior to assigning them the second and
third change requests. Figure 11 shows the experimental design of Study 2.

4.2.3 Experiment Preparation and Procedure

To make the assignments tractable and to address the shortcomings of Study 1, the
participants were required to change only the architectural diagrams. Table 8 lists the

Table 7 Change implementation
results Subject Change LOC Changed Modules Changed

S5 C1 19 2

C2 25 7

S10 C1 19 2

C2 N/A N/A

S13 C1 N/A N/A

C2 13 3

S14 C1 16 2

C2 36 8

S17 C1 11 2

C2 37 7
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Fig. 11 Study 2 design
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training and experimental tasks for Study 2. After trainings T1 and T2, which were similar to
those given in Study 1 without the SACCS training, the participants completed the CM
change request (Table 4) as a homework assignment. The participants analyzed the archi-
tecture, changed the architecture diagrams, recorded the details of the change, and provided
justification and rationale for the change (A1a). After each participant completed their
individual change, they were randomly assigned a partner. Each pair repeated the process
jointly that they had done individually (i.e. analyze, change, record detail and provide
rationale). They submitted their updated architecture diagrams and change detail forms,
which were used to record any architectural modifications. They also submitted a report
describing their interaction and comparing the pair-solution with the two individual solutions
(A1b). Pairing participants addresses research question 6 in Section 4.2.1 to determine if
SACCS can be used to facilitate discussion between developers about changes.

Next, the researchers trained the participants on the use of SACCS including a detailed
description of SACCS, definitions of each characteristic, along with their associated values,
how to use the impact scales, and how SACCS is incorporated into the change process (T3).
Finally, we gave them a sample system and some example change requests along with the

Table 8 Training and experimental tasks – Study 2

Task Description Time

T1 Lecture on software change overview 1-h

T2a In class architecture change exercise 1-h

T2b Review “gold standard” TSAFE architecture diagrams.

A1a Perform individual architecture change 1-week

A1a.1 Analyze change request

A1a.2 Change architecture diagrams

A1a.3 Record change detail and rationale for change

A1b Perform architecture change with partner

A1b.1 Agree on architecture change

A1b.2 Change architecture diagrams

A1b.3 Record change detail, rationale and differences from individual changes

A1b.4 Submit experience report

T3 SACCS training 1-h

T3.1 SACCS Characterization exercises

A2a Perform individual architecture change 2-week

A2a.1 Analyze change request

A2a.2 Characterize change using SACCS

A2a.3 Change architecture diagrams

A2a.4 Record change detail

A2b Perform architecture with partner

A2b.1 Analyze change request

A2b.2 Characterize change using SACCS

A2b.3 Change architecture diagrams

A2b.4 Record change detail

A2b.5 Submit experience report

A3 Post-study survey 1-h

A Activity, T Training
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SACCS characterizations of those change requests (T3.1). In the next homework assign-
ment, the participants worked on two TSAFE change requests. They returned to the original
“gold standard” version of the TSAFE architecture before making each change. The
participants performed the same steps as in the first assignment with the additional step of
characterizing the change requests using SACCS before making the change. The steps
followed by the participants included: characterization of the change request, modification
of the architecture diagrams, and documentation of the change (A2a). The participants were
then assigned a different partner than in the first homework assignment to perform the
changes as a pair. Again, each pair had to arrive at a consensus on the change characteriza-
tion and implementation detail. They also had to provide a description of how they used
SACCS to facilitate their discussion and the differences between the pair solution (i.e.
characterization and change detail) and the participant’s individual solutions (A2b). Finally,
the participants completed a post-study survey (A3).

4.2.4 Results

For each research question posed in Section 4.2, we provide a summary of the results here.
More detailed results have already been published (Williams and Carver 2007).

1. How well did the participants’ change characterization match the researcher’s change
characterization?

The answer to this question comes from the Change 2 and Change 3 characterization data
submitted by the participants. If the participants correctly understood the SACCS attributes
and how the change requests would affect those attributes, then their characterizations
should be similar to characterizations by the researchers (which were based on the actual
implementation of the changes). Any discrepancies are likely caused by a partial or complete
misunderstanding of the SACCS attributes and/or the TSAFE architecture.

In order to determine the accuracy of the participants’ characterizations, for each attribute, we
compared the median value of the participants’ scores with the value derived from the research-
er’s actual implementation (see Figs. 12 and 13). We used Chronbach’s Alpha to measure the
level of agreement. The results showed an Alpha value of 0.844 for Change 2 and 0.912 for
Change 3 for the General Characterization. These high values allow us to conclude that the level
of agreement between the participants’ and the researcher’s is high. Therefore, a majority of
participants seemed to have understood how to use SACCS. There does exist some discrepancy
in the researcher ratings compared with the participants. The participants had difficulty identi-
fying the runtime impact for Change 2. As a group, their characterizations did not show any
impact to several runtime characteristics, namely “DistComp (Distributed Components)”, “Con-
cProc (Concurrent Processes)”, “RepAcc (Repository Access)”, and “ContFlowProc (Control
Flow Processing)”. Each represent aspects of the systems runtime that should be modified to
implement the change. This change required modifications to the flow of data through the
system and affected how the system processed information. The participants indicated a
greater impact to the logical structure possibly thinking that several new modules should
be added to handle the data instead of modifying existing code to propagate the dataflow
through the system.

2. Is SACCS easy to use?

In the post-study survey, the participants were again asked to indicate their level of
agreement with the following statements about the usefulness of SACCS using a 5-point
scale, ranging from 1—Totally Disagree to 5—Totally Agree:
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1. The attributes are logical and easily understood
2. The scheme is beneficial for a developer making a change
3. I understood the effect of the changes to the system architecture better using the scheme

than without it
4. The scheme was detailed and covered all aspects of the architectural implementation
5. The change scheme helped me to understand the impact of the change request

Fig. 13 Change 3 characterization accuracy

Fig. 12 Change 2 characterization accuracy
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Figure 14 shows that the responses are generally skewed towards the Agree and Totally
Agree categories. To test whether this observation is supported statistically, we conducted a
similar analysis as in Study 1. We conducted a Wilcoxon Signed-Ranks test to determine
whether the responses were significantly higher than ‘3’ (the midpoint). The result of this
analysis, in Table 9, shows that all statements were rated significantly positive.

3. Does SACCS support effort estimation?

For each change request the participants estimated the number of modules and compo-
nents that would change. The participants also indicated which change would require the
most effort to implement. Seven of 16 participants identified Change 3 as the most difficult,
six chose Change 2, and the remaining three chose Change 1. In reality, Changes 1 and 3
were similar in terms of their impact on the architecture and actual implementation (both
were implemented by adding one module and modifying 7). The difference between Change
1 and 3 is that the participants used SACCS to characterize Change 3, while they used an ad
hoc approach to characterize Change 1. We hypothesize that more participants chose Change
3 as the most difficult because of the rigor of using SACCS which forced them to consider in
detail which aspects of the architecture would be affected, while on Change 1 they did not
have such detailed guidance. This increase could also be due to a learning effect as the
participants gained experience from evaluating successive change requests up to Change 3.

The mean number of module changes estimated for Change 1 was 1.84 and for
Change 3 was 2.88. This difference was statistically significant (t40−2.153, p00.036 [t-test];
Z0−2.399, p00.016 [Mann–Whitney]). This result, while still well short of the actual number
of modules that had to be changed (7), suggests that the subjects were able to identify the need
for additional architectural changes when using SACCS (Change 3) that were not apparent
without using SACCS (Change 1).

4. Do changes with different SACCS characteristics require different amounts of effort to
implement?

Fig. 14 Study 2 survey results

446 Empir Software Eng (2014) 19:419–464



Change 2 was a perfective enhancement that was a functional change and did not require
the addition of any modules. This change required the modification of a few LOC in a large
number of modules. Change 3 was also a perfective enhancement that was both a functional
and an architectural change because it required the addition of a significant architecture
module. Table 10 shows the implementation detail for Change 2 and Change 3 (based on the
researcher’s implementations). Changes 2 and 3 had different SACCS characterizations. The
changes also had different implementation effort in terms of LOC and modules modified or
added. This result indicates that SACCS may be useful in understanding the relative
implementation effort of changes.

5. Does SACCS add value to the change process?

In the post-study survey the participants gave their opinions of SACCS, how SACCS
could be improved, and any problems that they encountered while using SACCS. This
information helped us better understand the strengths and weaknesses of SACCS and
improve it. Following is a list of responses from the participants along with the number of
participants that gave each response shown in parentheses. The participants said that
SACCS:

& Aids in determining which changes should be made to each architecture view and the
impact the change will have on the view (7);

& Helped ensure thoroughness of change detail (6);
& Would be a good communication tool for project managers, software architects, main-

tainers, and developers (6);
& Is good for large changes but not practical for small changes (5);
& Has too many attributes (5);
& Requires more training in its use than was provided (3);
& Is complete with the right level of detail (2);

6. Does SACCS help facilitate communication among developers?

In each assignment, the participants first worked individually then with a partner. These
two steps allowed us to study the interaction between the participants to determine whether

Table 9 Statistical survey
results – Study 2 Factor p-value (Wilcoxon

Signed-Ranks Test)

Logical 0.005

Beneficial < 0.001

Understand Arch. Effects 0.046

Detailed Scheme < 0.001

Change Impact < 0.001

Table 10 Change detail
Detail Change 2 Change 3

Feed Display LOS Detector

Modules Modified 7 7

Modules Added 0 1

LOC Mod./Add. 37 190

Empir Software Eng (2014) 19:419–464 447



SACCS facilitated the discussion about the change request. The information to answer this
question came from the experience reports submitted at the conclusion of the second assignment.

We analyzed and coded the reports to extract information about the use of the SACCS
during the pair meeting. All pairs did not specifically comment on their use of SACCS in the
pair meeting, but statements about the use of SACCS could be extracted from the experience
reports to gather insight. Some of the comments (paraphrased) made in the reports include:

& Four pairs reported that they recorded the characterization of the changes after discus-
sing their individual change rationale. Next, they determined how their individual
changes compared with the changes made jointly using SACCS. Finally, they recorded
the change detail reflected by SACCS and updated the architecture diagrams to reflect
this new combined architecture. They used SACCS to determine the change detail.

& Two pairs used SACCS after their analysis but prior to modifying the architecture
diagrams. By using SACCS at this point, they were able to determine what changes
they would have to make to each architecture view.

& Three pairs did not use SACCS to make the actual decisions. They simply used it at the
end of the process to record the characterization of the changes after their decisions were
already made.

& One pair used SACCS as a checklist while recording the architecture changes on the
change detail form. This pair stated that SACCS helped their decision process by
focusing their discussion on identifying which changes were necessary for each archi-
tectural view.

Based on these observations, we can conclude that SACCS provided a basis for dis-
cussion among developers considering a change request. Strict process conformance can
help ensure that SACCS is used as the platform for this discussion.

4.2.5 Study 2 Conclusions and Lessons Learned

Study 2 expanded on the results obtained from Study 1. Study 1 showed that changes with
different characteristics resulted in different amounts of effort. Study 2 provided further
insight into this finding by showing that it is possible to determine the magnitude of the
impact of the different changes. SACCS assists novice developers in assessing the impact of
software changes. It also provides a framework for discussing a change and arriving at a
consensus on its impact. While these results are important to a developer who is making a
change, the true test of their value is found in the quality of the changes that result from the
use of SACCS. The main weakness of this study was the lack of quality evaluation. To
evaluate the quality of the changes made, we need to introduce additional tests into the
experimental procedure. Study 3, which is presented in the following section, evaluates the
quality of the changes.

4.3 Study 3 – Impact on Quality (SACCS v3)

Following on the results of Study 2, Study 3 addressed two goals: 1) determine whether
developers are able to produce a higher quality change when using SACCS than when using
an ad hoc method and 2) determine whether experience using SACCS impacts their
performance (Williams 2009). This study introduced a control group so that the changes
made using SACCS could be compared with changes made using an ad hoc method. We also
further assessed how novice developers perceived using SACCS to augment the software
change process.
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4.3.1 Goals and Hypotheses

The GQM goal for this study was:

Characterize SACCS with respect to quality software architecture changes and change
impact assessment from the point of view of the researcher in the context of a
classroom study.

The hypotheses for Study 3 were:

H3: A higher quality architecture will be produced when making changes using
SACCS than when using an ad hoc method.
H4: Experienced SACCS users will provide a more detailed assessment of architecture
impact and produce a higher quality architecture than non-experienced users.

4.3.2 Experimental Design

To address the shortcomings of Study 2, we made three specific changes to the study design.
First, to provide a point of comparison, this study has two treatments. The SACCS treatment
in which the participants make changes using SACCS and the control treatment in which the
participants made the changes without using SACCS. Second, to judge the quality of the
changes made, we added an inspection step after the completion of each change. As
explained in the next section, each treatment was divided in half to facilitate the inspection
process. Third, to determine whether more experience SACCS users were more effective, we
had the participants in each treatment make two changes. Figure 15 provides an overview of
the experimental design for Study 3.

4.3.3 Experiment Preparation and Procedure

Table 11 describes the procedure followed by the study participants. To provide the
necessary background for the study, the researchers gave the participants three training
lectures. First, all participants (both treatments) a general lecture on software change (T1).
Next, the participants in the SACCS treatment received a second 1-h lecture covering
SACCS along with some in-class exercises, similar to the previous studies (T2). Finally,
all participants received training in how to perform an inspection of a software architecture
document (T3).

As mentioned in the previous section, the quality measurement in this study was
performed via a software inspection. The participants in the study served as inspectors of
the results produced by other participants. In order to prevent any biases, we did not want a
participant to inspect the same change that he or she had made. In such a case, the inspector
would be more likely to find faults with a correct solution if it did not match their own
solution. Therefore, we wanted participants to inspect a change whose solution they were not
familiar with. To enable this setup, we divided each treatment in half and gave the
participants in each sub-treatment a different change request. For the first inspection,
participants received either the Dynamic Mapping change or the Command Line Interpreter
Change (see Table 4). Each participant then performed their assigned change (A1). The high-
level tasks involved in the ‘change’ step were:

1. Analyze the change request to determine its impact
2. Change the architecture document and diagrams

Empir Software Eng (2014) 19:419–464 449



3. Record change detail (e.g., number of modules changed)

After making the change, each participant exchanged their solution with a participant in
the other sub-treatment within their treatment (i.e. participants in SACCS A exchanged with
participants in SACCS B and participants in Control A exchanged with participants in
Control B). Then, the participants used a checklist-based inspection to determine if the
architecture document they were given was a correct solution to the assigned change (A2).

To ensure that all participants received training in SACCS, we then provided the Control
group participants with the same training that the SACCS group received earlier (T2). Then,
each participant completed a second change request following the same procedure as the first

Fig. 15 Study 3 design
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change request (A3). In this case, all participants used SACCS, but members of the SACCS
group were now using it for the second time while members of the Control group were using
it for the first time. After the change was complete, participants again exchanged solutions
with a participant in the other sub-treatment and performed an inspection (A4). Finally, all
participants completed a post-study survey (A5).

We evaluated the quality of the changes in two ways. First, one of the researchers
analyzed each modified architecture document to determine whether the participants pre-
sented the correct approach to making the change and correctly identified the modules and
connections that needed to be modified. Second, the results of the inspections identified the
number of defects present in each changed architecture. After finishing both changes, each
participant completed a survey and wrote a report about their experience.

The following subsections present the data collected from the participants associated with
the two hypotheses for Study 3. As with each of the previous studies, the suggestions for
improvement and a quality assessment of SACCS are presented in a separate subsection.

4.3.4 Quantitative Results

Hypothesis H3 stated that “a higher quality architecture will be produced when making
changes using SACCS than when using an ad hoc method.”

The two changes given in Assignment 1 were used to test this hypothesis. These changes,
CLI and DM, were functional changes that did not have a large effect on the architecture.
The main focus for the participants was to identify which modules were affected and which
connections between modules were needed to make the changes. The goal was to determine
whether the participants who used SACCS were better able to 1) identify the modules and
views that would be impacted and 2) make the necessary changes to the architecture
diagrams. The peer-inspections determined the number of defects contained in each

Table 11 Training and experimental tasks – Study 3

Task Description Time

T1 (SG & CG) General lecture on software change 1-h

T2 (SG) SACCS Training and In-Class Exercise (CG – No Class) 1-h

T3 (SG & CG) Architecture Inspections Training 1-h

A1 (SG & CG) Perform individual architecture Change 1 1-week

Analyze change request

Change architecture diagrams

Record change detail and rationale for change

A2 (SG & CG) In-Class Architecture Inspections – Change 1 1-h

T2 (CG) SACCS Training and In-Class Exercise (SG – No Class) 1-h

A3 (SG & CG) Perform individual architecture Change 2 1-week

Analyze change request

Characterize change using SACCS

Change architecture diagrams

Record change detail

A4 (SG & CG) In-Class Architecture Inspections – Change 2 1-h

A5 (SG & CG) Post-study survey 1-h

A Activity, T Training, SG SACCS Group, CG Control Group
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architecture document. Table 12 shows the change detail results for the first assignment. The
number in each cell represents the mean value for the participants represented by that cell.

The mean of the number of modules added and changed was similar for both the control
and the SACCS group. The average number of defects made by the control group partic-
ipants was higher than the average for the participants who used SACCS (the SACCS
group). This difference however was not statistically significant for either case.

Hypothesis H4 stated that “experienced SACCS users will provide a more detailed
assessment of architecture impact and produce a higher quality architecture than non-
experienced users.”

The results are similar for Assignment 2, in which the participants received either the
LOS change request or the CM change request (Table 4). These two changes had a larger
architectural impact than the changes from Assignment 1. In this assignment we could
compare the performance of the participants who were using SACCS for the second time
(the SACCS group) to those that were using it for the first time (the control group) to
determine whether experience using SACCS had an impact on the effectiveness of the
participants. Table 13 contains the mean of the results from change set 2.

While none of the differences in Table 13, were significant, there is an interesting result
that is evident when comparing the control group’s defects between Change 1 and Change 2.
We found a statistically significant (t7.3702.677, p00.03 [t-test])) decrease in the number of
defects found in the control group’s Change 2 implementation when using SACCS com-
pared to the ad hoc method in change 1. These results show that by using SACCS, the
members of the control group were able to create a higher quality change, evidenced by the
fewer number of defects, compared with the changes they made without using SACCS.

Experienced SACCS users (with one additional treatment) however, did not show a
significant improvement in the quality of changes made compared with non-experienced
SACCS users. According to this result, using SACCS for the second time did not help
members of the SACCS group create higher quality changes than those created by members
of the control group. Additional SACCS treatments may be necessary before deeming a
participant as experienced. These additional treatments will provide the participants multiple
changes to understand SACCS and its proper application to the change process. This
observation needs further testing and evaluation to understand its meaning and relevance.

4.3.5 Qualitative Results

The version of SACCS used in this study was more comprehensive than the one used in the
previous two studies because it was updated based on feedback from prior studies and from
the results of the systematic literature review (Williams 2006; Williams and Carver 2007;
Williams and Carver 2010). At the conclusion of this study, the participants answered
several questions about the utility of SACCS and provided their overall opinions of using
it. The statements that follow, grouped by the general idea they convey, reflect the positive
and negative statements that were useful in understanding and improving SACCS.

Table 12 Change set 1 (DM/CLI) results

DM Modules
Added

DM Modules
Changed

DM
Defects

CLI Modules
Added

CLI Modules
Changed

CLI
Defects

Control Group 2 3 6.33 5.33 2 8.66

SACCS Group 1.75 3 5 3 2.25 4.5
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Supports the thought process

& The scheme helped to classify changes, but also, at times, made me think which category
changes fell into.

& The characterization scheme made me think some about the scope of changes before I
started looking through the document.

& It provides a path to follow when making changes, and makes the process more intuitive.
& Helps make you think more intensely on the effects of the change.
& I don’t feel that it helped or hindered, but it did make sure that I did not forget any aspect

of the document.

Supports thorough analysis of the architecture

& It helped me catch some modules that would need changing that I might have missed
otherwise.

& I think it was helpful and takes some of the guesswork out of finding all of the area of a
system that a given change would affect.

& The scheme aided in identifying which aspects of the architecture would be affected by
the change.

& It helped me to decide how much change I would put into each view presented in the
architecture document.

& It makes you look at everything that the change might affect.

Serves as a good checklist

& The characterization scheme helped me with the change request by providing an iterative
list of possible change locations. I though it served as a good reminder of things that
needed to be checked for.

& I feel it worked well as a checklist, but I’m not sure if marking changes with minor to
complex is helpful.

Insightful

& I thought the change characterization scheme was helpful in documenting changes to the
system. It was simple, yet comprehensive enough to detail changes to most architectures.

& Honestly, I could have done without it. However, it did get me thinking about what I was
going to change and every once in a while I would refer myself back to the scheme to see
how much change I had initial planned on for each view.

& While the scheme aids in documenting the change in an organized manner, it did not
cause the change to be any easier to design.

It creates extra unnecessary work

& It hinders by creating extra work, but helps you to understand the amount of change
needed when deciding whether to implement the change.

Table 13 Change set 2 (LOS/CM) results

LOS Modules
Added

LOS Modules
Changed

LOS
Defects

CM Modules
Added

CM Modules
Changed

CM
Defects

Control Group 2.33 6 3.66 3 4.33 3.33

SACCS Group 2.25 4.5 4 1.75 3.25 4.75
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& I would decrease the number of items or categories, in other words, shorten the
procedure somehow.

& Some of the fields seemed unnecessary or redundant, so it could probably be reduced in
size without sacrificing utility.

It is useless

& I would not totally go by the characterization scheme as I found it confusing.
& It was at times more troubles than what it was worth. It was easier to forget the table and

just make any change you deemed necessary.
& If I know how large a change is, how does that help me, it doesn’t change what has to be

done.
& You won’t know what exactly what you have to do until after you make the change, and

what sense does it make to characterize it then.

Figure 16 shows the survey results from Study 3 (the survey statements are the same as in
Study 2 and are listed in Section 4.2.4). The responses are again generally skewed towards
the Agree end of the scale. Similar to the other studies, conducted a non-parametric
Wilcoxon Signed-Ranks test to determine whether the responses were significantly higher
than ‘3’ (the midpoint of the scale). The result of this analysis, in Table 14, shows that all
five statements were rated significantly positive. SACCS received even more favorable
ratings in this study compared to the survey results from Study 1 and Study 2. We believe
that this ratings increase can be attributed to the successive refinements made to SACCS as a
result of the prior studies.

The qualitative results provide the subjective impressions of the participants who used
SACCS. These results offer genuine insight into the benefits and drawbacks of SACCS.
SACCS requires its users to thoroughly think about the change before implementation. It
compels developers to consider all aspects of the system that may be affected as a result
of the change request. According to some users, SACCS adds additional overhead to
the process. With its many attributes, it also adds to the overall complexity of change

Fig. 16 Study 3 survey results
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implementation. The benefits that SACCS provides to developers do however appear to
outweigh these costs.

4.3.6 Study 3 Conclusions and Lessons Learned

This study provided initial evidence that using SACCS helped novice developers produce
higher quality changes when compared to using an ad hoc method. The results of Study 3
are:

1. Changes made by participants who used SACCS were of higher quality (i.e. evidenced
by fewer defects) than changes made by participants who did not use SACCS.

2. Experienced SACCS users were not more effective than inexperienced SACCS users.
3. The participants provided feedback about how to further improve SACCS.

These results need to be validated with additional studies. We also gained more insight
into how novice developers view SACCS. Requiring developers to use new methods for
performing tasks previously performed ad hoc can be challenging. But, it is vital to
understand how to incorporate such tools if those tools improve the effectiveness of the
processes. By examining both positive and negative feedback from the participants, we now
have more data on how to better incorporate SACCS into the change process.

5 Discussion of Results

The main goal of this paper is to bring together the results of all three studies to provide
insights into the three objectives described in Section 3.3.1. The results drawn across all
three studies are stronger than the results that can be drawn from any one study.

5.1 Objective 1

5.1.1 Determine Whether the Use of SACCS Helps Developers Make a More Accurate
Assessment of the Architectural Impact of a Change, Prior to Making the Change,
Compared with an Ad Hoc Method

Two of the three studies showed that novice developers’ ability to accurately assess change
impact prior to implementation improved when using SACCS. The results of Study 2
provided the strongest statistical support for this finding. The results of Study 1 also
supported this finding but with less statistical strength. Study 2 showed that participants
identified a significantly larger number of modules that required modification when using
SACCS than they did without using SACCS. Study 1 also showed that the participants who

Table 14 Statistical survey
results – Study 3 Factor p-value (Wilcoxon

Signed-Ranks Test)

Logical 0.001

Beneficial 0.015

Understand Arch. Effects 0.004

Detailed Scheme 0.004

Change Impact 0.003
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completed the source code changes made more accurate selections pertaining to change
impact when using SACCS. The strength of this result was limited due to the small number
of participants that fully completed both changes. Studies 2 and 3 qualitatively supported the
statistical results of Studies 1 and 2 related to objective 1. In both studies, the ‘somewhat
agree’ rating was retained for the survey statement “The change scheme helped me to
understand the impact of the change request.” This statement was not included on the
survey given for Study 1.

This result is important for practitioners. Developers need to be able to accurately assess
change impact to determine the costs and risks of making changes. If a developer can use
SACCS to more accurately identify the modules that will be affected by a change, he can
then examine those modules to scope out the amount of work necessary to make the change.
The ability to accurately perform this type of impact analysis will greatly reduce the risks
involved with making changes because the scope of the implementation can be clearly
understood prior to making the change.

5.2 Objective 2

5.2.1 Determine Whether SACCS Provides Utility to the Developers

As stated in the discussion of Objective 1, SACCS provides utility to developers by
improving their ability to determine change impact. SACCS is also useful because it:

& Facilitates discussion among developers about change implementation;
& Helps developers understand differences in the types of changes to be made;
& Is easily understood and used;
& Helps developers produce quality changes.

In Study 2 the participants worked in pairs. First, each participant made a change alone
then worked with their partner to agree on a team solution. The participants used SACCS
both individually and when working with their partner. During the partner exercise, the
participants had to discuss differences between their individual characterizations to arrive at
a consensus characterization of the change. This activity showed whether SACCS was useful
in facilitating the detailed discussion among developers to help them reach an agreed-upon
decision. SACCS was useful for this task because it established a clear representation of the
change request upon which both developers could agree. As a result, SACCS should be
useful for assisting developers in arriving at a consensus on large, complex changes that
impact major architectural structures.

Next, we determined whether changes with different SACCS characteristics actually
required different amounts of effort to implement. The usefulness of SACCS is minimized
if a difference in SACCS characterization cannot predict a difference in implementation
effort. Part of the utility of SACCS is that a practitioner can clearly identify the relative
difficulty of changes based solely on their characterizations. This benefit was evident in the
results of Studies 1 and 2.

In Studies 1 and 2 we determined whether novice developers could learn how to
accurately use SACCS. We compared the participants’ characterization of change requests
to the researchers’ characterizations, which were assumed to be correct because they were
based on the actual implementation details of the change. In both studies, the participants’
change characterizations were similar to the researchers’ change characterizations. The
similarity measure used was difference between the median of the participants scoring of
each general characteristic and the researchers’ scoring of that characteristic. If the
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difference was < 0 1, then the attribute was deemed similar. All of the characteristics for the
Study 1 changes were similar and 22 of the 28 characteristics in Study 2 changes were
similar (there were more attributes in version 2 of SACCS used in Study 2). This result
shows that SACCS can be easily understood and used by novice developers.

The main focus of Study 3 was to determine whether participants produced a higher
quality change when using SACCS than they did when using an ad hoc approach. We judged
quality by the number of defects identified during inspection of the two changes. In both
cases, the change made using SACCS was of higher quality than the change made using an
ad hoc approach. While the difference in quality was not significant, we did find a
statistically significant decrease in the number of defects found when the control group
included SACCS in their analysis. The ability to produce high quality changes is paramount
to the successful maintenance and evolution of software. Practitioners will benefit from
using SACCS if they are able to produce high quality changes because the thoroughness of
SACCS helps them fully analyze the impact of a change.

Lastly, the participants subjectively found SACCS to be beneficial. Post-study surveys
were used in each study to measure the participants’ agreement with several statements
pertaining to the benefits of using SACCS (using a 5-point rating scale). The participants had
a positive response to four of the five statements in Study 1 and to all five statements in
Studies 2 and 3. These results show that novice developers found SACCS to be beneficial
and consider it to be a useful tool for supporting the change implementation process.

5.3 Objective 3

5.3.1 Identify How SACCS Can Be Improved for Use in a Real Development Environment

At the end of each study, the participants submitted a report detailing their experiences using
SACCS to make architecture changes. In the report, the participants commented on their use
of SACCS and how it could be improved. This information provided valuable insight that
resulted in the addition, removal, and redefinition of SACCS attributes to make them easier
for developers to understand. SACCS’s usefulness depends on constructive criticism to
guide its improvements.

Study 1 participants indicated that SACCS contained some overlapping attributes and
some ambiguous definitions. This feedback helped us improve several attributes and clarify
the difference between a purely functional change and an architectural change. In addition,
after Study 1, a systematic literature review helped us heavily redefine SACCS (Williams
and Carver 2010). These changes resulted in marked improvements in the feedback received
at the completion of Study 2. Finally, the Study 3 participants provided specific comments
on using SACCS which assisted in identifying its benefits and drawbacks.

SACCS contains a large number of attributes. This feature can be beneficial to novice
developers who have a minimal understanding of architecture, but can also be overly time
consuming for more experienced developers or for small change requests. Novice devel-
opers benefit from using SACCS because it forces them to thoroughly analyze the architec-
tural components. A potential drawback of SACCS is that, for more experienced developers,
it can disrupt their existing approach for implementing a change request. This concern may
cause resistance to using SACCS as with any new method or tool. We did receive positive
comments that addressed this concern. An operational implementation of SACCS for
professionals would be form-based and integrated with existing development tools. Auto-
mating the removal of attributes from the selection pool that conflict with previous selections
would lessen the complexity of using SACCS. For example, if a developer rates a particular
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view with ‘0’ using the Overall Impact Scale, that view would no longer require consider-
ation when evaluating the Specific Characterization (i.e., runtime and logical view impacts).
Even for an experienced developer, it was noted that SACCS could be used as a checklist
when making a change. Using SACCS in this fashion can ensure that after a developer’s pre-
defined change process is followed, SACCS could be used to check the work and to provide
a basis of discussion among a development team.

6 Threats to Validity

There are several validity threats for each study that impact the overall results presented in
Section 5. The following subsections describe each threat. The number in parentheses next
to the threat topic refers the studies where the threat was identified. These threats are
grouped based on their type (i.e., construct, internal, & external).

6.1 Construct Validity

Effort in Person-hours Not Collected (1, 2, & 3) We were not able to measure the amount of
time required to make each of the changes in Study 1. While the participants were asked to
report this figure, they were not given a time sheet to use to track their effort to analyze the
code, record the SACCS characterization, modify the architecture, and modify the source
code. Therefore, most students (including the three that completed both changes) did not
report this information and our comparisons between the changes were based on an estimate
of effort (number of modules and LOC changed).

The effort measure in Study 2 and 3 was solely a count of the number of modules
changed (added/modified) to implement the change in the architecture. While this measure is
practical in this case (where only the architecture documents are being edited) in an
operational setting, effort is measured in person-hours or is based on the number of lines
of code changed. Modifications to a single module were noted, but did not provide an
indication of how much effort it would take to implement the change in the source code. We
did not collect actual effort data in person-hours for any of the studies, and we did not
measure the amount of effort required for the participants to determine the SACCS attributes
for each change request. All measures of effort were based on the changes made to the
architecture documentation or to the source code.

Defect Measurement for Quality Assessment (3) In Study 3, the participants performed
inspections to assess the quality of the architecture changes. The participants received a 1-
h training session prior to performing the inspections. The defects were analyzed by the
researchers for validation, but the inspections were performed by novice inspectors and do
not provide a robust view of quality for the change implementations. Having one researcher
validate the defects does provide justification for the defects identified, but other defects may
exist that were undiscovered by novice inspectors.

6.2 Internal Validity

Change Differences from Other Factors (1 & 2) The different amounts of effort required to
implement the two changes in Study 1 could result from other factors besides the difference
in classification. Because we only had 2 changes, we were unable to investigate other
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possible differences that could cause the dissimilarity in the amount of effort required
to implement each change. In Study 2, for changes 2 and 3 there was a similar notion.
The effort difference could have been caused by other factors. Because the participants
only characterized the 2 changes (and did not implement them), we were unable to
investigate other possible differences that could have caused the different amounts
of effort.

Interaction Among SACCS and Control Groups (3) In Study 3, we isolated the groups from
one another and provided a training using SACCS to the experimental (SACCS) group.
While the training was well received by the group participants, there was no way to ensure
that the randomly selected groups did not interact and discuss the training prior to imple-
menting the first change. In order to mitigate this threat, the homework assignments were
given as individual work and academic honesty, as always, was stressed, but this act does not
prevent students from discussing assignments.

Conclusions about Scheme Estimation Support (2) Study 2 results in Section 4.2.4 indicated
that using SACCS helped the participants correctly identify the change that would require
the most implementation effort. There was also a significant difference in the number of
module changes estimated by the participants when using SACCS than when not using it.
This difference could have been caused by a learning effect. When performing the third
change, the participants were more familiar with the process and architecture and better able
to assess the change.

6.3 External & Conclusion Validity

Small Sample Size (1, 2, & 3) The biggest threat to the validity of Study 1 was the small
sample of students that completed both change requests. Study 2 had the largest set of
subjects for the studies with 25. Study 1 had 18 subjects and study 3 has 14 subjects. We
took this issue into account when running statistical tests by using both the parametric and
nonparametric tests that showed similar results.

Using Students to Perform Analysis (1, 2, & 3) Students are frequently used in empirical
studies to provide some evidence of the usefulness of software engineering products and
processes (Carver et al. 2003). Students were able to provide data about the use of the
scheme and to answer some important questions. The threats associated with using students
in this study include their potential bias in answering survey questions for fear of criticizing.
They also may not have the appropriate experience to evaluate the scheme’s usefulness in a
professional setting.

System and Changes Not Representative (1, 2, & 3) TSAFE is a small non-production
system used in each study. The in-depth documentation (i.e., requirements specification,
architecture documentation, and source-code) provided and much of the code for the studies’
change requests were required to execute the studies and answer the research questions.
Without the extensive documentation, we could not have conducted these studies. We do
however acknowledge that TSAFE is not representative and using this system exclusively is
a threat to external validity. The change requests used were similar and we did not have a
wide variety of change requests to wholly support the notion of different changes (i.e.,
architectural vs. functional) require different amounts of implementation effort.
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7 Conclusions, Contributions and Future Work

The goals for these studies were 1) to validate whether SACCS is a useful tool for software
maintenance and 2) to evolve SACCS to address any weaknesses identified. The purpose for
creating SACCS was to provide a tool for recording the characteristics of a proposed
software change. These characteristics can serve as input to a future decision support system
that will incorporate the characterization, impact analysis, and risk assessment to aid
developers in making a go/no-go decision for each change. This paper’s contributions
include the analysis and results of the third study, lessons learned from the 3 combined
studies, and the compilation of findings of the three studies that support the overall goal of
creating a change impact decision support system. Based on these three studies, we are able
to draw a series of conclusions about SACCS. The following statements summarize the
lessons learned:

& SACCS provides insight into the difficulty of a change request;
& SACCS helps to facilitate discussion among developers
& SACCS is a useful tool for supporting change implementation

We also found that change characterization can be a useful step in determining the impact
a potential change will have on the software. After additional research, we envision that
SACCS could be incorporated into an organization’s change implementation process. A step
would be added after receiving a change request in which developers characterized the
change request and recorded the characterization for future comparison, analysis and
decision-making.

The ability to accurately identify changes that will affect software architecture will help
developers understand the change’s likely impact and thereby make changes without
degrading the quality of the architecture. The results of this research provide a portion of
the framework necessary for a data-driven change support model that analyzes change data
to provide a developer with the tools needed to maintain complex software. This unique
approach of using change characterizations benefits from developer experience and the
systematic approach to change implementation.

SACCS was created to assist developers while making software changes. It was designed
to provide a framework for change analysis and feedback as well as to facilitate developer
discussions about a change request. SACCS provides a structured approach to architecture
change impact analysis. Three empirical studies provide evidence that the use of SACCS
was beneficial for developers. SACCS compelled novice developers to consider additional
aspects of a change request that they may not have considered without it. This more
thorough analysis resulted in approaches to change implementation that were more detailed
and matched more closely to what was actually required than when SACCS was not used.

Future Work SACCS will provide an input to an application-dependent decision support
system focused on assessing change impact with a unique focus on architectural changes.
The decision support system will take a change request as input and output predictions about
what is expected.

The ideal implementation of the decision support system is described below.

1. Stakeholder issues change request
2. Developer formalizes request using template
3. Developer isolates and characterizes change using SACCS
4. Proposed changes discussed between project group (consensus created)
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5. Planned implementation recorded
6. System compares current change to set of previous similar changes
7. System provides difficulty prediction and analysis
8. Actual change detail and SACCS characteristics recorded for future use

The type of questions that the output of the decision support system will provide include:
What amount of relative effort is required to implement the change? After the change is
isolated to a module, what other historically coupled modules are likely to be affected? Will
the change result in a more complex architecture? Will the change violate any architecture
constraints? Will the changes be made to historically effort-intensive modules? Should a part
of the system with a high handling rate be refactored? Answers to questions such as these
will assist a developer to make quality decisions concerning the software project from
relevant, application-dependent data. The historical data will be built using past SACCS
characterizations and metrics obtained from previous system revisions.

Ongoing work includes the development of tools to automate the characterization of
historical changes from an issue repository. The automated characterization using the SACCS
framework will offer insight into the impact of various types of changes that a system under-
goes. Simultaneously, system complexity metrics are exacted from the source code revision
history to determine how certain changes affect the metrics. The coupling of SACCS historical
change characteristics and software metrics will allow us to evaluate the types of changes that
are difficult to implement and that increase system complexity. When new changes are
encountered that have similar characteristics as prior changes, predictions can be made based
on the effort, complexity, and resulting defects of historically similar changes.

In addition, we plan to evaluate SACCS in an industrial setting. Professional developers can
provide a more accurate assessment of SACCS’s usefulness in realistic settings. We will track
the effort required to complete the changes and the effort required to use SACCS. By tracking
the effort required to apply SACCS, we will be able to more accurately assess the overhead
incurred with use of SACCS. We will also be able to calculate the return on investment relative
to the time required by SACCS. Actual defects that occur will be used to determine the quality
of the changes produced when using SACCS compared with changes produced without
SACCS. We will also conduct a detailed comparison of SACCS with other related approaches.

We encourage replication of the studies described in this paper. To preserve the integrity
of these future replications, we have not made the study materials available on a public
website, but will make the materials available to interested researchers via requests made to
the first author.
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